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ABSTRACT With the rapid growth of the number of devices connected to the Internet, there is a trend to

move intelligent processing of the generated data with deep neural networks (DNNs) from cloud servers
to the network edge. Performing inference and training of DNNs in edge hardware is motivated by latency
constraints, security and privacy concerns, and restricted network bandwidth. However, implementation
of DNNs is challenging in resource-constrained edge devices. This article surveys recent advances in the
efficient processing of DNNs, highlighting present research trends and future challenges. Specifically, we
start by reviewing optimization methods for hardware-aware deployment of DNNs. We then present some
case studies of promising new directions towards low-complexity on-chip training. Finally, we discuss
future challenges and their potential solutions for efficient deployment of DNNs at the edge.
INDEX TERMS Artificial intelligence, deep neural networks, hardware and systems, neural architecture

search, quantization and pruning, stochastic computing, surveys and reviews.

I. INTRODUCTION

T

HE EXPLOSIVE growth of devices connected to the
Internet (e.g., the Internet of Things or IoT), along with
the arrival of the fifth generation wireless (5G) networks,
is leading to an exponential growth in daily data generation at the global network edge [1]. In the past, such
data has been sent to the cloud for processing; however,
a number of factors are now contributing to the rise of
edge intelligence, where such processing happens at or
near where the data is collected. First, network latency
is too long for real-time processing in many applications,
such as autonomous vehicles [2]; sensor data must be
processed, and quickly, even if network access is slow
or unavailable. Second, network communication may be
too energy intensive for distributed sensing applications,
such as mobile wireless sensor networks, where energy
consumption of 0.1 Joule/Mbit is expected in future 5G
deployment scenarios [3]. Finally, due to security concerns and regulations, sensor data may be considered too
private to send to the cloud. Today, there is an increasing need to efficiently process data locally to meet these
challenges.
Since the deep learning revolution in 2012, deep neural
networks (DNNs) have become the foundation of complex

sensing and recognition tasks [4]. Deep learning excels at
automatic feature extraction, and as a consequence, deep
learning models have achieved state-of-the-art, and even
human-level performance, across a wide variety of tasks,
including speech recognition [5], autonomous driving [6],
medical diagnosis [7], biomedical question answering [8],
natural language processing [9], finance [10] and complex
games [11].
The superior performance of DNNs, however, is accompanied by greater demand for computational resources and
memory bandwidth, and a larger memory footprint. In
short, DNNs are complex, and only growing more so. For
example, AlexNet [12], the winner of the 2012 ImageNet
competition, achieves 57.1% classification accuracy on the
ImageNet dataset while occupying 236MB of memory (for
its parameters and intermediate values), and performing
1448M operations. Since the development of AlexNet in
2012, myriad neural networks have emerged to improve
its accuracy. However, this improvement is mainly achieved
with deeper and wider networks. For instance, ResNet [13],
the winner of 2015 ImageNet competition, has surpassed
human-level accuracy in image classification by constructing a very deep network of up to 152 layers. ResNet-152
requires 449MB and performs 22G operations, yielding 77%
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accuracy. The over-parameterization problem of neural architectures is not limited to computer vision tasks; recent natural
language processing models incorporating Transformers such
as BERT [14] require over 1GB of memory.
In general, industry has turned to general-purpose graphics
processing units (GPGPUs) to satisfy this growing need for
compute and memory. GPGPUs are well-suited for DNN
acceleration thanks to their organization of many identical processing units and associated memory hierarchy,
each of which employ massive parallelism that DNNs can
exploit [15]. However, cloud-class GPGPUs are a poor fit for
edge computing: (a) they are expensive, with state-of-the-art
devices frequently costing $1000 or more; and, (b) they are
power-hungry, often requiring 250 W [16].
There are clear advantages if DNNs can be deployed to,
and even trained upon, edge devices. Local processing of
data at the edge where it is created eliminates the latency
and network traffic loads of sending data back and forth
to the cloud. Edge computing also reduces security concerns by eliminating data transmission to/from the cloud,
the main opportunity for data interception. Finally, deploying
DNNs at the edge is more cost effective than cloud computing in the long run: specialized edge devices for DNNs,
when fabricated at large scale, are much cheaper than cloud
services.
There are a number of immediate challenges that remain
obstacles to deployment of DNNs to edge devices, namely:
(a) design of efficient hardware accelerators; (b) DNN model
compression; and, (c) hardware-aware neural architecture
design. Accelerating DNNs at the edge means capturing as
much of the performance of cloud-class devices as possible
under the resource and energy constraints of edge devices.
The design of how data flows through processing elements is
the key to maximizing reuse and minimizing time-consuming
and energy-intensive accesses to memory. The aim of DNN
model compression is to reduce the computational complexity and memory requirements of DNN models, enabling their
deployment on a range of resource-constrained edge devices.
Since compression occurs during DNN training, accuracy
loss is inevitable; the challenge is to balance accuracy loss
and complexity reduction. In hardware-aware neural architecture design, the goal is to automate the search for new
high-accuracy DNN models that are efficient on a given
inference platform. The computational cost of automated
DNN design highly depends on the search algorithm, as this
process involves training and evaluation of several DNN
models.
The aforementioned approaches share the same goal: efficient DNN inference near where input data is generated. This
neglects, however, the costs and challenges related to training DNNs. Researchers at the University of Massachusetts
recently showed that the training and development of DNNs
are costly in the financial sense due to the cost of hardware,
electricity and cloud compute time. Furthermore, from an
environmental point of view, the carbon footprint of training a single DNN can be 5× the lifetime emissions of an
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average car [17]. With the emergence of neural architecture search methods, the training cost is even greater as the
long search process results in an dramatic increase in energy
consumption, and accordingly, carbon emissions. Therefore,
the high financial and environmental cost of training necessitates further reduction of network complexity in general,
and training time in particular.
We advocate for hardware-agnostic model development
and low-complexity training methods as clear next research
steps for efficient deployments of DNNs on edge devices.
In hardware-agnostic systems, a master DNN, comprised
of sub-networks with the same parameters but different
neural architectural settings, is designed and developed.
Sub-networks may be selected for deployment in different
scenarios based on their metrics, but the master network is
only trained once, significantly reducing training cost. This is
in contrast with the conventional neural architecture search
methods that find an optimized DNN for a single target
hardware platform.
Low-complexity training technologies enabling on-chip
training in turn address another key challenge: data privacy and security. Training data and query logs can be
easily breached by insider attacks or compromised systems,
as cloud service providers are poor stewards of sensitive
data [18]. On-chip training, on the other hand, enables absolute control over the collected data and intellectual property
at the edge.
In this article we outline existing challenges and prospective research issues related to the deployment of DNNs
on edge devices. First, we present an overview of DNNs
(Section II). Then we survey the attempts in the literature to address the immediate challenges outlined above
(Section III), and look at the next clear steps in research
(Section IV): hardware-agnostic model development and
emerging methods that enable low-complexity training.
Finally, we discuss future trends, possible challenges, and
promising research directions, related to hardware efficiency
and privacy at the edge (Section V).
A quick note about terminology: the term architecture is
commonly used in both the neural network and hardware
communities to refer to different things. In this article we
use the term neural architecture to refer to a particular choice
of neural network hyperparameters, such as number of layers
and number of neurons per layer, whereas hardware architecture is used to denote a description of the interconnection of
hardware components that comprise a hardware accelerator.
II. PRELIMINARIES

This section provides a brief overview of deep learning and
commonly-used DNNs: fully-connected, convolutional, and
recurrent neural networks; and, how they are trained.
A. DEEP NEURAL NETWORKS

DNNs are composed of multiple consecutive layers of
neurons with interconnectivity that follows a specific pattern. Each connection between neurons is associated with
VOLUME 2, 2021

FIGURE 1. High-level Structure of (a) fully-connected networks, (b) convolutional neural networks, and (c) recurrent neural networks.

a weight, and each neuron performs a weighted sum of its
input values. A non-linear function is generally applied to
the output of neurons in a multi-layer neural network; otherwise the network is a linear regression model. DNNs in
which each neuron is connected to every single neuron of the
previous and the next layer are referred to as fully-connected
neural networks (see Fig. 1(a)). Since each connection in
fully-connected networks is associated with a weight, these
networks have a large memory footprint that scales with the
number of neurons; furthermore, the activations associated
with each neuron must also be saved for use in future computation, requiring additional memory that scales with the
number of neurons.
Convolutional neural networks (CNNs) are another form
of DNN, which are commonly used to extract highlevel abstractions of raw data. CNNs consist of multiple
convolutional layers which are often followed by a few fullyconnected layers. The connectivity pattern of convolutional
layers is mathematically described by a convolution operation, which resembles the organization of the animal visual
cortex [19], illustrated in Fig. 1(b). Inputs to a layer are
arranged in three-dimensional input activation maps. A set
of 3D weights (also called filters) is shared among all neurons of a convolutional layer. Each plane of a 3D output
activation map is the result of a 3D convolution between
each set of 3D filters and a 3D input activation map, where
the 3D convolution is a summation of multiple plane-wise
2D convolutions. Compared to the fully-connected layers,
convolutional layers have a higher degree of computational
complexity while requiring fewer parameters. As a result,
the computational complexity of CNNs is dominated by their
convolutional layers whereas the majority of parameters are
found in fully-connected layers [12], [20].
Fully-connected networks and CNNs are feed-forward
networks: during inference information moves only in the
forward direction from input nodes, though all layers, to output nodes. Feed-forward networks contain no memory; the
outcome depends only on the current inputs. Another type
of network, commonly used to process temporal data, is
the recurrent neural network (RNN). RNNs contain internal
memory, enabling data dependencies in sequences of inputs
to affect their final decision. The computational core of
RNNs is similar to fully-connected networks; a vanilla RNN
can be viewed as a fully-connected layer unrolled in time,
VOLUME 2, 2021

where the weights are shared among each time step (see
Fig. 1(c)). As a result, they are both computationally and
memory intensive.
B. TRAINING DNNS

The goal of DNN training is to minimize an objective function, or loss function, that measures the distance between
the predicted and expected outputs. DNN parameters are
adjusted through a process called backpropagation [4]; error
values are propagated through the network from outputs to
inputs and network parameters are updated to reduce error
in future forward passes. More precisely, the gradients of
the loss function with respect to the network parameters are
computed during backpropagation, and subsequently used to
update weights in proportion to their contribution to error.
These calculations are referred to as backward computations.
To compute the loss function, the input values pass through
DNN layers to obtain predicted outputs. The procedure of
computing the loss function during forward propagation and
subsequent adjustment of weights is called training. Once
the training process is over, the procedure of computing the
outputs of DNNs using trained weights is called inference.
III. IMMEDIATE CHALLENGES AND SOLUTIONS

In this section, we summarize the immediate challenges
with respect to deploying edge intelligence: (a) design of
hardware accelerators using the special patterns found in neural networks to achieve satisfactory hardware performance;
(b) compression of DNN models through optimization methods for their deployment on various hardware platforms; and,
(c) development of efficient search algorithms to automatically design low-complexity DNNs. We survey different
methods in the literature to address these challenges. These
challenges have been precipitated by the rising popularity of
neural networks and the need for their efficient deployment
on edge devices. Therefore, this section reviews well-studied
topics that have been the mainstream research subjects since
the emergence of deep neural networks.
A. DESIGN OF EFFICIENT HARDWARE ACCELERATORS

The massively parallel structure of DNNs, and flow of
information through them, makes them well-suited for acceleration with custom hardware. First, the activations of
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TABLE 1. Comparison between implementation solutions for acceleration of neural
computations of AlexNet.

developed [26]), off-chip DRAM, despite long access latency
and high energy consumption, becomes indispensable. To
address this, recent work incorporates a local buffer for each
PE with a global buffer shared by all PEs, enabling fast,
energy-efficient data accesses, as such buffers can consume
up to two orders of magnitudes less energy per access than
DRAM [21], [25], [27]–[35].
2) DATAFLOW DESIGN

neurons within a given layer are independent, and can be
processed simultaneously. Accelerators generally take advantage of this by employing multiple processing elements
(PEs) that can work in parallel, overlapping the execution
of multiple neurons. Second, inputs can be collected into
batches and processed together, layer by layer. This improves
performance by reducing the number of times the layers of
a model must be retrieved from main memory. The forward
flow of information through a neural network means data
reuse can further improve performance. If data can be saved
on-device for reuse, this again reduces the number of times
off-chip main memory is accessed.
Consequently, hardware architectures that perform well
on machine learning tasks tend to incorporate many PEs,
which are in turn kept busy by a combination of distributed
local memory and high-bandwidth access to main memory.
GPGPUs, which have become a popular hardware platform
for DNNs, especially in the cloud, tend to be organized
in this fashion. However, not only are high-performance
GPGPUs prohibitively expensive for many use cases, their
performance comes at the cost of high energy dissipation
as shown in Table 1; edge devices may be cost-constrained,
power constrained, or both. This motivates the development
of specialized accelerators for edge intelligence.
During the past few years, common trends in machine
learning accelerator design have included: providing higher
memory bandwidth [22], efficient dataflow mapping [23],
in-memory computing [24], and, skipping ineffectual computations [25].
1) FEWER MEMORY ACCESSES AND HIGHER ENERGY
EFFICIENCY

The computing power of neural network accelerators is
limited by the upper bound of their memory bandwidth
and the performance of their PEs [23]. In edge devices,
network parameters and input signals are stored in offchip main memory (e.g., a low-power DDR SDRAM). Main
memory access latency and throughput limits PE utilization
and algorithm performance whenever PEs receive their data
directly.
In early accelerators (e.g., [22]), an on-chip DRAM
memory (e.g., eDRAM) stores all network parameters and
activations, improving PE utilization by reducing the time
spent waiting for data. However, as DNN grow (recently,
models with hundreds of billions of parameters have been
116

When the key to performance improvement and power
reduction is the careful orchestration of data reuse and
memory accesses, dataflow design is of paramount importance. Dataflow defines how weights, inputs, activations, and
partial sums move through a network of processing elements;
design choices affect data reuse and accesses to off-chip
memory.
While early dataflow techniques mainly focused
on increasing memory access efficiency, maximizing
performance efficiency is another important design consideration, as illustrated in Fig. 2. Memory access efficiency
(MAE) measures how much opportunity for reuse an
accelerator can capture:
MAE =

MAEmin
× 100,
MAEruntime

(1)

where MAEmin is the minimum possible number of off-chip
memory accesses, and MAEruntime is the number of actual
runtime off-chip memory accesses.
MAEmin = Ni + No + Np ,

(2)

where Ni , No , and Np denote the total input activations,
output activations, and parameters of the DNN, respectively.
Performance efficiency, on the other hand, is the ratio of
the actual number of operations per second to the maximum
possible. The maximum possible operations is determined by
the number of PEs. While high memory access efficiency can
be obtained by increasing data reuse, high performance efficiency is the result of dataflow that enables PEs to achieve high
utilization. These two design factors are independent of lowlevel design details (e.g., manufacturing process technology),
reflecting the importance of efficient dataflow.
Row stationary dataflow [23] is an excellent example of
dataflow design in the literature. PEs are organized in two
dimensions, and weights and input activations are propagated along the row and diagonal directions, respectively.
The partial sums generated by each column by PEs are
then accumulated to produce output activations. This allows
multiple PEs to reuse the weights and input activations.
To accommodate different layer shapes, a mapping strategy called folding is used: computations on large 2D input
activations are split into multiple parts that each can be performed using a fixed-size PE array. Unfortunately, not all
PEs are used during folding, resulting in low performance
efficiency.
To improve performance efficiency, the dataflow presented
in [25] uses time-multiplexed mapping: the convolutional
VOLUME 2, 2021

FIGURE 3. (a) Weight pruning. (b) Activation pruning.
FIGURE 2. The shaded area in blue denotes the dataflow design space for dense
models whereas the shaded area in red denotes the dataflow design space when
skipping ineffectual computations by zero-valued numbers.

computations of each output activation are entirely performed
by one PE. This makes the convolution process independent
of the shape of input activations, reducing the number of
unused PEs. The mapping is scheduled to maximize PE
utilization and data reuse for commonly-used filter sizes.

the weight, the voltage as the input feature, and the current
as the output [39]. The accumulate operation is performed by
summing the currents of different memristors according to
Kirchhoff’s current law. The work of [40], PRIME [24] and
ISAAC [41] are successful in-memory computing systems
that replace the main memory with an array of 12×12 memristors, an array of 256 × 256 memristors, and a hierarchical
structure of 25.1M memristors, respectively.

3) ELIMINATING INEFFECTUAL COMPUTATIONS

B. DNN MODEL COMPRESSION

While increasing data reuse and PE utilization have limits, DNNs inherently contain many ineffectual computations
that, if avoided, further improve efficiency [36]. In bit-wise
arithmetic, an ineffectual computation is any 1-bit multiplication whose result is zero. Weights that are zero need
not be retrieved from memory; activations that are zero
need not be multiplied with non-zero weights, and so on.
Skipping these ineffectual computations and avoiding their
memory accesses can push memory access efficiency and
performance efficiency out of the typical bound imposed
by the limitations of hardware (see Fig. 2). Cnvlutin [36],
Cambricon-X [37], and ZASCA [25] are examples of such
zero-skipping accelerators.

From the start of the deep learning revolution, improving classification and regression accuracy has been a key
objective. As computational costs grew, however, it became
apparent that optimization methods must emerge to manage the ever increasing computational complexity of DNNs
in different deployment scenarios. Accuracy improvement
often comes at the cost of increased parameters and operations, driven by deeper and wider networks, requiring more
memory accesses and mathematical operations, and ultimately resulting in slower networks. At the edge, such costs
become prohibitive, motivating research that reduces network
complexity, operation complexity, and tailors networks for
specific target platforms.

4) IN-MEMORY COMPUTING

1) COMPLEXITY REDUCTION THROUGH NETWORK
PRUNING

In near-memory computing, data exchange between PEs and
memory causes delay and power consumption. The idea
behind in-memory computing is to eliminate such a data
exchange by integrating the computations into the memory.
For instance, the multiply and accumulate operations can
be integrated into the bit-cells of SRAM arrays [38] and
memristors [39]. In in-SRAM computing [38], the bit-cells
store the weights and the feature vector drives the word
line to an analog voltage. In this way, the bit-cell current
is the product between its corresponding feature vector and
weight. The accumulate operations are then performed by
summing the currents of bit-cells within a column to discharge the bit line. On the other hand, a multiplication in
memristors is performed with the resistor’s conductance as
VOLUME 2, 2021

Network pruning, also known as network sparsification,
attempts to reduce the memory footprint and number of
computational operations by carefully removing elements
of DNNs, without significantly reducing accuracy. Memory
footprint reduction can be important even for large models on high-performance GPUs, but is essential for even
more modest models on edge devices. Network sparsification generally takes the form of weight pruning, or activation
pruning, as weights and activations are responsible for most
of the memory footprint of a DNN. In weight pruning, unnecessary connections between neurons are removed, whereas
activation pruning methods drop insignificant neurons; this is
illustrated in Fig. 3. Activation pruning is a dynamic process:
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TABLE 2. Theoretical effectiveness of weight and activation pruning on hardware
performance.

FIGURE 5. (a) Stochastic, and (b) Deterministic, level projection.

magnitude (e.g., L1 -norm) with a threshold. Such approaches,
however, often fail to maintain the accuracy of dense models. To improve the accuracy of naive structured pruning
methods, network sparsification is again formulated as an
optimization problem [45], [50].
2) NETWORK QUANTIZATION
FIGURE 4. The theoretical computational acceleration versus the actual
computational acceleration when skipping ineffectual zero-valued activations on
ZASCA [25].

neurons with activations that are, or are predicted to be,
less than a threshold are dropped for the current input [36].
Consequently, activation pruning reduces operation count;
the memory footprint for weights is unchanged. On the other
hand, weight pruning directly reduces both memory footprint
and operation count [42], as shown in Table 2.
Network sparsification methods fall into two categories: heuristic, and optimization methods. Heuristic
methods [42]–[44], [46] perform a heuristic search for
connections whose absolute value are less than a threshold. The threshold’s magnitude adjusts the sparsity of the
network; a high threshold results in high sparsity, removing
more weights at the cost of accuracy loss. Unfortunately,
the probability of obtaining high sparsity without major
accuracy loss is low. Optimization methods have emerged
to address this. Network sparsity is formulated as an
optimization problem that identifies unimportant elements
in the network [45], [47]–[49], increasing the chance of
obtaining high accuracy even when sparsity is high.
As a final note, since sparsity in DNNs often has no
specific pattern, the degree of sparsity does not necessarily
reflect the degree of computational acceleration: whether
a sparse network is faster depends on which activations
and weights have been removed. For instance, Fig. 4 shows
the performance gap between the theoretical computational
acceleration with the actual runtime speedup when skipping
ineffectual computations of four different activation-sparse
CNNs on ZASCA [25]. As pruning becomes more regular, the execution pipeline and memory access pattern of
the underlying hardware accelerators become more regular,
enabling them to anticipate and to skip unnecessary accesses
and computations. Therefore, the focus of recent work is on
reducing the gap between sparsity and computation acceleration by exploring structured pruning methods [45]. Structural
pruning removes groups of weights, and all down-stream
computations dependent upon them, by comparing their
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Quantization is the process of reducing the bitwidth of
weights and activations in DNNs. Any reduction in the
bitwidth of DNN operation operands trades precision for
memory savings, and simplified operations. Quantization is
of particular interest at the edge, where signal processing
tasks are already accelerated with reduced precision arithmetic, e.g., sub-word parallel operations on 8- or 16-bit
operands [51]. 12-bit quantization is emerging as a tradeoff in DNN accelerators [52]; 4-bit quantization is also
available on some platforms [53]. Taking quantization to
its limit, recent work has also demonstrated the effectiveness of binary and ternary weights, resulting in substantial
savings in memory compared with 32-bit floating point
implementations.
Similar to sparsification methods, quantization can also
be classified into two categories: heuristic and optimization
methods. Heuristic methods project real numbers, either
deterministically or stochastically, to their nearest discrete
levels [54], [55]. Deterministic projection selects the discrete
level nearest to the real number (Fig. 5(b)). In stochastic
projection, one of the two nearest quantization levels are
selected based on a probability distribution defined by how
close the real number is to each (see Fig. 5(a)).
The quantization process can also be formulated as an
optimization problem that minimizes the distance between
the original and quantized data, that is,

2
(3)
minx − xq  ,
xq

where x and xq denote the original and quantized data,
respectively. The optimization problem in Eq. (3) can
be solved using analytic [56] or approximate [57], [58]
solutions.
Binarization is a special case of quantization: data can
take only two values, −1 and 1. Early work focused on the
binarization of weights [59], replacing multipliers with lowcost multiplexing units. This was extended to the binarization
of both weights and activations, where multiplications are
converted to bit-wise operations, e.g., XNOR.
XNOR-networks [56] and binary neural networks [60]
are examples of CNNs and fully-connected networks with
VOLUME 2, 2021

TABLE 3. Effect of different quantization levels on top-1 accuracy performance of
AlexNet using ImageNet dataset.

binary weights and activations. XNOR-networks obtain their
binary weights and activations by formulating the binarization process as an optimization problem and finding
an analytical solution for it. Binary neural networks take
a heuristic approach to binarize their weights and activations. The forward computations of training are performed
with binary weights and activations, using either stochastic or deterministic projection; the backward computations
are performed with full-precision numbers. In this way, neural networks learn to minimize the loss function under the
constraint of binary weights and activations.
Ternarization is another special case of quantization: fullprecision values are mapped to three values, −1, 0 and
1 [57], [58], [61]. Ternarization was introduced to reduce
the accuracy gap between binarized neural networks and
their full-precision counterparts (see Table 3). However,
in practice this remains challenging, especially for RNNs,
as they reuse weights in each time step (see XNOR
RNNs [62], [63]).
Due to the extreme memory footprint reduction, and elimination of high-precision multiplications, that quantization
methods offer, they have been adopted in many machine learning frameworks such as TensorFlow [64] and PyTorch [65].
These frameworks provide libraries that create quantized models. However, performing computations on quantized data
on various hardware platforms is a challenging task and
requires kernel application programming interfaces (APIs)
enabling deployment of quantized models. For instance,
the quantization-aware training API of TensorFlow model
optimization toolkit enables deployments of 8-bit models on
tensor processing units (TPUs), CPUs, DSPs, ARM processors and GPUs. Deploying quantized networks becomes more
difficult when the quantized models contain layers with different precision levels. CMSIS-NN is an efficient kernel API
that enables deployment of DNNs with variable layer-wise
precisions on ARM Cortex-M CPUs [51]. Uneven support
across APIs for quantization, variable precision, and number
formatting, remains a challenge.
C. HARDWARE-AWARE NEURAL ARCHITECTURE
DESIGN

Recent research has begun to consider the balance between
accuracy and hardware complexity of DNNs. Numerous
attempts have been made to identify neural architectures with
fewer parameters and operations, but with equivalent accuracy to well-known networks. These attempts have led to the
development of hand-crafted DNNs such as SqueezeNet [66],
MobileNet [67] and DenseNet [68].
Neural architecture search (NAS) methods have recently
emerged to automate the DNN design process and to optimize
VOLUME 2, 2021

networks for deployment on edge devices with limited hardware resources [69], [70]. Hand-crafting efficient DNNs
requires expert knowledge of the target hardware, and significant effort; NAS methods define a design space of possible
networks, and search for those designs that best meet design
objectives. Training networks is computationally expensive,
making manual search using exhaustive or systematic search
strategies (e.g., grid) particularly costly. NAS methods must
also work to minimize the number of candidates that are
trained and evaluated over the course of the search.
1) NAS METHODS

The typical NAS design space often includes parameters
describing the structure of networks, such as the number of
layers, type of each layer (e.g., convolutional, fully-connected,
separable convolutional layers, and max pooling), number of
filters, kernel size, stride, quantization, and type of activation
functions. Other hyperparameters may also be explored, such
as learning rate, and number of training epochs. The resulting
design spaces can be enormous; if training any given network
takes on the order of hours, few can afford to train more than
10s or 100s of networks, in design spaces with trillions, and
efficient search methods are essential.
Each NAS iteration is usually composed of two steps: candidate generation and performance evaluation. The candidate
generator produces a set of neural architectures, or candidates;
the performance evaluator then assesses the candidates and
selects one or more. Conventionally, performance evaluation
involves training and testing a candidate. The computational
cost of this, however, means that some techniques estimate
performance instead, and only train and test a subset of candidates. Accurately predicting which candidates are worth
evaluating is difficult, and as a result, time and money may
be wasted on suboptimal candidates; this has lead to research
with the goal of improving candidate sampling efficiency.
Search algorithms are commonly categorized as reinforcement learning (RL), evolutionary algorithms (EAs), Bayesian
methods, gradient-based methods, and sequential modelbased optimization (SMBO) methods. In RL-based methods,
candidate accuracy is used as feedback to the candidate generator as a reward to update the generator model [69]. EAs
treat candidate generation as a combinatorial optimization
problem where candidates are selected from a set of parent
networks, and modified through mutation and recombination [71]. Bayesian methods offer systematic approaches to
guide search by weighting the relative importance of hyperparameters [72]. Gradient-based NAS methods represent the
hyper-parameters of DNNs as differentiable algorithms by
applying continuous relaxation; gradient descent [73] can
then be used, which wouldn’t otherwise be possible because
of the discrete nature of many hyper-parameters (e.g., the
number of layers).
Finally, SMBO builds an accuracy estimator using a
regression model or a surrogate function to predict the quality
of candidates before they are evaluated [74]. The accuracy
estimator learns the relationship between hyper-parameter
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choices and accuracy, and is continuously trained on the
candidates that are selected for evaluation. After each evaluation, the estimator is retrained, and subsequently used to
predict the accuracy of the next set of candidates. The best
candidates are trained, evaluated, and added to the data set
for the estimator. The advantage of SMBO is its efficiency:
only promising candidates are evaluated. The major challenge of SMBO methods is minimizing the error of the
accuracy estimator; one way to minimize such an error is
to account for uncertainty in the prediction when selecting
candidates [75].
2) MULTI-OBJECTIVE NAS

The early motivation of automation methods was to automatically optimize accuracy, but growing interest in deployment
on edge devices with limited budgets for hardware resources
and energy, multi-objective NAS methods have become popular. In multi-objective NAS, hardware performance and
accuracy are both optimized simultaneously. The challenging
aspect of multi-objective NAS methods is how best to characterize hardware metrics if (a) the deployment targets differ
from the training platform, or (b) the deployment target is
unavailable, e.g., because it is itself under development.
The metrics used to characterize hardware performance
can be divided into two groups: device-agnostic, and devicedependent. Device-agnostic metrics (e.g., model size, number
of parameters and number of operations) can be computed
directly from the specification of the candidate network
during the evaluation phase. Device-specific metrics (e.g.,
inference latency, power consumption and memory usage)
are either obtained by evaluating the candidate network
on the actual target hardware (physical or simulated) or
calculated based on prior knowledge about the target platform. In [74], an SMBO algorithm was used to search for
models with device-agnostic metrics: the weighted sum of
floating-point operations and number of weights, a proxy
for inference energy. In [75], probabilistic SMBO is introduced. Here the inference latency of GPUs is used as a
device-specific metric in multi-objective NAS. The inference latency of the candidates is measured directly on the
GPUs that are being used during the search process. In [76],
the look-up table usage and inference latency of a neural
network accelerator on an FPGA platform are calculated
and used as hardware-specific metrics for a fast evaluation
of candidates during the search for optimal networks.
IV. CLEAR NEXT RESEARCH STEPS

This section reviews research challenges posed by the emergence of deep neural networks but never addressed until
recently. While substantial work has been done to date to
facilitate the deployment of DNNs on resource-constrained
edge devices, significant challenges remain, for example:
(a) hardware-agnostic model development to reduce the
cost of training when targeting multiple platforms; and,
(b) efficient on-chip training at the edge.
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FIGURE 6. Conceptual illustration of an once-for-all network.

A. HARDWARE-AGNOSTIC MODEL DEVELOPMENT

As machine learning is integrated in such diverse devices as
mobile phones, wearables, home assistants, and laptops, the
objectives for DNNs likewise grow ever more diverse and
specialized. Consequently, the specialized design of DNNs
becomes essential: speech recognition or language translation
on a mobile phone do not operate with the same constraints as
on watches or devices for home automation. Platform-specific
DNNs can be obtained in one of two ways: using expert knowledge, or NAS. By-hand methods rely on expert knowledge of
each hardware use case. Acquiring such knowledge requires
significant effort, and does not eliminate the need for network
training. NAS is also computationally expensive: model search
and training must be repeated for each scenario.
One promising solution to reduce training costs is to train a
single once-for-all master network once and deploy derivative,
specialized sub-networks [77], as illustrated in Fig. 6. Such
networks are designed by selecting sufficiently large values for
its hyper-parameters (number of layers, filters, etc) such that
it contains a hierarchy of subnetworks with interesting combinations of hyper-parameters (with fewer layers, or filters,
or any combination therein, etc). Training effort is reduced
by sharing parameters (i.e., weights) across all subnetworks.
To obtain a once-for-all network, a master network is first
trained, and then fine-tuned: first for large sub-networks,
followed by progressively smaller ones. Once the master
network is trained and tuned, a large number of its subnetworks are randomly selected and evaluated: do they meet
the efficiency constraints of different hardware platforms?
The sub-networks and their accuracy on the given dataset
are used to train an accuracy estimator (as in Section III-C)
that drives the search process. Since the master networks
and its sub-networks are already trained, the computational
cost of this step is minimal.
Once-for-all and related approaches clearly represent an
important way forward for addressing the cost of training
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FIGURE 7. Comparison between once-for-all network and conventional NAS
methods in terms of total GPU hours required for different deployment scenarios.

large models for multiple platforms. While training remains
the most time-consuming part of developing a once-for-all
network, this occurs only once and is decoupled from design
space exploration. This significantly reduces total training
costs compared to conventional NAS methods, whose training costs linearly increase with the number of deployment
scenarios (see Fig. 7). However, sampling efficiency will
remain a key constraint, and characterizing the relationship
between hyperparameters and network accuracy will remain
an important area of research.
B. LOW-COMPLEXITY TRAINING

One alternative path forward for addressing training is to use
specialized hardware. Two main techniques have emerged
in this context: inference accelerators that also perform
backpropagation efficiently, and specialized hardware that
eliminates the need for backpropagation entirely.
Training can take from hours to days, depending on the
size of the neural architecture, the size of the dataset, and the
computing power of the training engine. Training involves
a significant amount of labeled data and computations for
multiple iterations of backpropagation to adjust the network
parameters, requiring a massively parallel computing engine
with significant memory bandwidth. Since cloud servers can
meet this need, training is often performed in there, but this
is not an option in a number of important use cases. For
instance, personalization requires retraining or fine tuning,
and (a) users may wish to preserve their privacy, and (b) cloudbased resources may not always be accessible. Furthermore,
updating models over the Internet requires substantial energy
for communication, which may be prohibitive for edge applications. On-device training addresses these issues, provided
it can be done in a time- and energy-efficient manner.
The massively parallel architecture of GPGPUs have made
them the main training engines for DNNs. Specialized tensor cores have been adopted in recent GPGPU families
to further boost their performance. However, they contain
redundant units to maintain flexible programmability and
general-purpose applicability; they have not been optimized
for training.
Specialized training engines like the tensor processing
unit (TPU) [81] are designed to accelerate, and reduce the
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energy required for, the backward computations of DNNs.
The TPU implements a large number of low-precision (i.e.,
8-bit) matrix-multiplications, achieving a greater number of
operations per joule than vector computations on GPGPUs.
Unfortunately, the TPU’s power consumption is above the
threshold for typical edge devices. It is worth noting that
Google has introduced the Edge TPU, but it only implements
inference, and is therefore not suitable for training [81].
Because developing training engines under the resource
constraints of edge computing is so challenging, very few
implementations have been proposed [82]–[84]. This stands
out in stark contrast with the wide variety of inference architectures. Recently, however, researchers have begun exploring
new hardware architectures to enable low-complexity training.
1) ACCELERATING TRAINING WITH STOCHASTIC
COMPUTING

Stochastic computing (SC) [85] is a particularly promising
paradigm for accelerating training, since backpropagation
can be implemented with very low complexity hardware in
SC [86]. In SC, the real number x ∈ [−1, 1] is represented
as a vector (or bit stream) of random bits x such that the
expected value E(x) = (x + 1)/2. This makes it possible to
implement multiplications using XNOR gates.
Integral SC is a more general case of SC where real numbers are represented using streams of random integers [87].
To perform a weighted sum followed by an activation function using SC computational elements, XNOR gates and an
integral stochastic activation function are used as shown in
Fig. 8(a). The integral stochastic activation function is realized using adders followed by a saturating counter. The adder
takes input stochastic bit streams and outputs a stream with
integer values; the saturating counter increments or decrements according to the current value of the integer stream. If
the value of the saturating counter is greater than a threshold,
it outputs 1; it outputs 0 otherwise. Therefore, the integral
stochastic activation function accepts an integer stochastic
stream and outputs a binary bit stream, allowing it to represent input and output activations using binary bit streams.
Note that linear-feedback shift registers followed by comparators are used to convert the real values of weights to
stochastic bit streams.
Fig. 8(a) illustrates the basic SC hardware architecture
of a neuron used in inference [87]. The accuracy of SC
depends on the length of the stochastic streams used to
represent activations and weights; longer streams result in
better accuracy, at the expense of increased latency. It is
also worth noting that binarized neural networks [59] can be
viewed as a special case of SC-based neural networks where
the stream length is equal to 1. For simple tasks on small
datasets, a length of 1 is sufficient. For more complicated
tasks on larger datasets, binarized neural networks exhibit
lower accuracy [56].
To perform the backward computations of the training
process on bit streams using SC, the polarity of gradients
is estimated by deterministically sampling from weights and
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FIGURE 9. (a) An invertible AND gate and (b) its Boltzmann machine structure.

FIGURE 8. (a) SC-based forward computations and (b) backward computations of
the training process.

activations as shown in Fig. 8(b). To compute the derivative of the activation function with respect to its inputs,
a straight-through estimator is used, blocking the gradients
whose absolute value is greater than 1. Finally, the value of
weights are adjusted with a small learning rate. While SCbased inference engines often use stream lengths greater than
1, the iterative nature of training means a stream of length
1 is sufficient for backward computations. Since the number
of training iterations is usually large, the noise introduced
by SC is averaged out by the stochastic gradient estimations
accumulated in each weight.
The SC-based training engine introduced in [86] enables
low-complexity on-chip learning at the edge due to the
ultra-low cost of SC computational elements. An additional
benefit of SC-based systems is fault-tolerance, as a single
bit-flip in a stochastic stream results in a marginal change
in the continuous value represented by the bit stream, making SC-based training engines particularly effective in noisy
environments. On the other hand, the main disadvantage of
the SC-based training engine is its inference latency that
grows exponentially with respect to precision.
2) ON-DEVICE TRAINING WITH INVERTIBLE LOGIC

Using a variant of stochastic gradient descent (SGD) is a
common approach to update the parameters of DNNs [88].
This process computes the gradients of the output error with
respect to each individual weight, requiring high-precision
calculations. As a result, the training process requires enormous computing power, and significant energy, making it
difficult to deploy on edge devices. Alternatives are clearly
needed.
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One such promising approach to on-chip learning is using
Boltzmann machines to implement invertible logic [89].
Invertible logic can perform operations in both the forward and reverse directions using the same hardware circuit.
Consider a two-input AND gate. It would appear that the
AND function cannot be inverted, since the inputs that produce a given output are not unique: the inputs (0, 1) or (1, 0)
both produce the output 0. However, we could invert the
function if we had a way of generating stochastic streams that
represent the probability distribution of the possible inputs
corresponding to a fixed output. This can be realized with
Boltzman machines [90].
Fig. 9 shows the Boltzmann machine structure of a twoinput AND gate with inputs A and B and output C. The values
of the weight matrix and vector bias are obtained under the
condition that valid states have lower energy than invalid
states. For two-input AND, the valid states of (A, B, C)
are (0, 0, 0), (0, 1, 0), (1, 0, 0) and (1, 1, 1). All other states
are invalid. Any function can be likewise represented using
Boltzmann machines.
For example, an invertible multiplier (forward) and factorizer (backward) was implemented using a Boltzmann
machine using a standard CMOS process [91]. Recent results
have demonstrated a CMOS chip that implements neural
inference (forward) and training (backward) in the same
hardware with invertible logic [89]. In this case, it is possible
to directly obtain the values of the weights with low-precision
computations, enabling low-complexity on-chip learning.
Invertible logic may be represented as a fully-connected
graph forming a Boltzmann machine. The number of nodes
is determined by the total number of inputs and outputs.
Each connection and node is associated with a weight, and
a bias, respectively. In this topology, the output of ith node
mi is the weighted sum of its input connections followed by
its bias, a random noise, and a non-linear activation function:
mi (t + τ ) = Sign(Rnd(−1, +1) + tanh(Ii (t + τ ))). (4)
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⎛
Ii (t + τ ) = I0 ⎝hi +



⎞
Jij mj (t)⎠.

(5)

j

Sign and Rnd(−1, +1) denote the sign function and a
uniformly distributed random number in [−1 and +1],
respectively. The parameter J is the weight matrix and h
is the bias vector. The hyper-parameter I0 is a scaling factor.
mi can take only two values, +1 and −1. The values of the
weight matrix and the bias vector are obtained based on the
valid and invalid states of the invertible logic function. The
desired inputs and/or outputs of the invertible logic function
are obtained by minimizing its energy function H:


hi mi −
jij mi mj .
(6)
H=−
i

i<j

The global minima are obtained by clamping the outputs of
any given nodes and allowing the remaining to be computed.
In [89], the equation expressing the forward computations
of a neuron is converted to Boltzmann machine structure:


y = ReLU
wi xi + b ,
(7)
i

where xi , wi , b and y are inputs, weights, a bias, and an
output, respectively. ReLU denotes a rectified linear unit.
During training, each node computes Eqs. (4) and (5) by
fixing the nodes corresponding to the training input and
output data (i.e., x and y in Eq. (7)) to directly obtain the
value of weights. Since each node only takes a binary value,
the real value of the data is represented using two’s complement format, where each bit creates a single node in the
Boltzmann machine structure.
The training process of invertible logic is implemented
using low-cost SC hardware similar to that used for SC inference. The multiplications in Eq. (5) are performed using a
multiplexor: the value of weights are integers, and outputs
are binary (i.e., −1 and +1). An adder followed by a saturating counter performs additions and to realize the tanh
function.
Invertible logic therefore has a number of advantages that
reduce its cost and energy consumption. First, the same hardware used for inference can be used for training. Second,
invertible logic is trained with low-precision calculations.
Training large, high-precision networks, on the other hand,
is the obvious disadvantage of invertible logic, as node count
grows with the total bit count of DNN inputs, outputs, and
parameters. Exploiting DNNs with shallow connectivity and
low bit-precision will be important research directions. We
believe that invertible logic is an intriguing way to implement
on-chip training and presents a promising avenue of research.
V. PROSPECTIVE RESEARCH DIRECTIONS

Longer term, two challenges are expected to persist, requiring paradigm shifts if substantial progress is to be made:
ultra low-power inference, and data privacy. Spiking neural
networks are a promising technology emerging to address
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FIGURE 10. Neuromorphic computations of a spiking neuron.

the former; privacy-preserving training methods, and neural
networks that employ homomorphic encryption to work on
encrypted data, are both promising developments addressing
the latter.
A. NEUROMORPHIC COMPUTING

Neuromorphic computing is often referred to as biologicallyinspired. It uses non-von Neumann hardware architectures
that implement models of biological neural systems where
computations are performed with asynchronous spikes. Such
neural networks are called spiking neural networks (SNNs).
Similar to DNNs, SNNs are constructed from multiple
layers of neurons interconnected with a group of neurons
from the previous layer. Each connection is associated with a
weight. In SNNs, each neuron integrates incoming weighted
spikes over time. Once the integration reaches a certain
threshold, the neuron fires, generating a spike as shown
in Fig. 10.
SNNs are also available in various forms, such as feedforward SNN [92], spiking CNN [93], spiking RNN [94],
spiking deep belief networks [95], spiking Hebbian
systems [96], and spiking Hopfield networks [97]. Deep
belief networks and Hebbian networks are feed-forward
neural networks that use the contrastive divergence learning algorithm and Hebbian learning rule to update their
weights. A Hopfield network is a type of RNN with symmetric connections. Each model exhibits a different degree
of complexity, size, and accuracy.
Despite the great similarities between SNNs and SC-based
neural networks in inference computations [98], the training procedure of SNNs is significantly different from that
of SC-based neural networks. SNNs are trained using an
unsupervised biological learning method called spike-timingdependent plasticity (STDP), where weights are updated
depending on the relative timing of incoming and outgoing spikes of neurons [99]. If a neuron fires shortly after an
incoming spike, the corresponding connection to the incoming spike is strengthened. If a neuron fires shortly before
an incoming spike, the connection is weakened. On the
other hand, SC-based neural networks are trained using SGD
where the floating-point computations are represented using
stochastic streams.
Given their event-driven nature and the fact that sensory
data are typically sparse, hardware implementations of SNNs
are very efficient. Neurons in SNNs asynchronously begin
their computations as soon as they receive the first spike in
an input sequence. As a result, SNNs provide initial output
spikes for early information of the input sequence; this makes
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TABLE 4. Comparison between implementation solutions for acceleration of neural
computations.

SNN fast compared with SC-based neural networks. SNNs
accuracy also improves the longer input spikes are processed.
Furthermore, neurons not receiving input spikes perform no
computation, reducing energy significantly over conventional
DNN. This makes it possible to deploy a massive number
of computational units (e.g., 1M neurons) in a single chip
while keeping its power consumption under 100 mW, similar
to the human brain [100].
Executing SNNs on von Neumann machines is inefficient
despite their promise of efficient, asynchronous, event-driven
computing. Centralized processing mediated through access
to main memory stands in contrast to the design principle
of SNNs: highly-parallel structure, sparse communications,
and in-memory computations without a central clock.
Consequently, specialized neuromorphic hardware systems
have been developed for both SNN inference and training.
TrueNorth [100], SpiNNaker [101], BrainScalesS [102] and
Loihi [103], are neuromorphic hardware systems targeting
complex vision tasks such as image classification. TrueNorth
is designed for SNN inference; SpiNNaker, BrainScaleS and
Loihi can also train SNNs using STDP. Table 4 summarizes the key implementation features of the aforementioned
neuromorphic systems.
Together, the large variety of SNNs, the SNN design
process, and selection of SNN hyper-parameters, make efficient deployment at the edge challenging. A future research
direction may be the development of hardware-aware NAS
methods to automatically optimize SNN for edge hardware.
We believe that multi-objective and hardware-agnostic NAS
methods will be the a promising research direction for design
optimization of SNN models. In particular, balancing the
relationship between network accuracy and complexity of
SNNs will remain an important area of research.
B. TRAINING DATA AND PRIVACY ISSUES

Data is the key to deep learning, and it is only with personalized data that many deep learning algorithms work, whether
in recommendation systems or health care. However, deep
learning systems have not been developed with privacy or
security in mind, making their naïve implementations prone
to exposing personal data.
Recent work has demonstrated different forms of reverse
engineering machine learning and manipulation of training data. For instance, the membership inference attack
(MIA) [104] takes advantage of the fact that DNNs overfit
training data by memorizing, rather than learning its latent
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properties. Given several data points and pre-trained models,
samples resembling those in the original corpus can be recreated using sophisticated data extraction models employing
generative adversarial networks (GANs) [105]. Adversarial
attack is an example of data manipulation that tries to control
the prediction behavior of a neural network by appending
malicious data to desired classes [106]. Given a training set,
GANs can generate new data with similar statistics to those
of the training set such that the new data look superficially
authentic to human observers.
Several privacy-preserving techniques have emerged, with
the common goal of preventing the compromise of personally
identifiable data. Federated training uses multiple decentralized devices to train DNNs [107]. A common model is built
through iterative interactions between participating devices.
Each decentralized device holds its own local data samples that are not accessible by any other devices, and trains
a local model. The local models are then aggregated and
processed to create the global model. Unfortunately, federated training fails to preserve privacy when exposed to
MIAs [108] and adversarial attacks [106]. It is worth noting
that on-chip training at the edge can solve the security risk
of cloud computing. However, existing training engines fall
short of providing the required computing power of cloud
servers under the resource constraints of edge computing,
making the connection between the edge devices and the
cloud inevitable.
Differential privacy mask the contents of a particular individual’s information by aggregating the private information
of different individuals and adding noise. In this way, the
dataset or the model is differentially private as a particular
individual’s information cannot be reverse engineered by an
attacker [109]. However, any noise injection can significantly
impair overall model accuracy. For instance, a study of [104]
shows that noise injected into the training set of CIFAR10
dataset results in a 69.7% decline in predictive accuracy.
Fully homomorphic encryption (FHE) [110] makes it possible to perform multiplications and additions on encrypted
data. This enables users to share their encrypted information
with an untrusted party which performs neural computations
on encrypted data. End users then decrypt the output.
FHE schemes are available in two forms: leveled [111]
and boolean bootstrapping [112]. Leveled FHE is used to
compute on encrypted integers, and has been applied to
neural computations on high-precision data [113]. Boolean
bootstrapping FHE supports operations on encrypted binary
data, and is thus preferred for neural networks with binary
weights and activations [114].
Despite the remarkable performance of FHE, it falls short
when considering practical implementation. In particular,
the inference delay of existing homomorphic DNN models is far too high for devices requiring real-time responses.
For instance, CryptoNet, a neural network that works on
encrypted data, requires 570 s per image in MNIST on
a single Intel Xeon E5-1620 CPU [113]. As a result, we
envision development of specialized hardware accelerators
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to perform homomorphic neural computations along with
on-device encryption and decryption as a future research
direction.
VI. CONCLUSION

Deployment to the edge is critical for timely, personalized,
interaction with intelligent applications, but poses many challenges because of the hardware resource constraints of edge
devices. A combination of efficient hardware design, and
development of efficient, hardware-aware DNNs is one key
area of research and development. Hardware-aware neural
architecture search, incorporating device characteristics, and
complexity reduction techniques, will make it possible to
deploy otherwise inefficient models to a wide variety of
devices. Once-for-all methods, however, will be essential
for ensuring the process of identifying appropriate models
for diverse hardware remains practical.
Stochastic computing and invertible logic represent
interesting future directions for addressing the cost of
training. SC-based invertible logic can be trained without
backpropagation, eliminating a key obstacle to on-device
training. Even so, ultra-low-power inference may remains
elusive without advances in neuromorphic computing and
spiking neural networks. SNNs, however, are difficult to
design; the NAS revolution must turn its attention to these
new neural architectures before they can be efficiently
deployed to the edge.
Finally, data security and privacy remains perhaps both
the most pressing, and most challenging problem facing the
large scale deployment and personalization of deep learning.
Early work has begun exploring alternative manners of training networks while protecting data, or performing inference
on encrypted data. However, sophisticated attacks have also
been developed at the same time; much work remains to
ensure that companies and individuals can protect their data
when models are provided by an untrusted third party.
The edge is the future, but much work remains. Edge
computing requires models that can be trained efficiently
on-device, with user data, without exceeding time or energy
budgets, or violating privacy. Developing such models requires
a rethinking of conventional neural processing, along with integration of privacy-preserving methods. We believe prospective
on-chip training engines will exploit alternative efficient training methods such as stochastic computing and invertible logic,
where computations are performed on encrypted data using
fully-homomorphic encryption to maintain the privacy of
users. We envision on-chip training and encrypted neural
processing will be the mainstream research of future.
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