
This work is licensed under a Creative Commons Attribution 4.0 License. For more information, see https://creativecommons.org/licenses/by/4.0/.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/JXCDC.2020.2987605, IEEE Journal
on Exploratory Solid-State Computational Devices and Circuits

1

Accurate Inference with Inaccurate RRAM Devices:
A Joint Algorithm-Design Solution

Gouranga Charan, Student Member, IEEE, Abinash Mohanty, Student Member, IEEE,
Xiaocong Du, Student Member, IEEE, Gokul Krishnan, Student Member, IEEE,

Rajiv V. Joshi, Fellow, IEEE and Yu Cao, Fellow, IEEE

Abstract—Resistive random-access memory (RRAM) is a
promising technology for energy-efficient neuromorphic acceler-
ators. However, when a pre-trained deep neural network (DNN)
model is programmed to an RRAM array for inference, the
model suffers from accuracy degradation due to RRAM non-
idealities such as device variations, quantization error, and stuck-
at-faults. Previous solutions involving multiple read-verify-write
(R-V-W) to the RRAM cells, require cell-by-cell compensation,
and thus, an excessive amount of processing time. In this paper,
we propose a joint algorithm-design solution to mitigate the
accuracy degradation: 1) We first leverage Knowledge Distillation
(KD), where the model is trained with the RRAM non-idealities
to increase the robustness of the model under device variations.
2) Furthermore, we propose random sparse adaptation (RSA),
which integrates a small on-chip memory with the main RRAM
array for post-mapping adaptation. Only the on-chip memory is
updated to recover the inference accuracy. The joint algorithm-
design solution achieves the state-of-the-art accuracy of 99.41%
for MNIST (LeNet-5) and 91.86% for CIFAR-10 (VGG-16) with
up to 5% parameters as overhead while providing a 15-150X
speedup as compared to R-V-W.

Index Terms—Neuromorphic computing, convolution neural
networks (CNN), Resistive random access memory (RRAM), de-
vice non-idealities, model robustness, random sparse adaptation.

I. INTRODUCTION

Today deep neural networks (DNNs) have achieved or even
surpassed human-level performance in many fields, such as
image recognition [1], natural language processing [2], and
robotics [4]. DNNs are data-intensive and require extensive
mathematical computations. The basic operations of a DNN
are a dot product of vector-matrix and matrix-matrix multipli-
cation. GPU [5] is a popular hardware platform for inference
due to their highly parallel architecture, which speeds up
the computation. However, GPUs, in general, consume high
energy and computational resources in both training and
inference operations [3], [6].
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On the other side, the main driving force of semiconductor
design, CMOS technology scaling, is approaching the limit
and becomes increasingly difficult to deliver the computation
power that is needed for DNNs [7]. In addition, conventional
CMOS architecture faces the memory-wall, i.e., von-Neumann
bottleneck [9], further complicating the challenges to achieve
high-performance and energy-efficient computing. In this con-
text, there is an urgent need for hardware acceleration, explor-
ing beyond-traditional CMOS technology, architectural, and
algorithmic solutions [8].

Non-volatile memory (NVM) based processing-in-memory
(PIM) architectures, such as the crossbar, have demonstrated
the potential to speed up the multiply-and-accumulate (MAC)
operations in DNNs, achieving high energy efficiency with low
latency [10], [11], [13]. Among them, RRAM is a promising
technology of choice, with high integration density, fast read
speed, long-endurance, low access power, and good compat-
ibility with CMOS fabrication [12]. The synaptic weights of
the trained DNN are programmed as the conductances of the
RRAM cells. When provided with a vector of voltages as
input to the RRAM array, the total output current per column
is the dot-product of the matrix-vector multiplications [14],
representing the neuron’s output in DNN. Thus RRAM-based
PIM architectures avoid data movement altogether, providing
a fast and efficient alternative to conventional CMOS-based
design.

However, compared to GPUs which perform computation in
high precision, the computation in an RRAM device is limited
by finite quantization levels. Furthermore, RRAM operations
in the analog domain [15] is associated with several challenges
such as high device-to-device variation [16], [17], stuck-at-
faults [18], limited on/off ratio, etc. The stochastic process
variations in RRAM cause deviation in the programmed
conductance value from the pre-trained value, resulting in
incorrect weight in the model. The inference accuracy thus
drops significantly compared to the software baseline accuracy
[25].

Conventional approaches, such as Closed-Loop-on-Device
(CLD) [19], trained the RRAM array with gradient descent
by iteratively sensing the difference between the actual output
and target output, and programming the RRAM array until
convergence. Other approaches like Open-Loop-off-Device
[20] applied a pre-trained model to calculate the expected
resistance values of the devices, and then programming and
sensing are conducted over a loop, R-V-W, till the resistance
values converge to the expected values. However, R-V-W
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Fig. 1: Mapping of a DNN network to a realistic RRAM. Each
layer of the DNN is mapped on to the array for acceleration.

involves an expensive feedback control and multiple writes
to the RRAM. Since RRAM Write is much slower than that
in on-chip memory, e.g., SRAM, R-V-W requires a long time
to recover the accuracy.

More recent approaches [25] attempted to embed device
issues into DNN training and minimize their impact on the
accuracy. Recently [21] proposed a simulation framework to
compute and model the error-rates of the memristor compu-
tation in the DNN model to partially recover the inference
accuracy. Other work such as [22] adopted a dynamic fixed-
point data representation format to minimize the unused most
significant bits (MSBs) and propose a variation aware training
(VAT) methodology with noise injection during the training of
the DNN model. In VAT [23], [24], [26], RRAM array is read
to characterize device variations, and these statistical variations
are then embedded to train the neural network. However, these
approaches require computationally expensive re-training for
each RRAM device. Although previous VAT approaches help
to recover the inference accuracy partially, there is still an
accuracy drop as compared to the software baseline accuracy.
To realize the performance advantages of RRAM in PIM and
completely recover the accuracy, we propose a novel joint
algorithm-design solution with the minimum area overhead.
Following are the key contributions of the paper:
• A knowledge distillation-based approach to transfer a

DNN inference model to a realistic RRAM platform,
mitigating the accuracy loss.

• An on-line adaptation solution post model mapping that
rapidly and completely recovers the accuracy, leveraging
a minimum addition of SRAM.

• A joint algorithm-design solution integrating realistic
device statistics, algorithms, and design approaches al-
together, to minimize the cost and to fully recover the
RRAM inference accuracy.

The organization of this article is as follows. In section II,
we evaluate the effects of various RRAM non-idealities on
the inference accuracy for MNIST and CIFAR-10 datasets.
In section III, we discuss the proposed algorithm-design
solution consisting of a pre-mapping software solution and
a post-mapping adaptation method. Section IV presents the
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Fig. 2: Inference accuracy degradation for MNIST (left) and
CIFAR-10 (right) datasets due to quantization error. The error
bars represent the inference accuracy variations when write
variation of σ = 0.1 is applied to the DNN weights.

experiments on multiple DNNs. In section V, we demonstrate
the efficacy of our proposed solution and further discuss the
area overhead.

II. IMPACT OF NON-IDEALITIES IN RRAM

Utilizing the natural current accumulation feature, the
RRAM-based crossbar performs complex multiplication op-
erations efficiently, without requiring multiple access across
the memory hierarchy. The input to the crossbar is the word
line (WL) voltage, and the resultant output of the convolution
and fully connected layer multiplication operation is the total
current read at the bit line (BL). This can be represented as(1):

I(j) =
N−1∑
k=0

G(j, k).V (j) (1)

where V ε (j = 1, . . ., N-1) is the vector of input voltages
fed to the WL, G is the conductivity matrix representing
the parameters of the RRAM, and I is the total current per
column, i.e., the resultant MAC output of the corresponding
neuron. Fig. 1 shows the RRAM-based crossbar architecture
with weights mapped as the RRAM conductances.

Despite the advantages of area-efficiency, low-latency, static
power reduction [10], in using RRAM-based IMC accelerators,
RRAM suffers from various non-idealities and variations in
the analog domain. Non-idealities such as quantization error,
stuck-at-faults, and Write variations need to be accounted for
while designing an RRAM-based crossbar architecture. These
RRAM non-idealities causes deviation of the DNN parameters
from the pre-trained model, leading to severe loss in inference
accuracy.

Stuck-at-Faults: Along with quantization and write vari-
ation, one of the other common issues that degrade the
performance of RRAM devices is Stuck-at-Faults (SAFs) [18].
Due to the variations in the fabrication process, some of the
devices are always at high resistance state, i.e., SF1 or low
resistance state, i.e., SF0. Previous works [18] have reported
that SF1 and SF0 are assumed to affect 9.04% and 1.75% of
the devices. SAFs being a derivative of the fabrication process,
it is hard to avoid them.
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Fig. 3: Impact of all the non-idealities combined on the
inference accuracy for MNIST (left) and CIFAR-10 (right).
TABLE I: Assumption of major types of RRAM device non-
idealities.

Parameters Values

Write variation (normal distribution) [22] r′ ← r.eθ ; θ ∼ N (0, σ2)

Quantization level 16

Stuck-at-high(SF1) [18] 1.75%

Stuck-at-low(SF0) [18] 9.04%

Ron/Roff [32] 1000

r is the ideal resistance value to be programmed, r′ is the actual
value programmed. σ = 0.1

Device Quantization: In deep learning, a 32-bit floating-
point (FP32) format is used for training and inference pur-
poses. Recent works [29] have achieved an 8-bit fixed-point
precision of weights and activations without incurring any
inference accuracy loss. However, unlike GPUs and CPUs,
RRAM devices are limited by finite quantization levels [16].
Hence, an 8-bit quantization of parameters is not a viable
solution for RRAM-based crossbars. In this work, we perform
a more conservative 4-bit quantization for the model parame-
ters, i.e., weights and biases. We observe inference accuracy
degradation for both MNIST and CIFAR-10 datasets when
the weights are quantized to 4-bit, as presented in Fig. 2.
The inference accuracy loss is more severe as the depth of
the network increases, such as VGG-16, where the accuracy
drops from 93.3% when trained in FP32 precision to ∼20%
in 4-bit (INT4) quantization.

Write Variation: Device variations pose a significant chal-
lenge to RRAM devices. These variations include temporal,
i.e., cycle to cycle variations and also spatial, i.e., the device to
device variations. The spatial variation is due to the fabrication
technology and can be improved with precise manufacturing
control and advancement in the fabrication process, whereas
the temporal variations are an intrinsic property of RRAM
resistive switching behavior in the oxide-based memory. Tem-
poral variations are due to the stochastic nature of the for-
mation and rupture of a conductive filament, i.e., oxygen
vacancies generation and migration process. [27] provides a
comprehensive study of the various sources of the variability
in RRAM devices. In the simulation, we model the stochastic
write variation following a lognormal distribution [22]. This
signifies that during on-state, the RRAM resistance will vary,

Fig. 4: Knowledge distillation based teacher-student training.
KD uses the soft output of the teacher as a target for the
student along with the hard labels for training.

as shown in (2):
r′ ← eθ.r (2)

where θ ∼ N (0, σ2), r is the ideal resistance value to be
programmed, r′ is the actual value programmed. N is the
normal distribution with 0 mean and σ2 variance. In reality,
the variation in Write depends on both the RRAM conductance
values and the input voltage. Based on [22], we model the
RRAM Write variation with a constant σ = 0.1 in this work to
reduce the computation cost in large DNNs. We will continue
statistical characterization of RRAM devices and improve the
model in future work. In Fig. 3, we show the combined effect
of all the non-idealities on inference accuracy for both the
MNIST and CIFAR-10 datasets.

Due to these RRAM non-idealities, the pre-trained model
parameters when programmed to an RRAM device deviates
from the ideal values, resulting in significant inference accu-
racy degradation. The impact is even more severe for deeper
networks such as VGG-16, as shown in Fig. 2 and Fig. 3.
The nominal on- and off-state resistances are set to 10kΩ to
1MΩ for this work. Table I consists of all the non-idealities
considered for this study. Previous device-level [19], [20]
approaches are time-consuming and do not exploit the inherent
redundancy present in modern machine learning algorithms.
Similarly, the previous software approaches [22], [23] partly
recover the inference accuracy, there is still a significant drop
as compared to the baseline model. Therefore, it is essential
to seamlessly integrate algorithms, and design approaches
together to minimize the cost and to fully recover the inference
accuracy.

III. JOINT ALGORITHM-DESIGN SOLUTION

RRAM device adds variation to the parameters of the pre-
trained DNN model, leading to accuracy degradation. For a
dataset, there exist multiple local minima that reach similar
accuracy. Therefore, to mitigate the accuracy loss, we only
need to adapt the model to another local minimum and ensure
model-level accuracy when mapped to RRAM. Hence, to
increase the robustness of the model under RRAM variation,
we propose knowledge transfer based training, where an ideal
model (trained in FP32 precision), acts as the teacher model
and guides the training of the student model, which is trained
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Algorithm 1 Knowledge Distillation based training

Input: Labelled training data D; Pre-trained teacher model
θT ;

Output: Variation aware trained student model θS ;
Initialisation : Randomly initialize θS ;

1: while Convergence 6= True do
2: for each batch of training samples DB do
3: Quantize the student model’s parameter to 4-bit;
4: Add non-idealities to the student’s weights using (2)
5: Compute the soft logits from the teacher’s output

with temperature τ using (3);
6: Calculate the final loss function of the student model

using (4);
7: Perform gradient update to the weights of the student

model only;
8: end for
9: end while

10: return Trained parameters of the student model θS

with the RRAM non-idealities added, as mentioned in Table I.
In this section, we discuss the proposed method consisting
of a model transfer algorithm and a post-mapping on-line
adaptation method.

Pre-mapping algorithm: Variation Aware Training using
Knowledge Distillation: Knowledge distillation [28] facili-
tates the transfer of information from the teacher model. It
helps the student model to mimic the teacher’s output as close
as possible, thereby resulting in a well-trained student model.
The student model is trained by minimizing a loss function
in which the target is the distribution of class probabilities
as predicted by the teacher model, i.e., the softmax function
on the teacher’s logits. However, instead of using the vanilla
softmax output (hard logits), KD uses the soft logits, which
is obtained by incorporating a temperature parameter of τ in
the softmax function, as presented in Fig. 4. The softened
probability distribution pi of class i is calculated from logits
z as in (3):

pi =
exp( ziτ )∑
j exp(

zj
τ )

(3)

where τ is the softmax temperature. The underlying principle
is that as we increase the temperature in the softmax func-
tion, the probability distribution provides much more tangible
information, i.e., similarity and dissimilarity between classes.

Let fS and fT be the output functions of the student
model S, and the teacher model T . Let θT and θS be the
trainable parameters of the teacher model and student model,
respectively. xi are the training data samples. Knowledge
distillation loss lKD can be expressed as in (4):

lKD =
∑
xiεχ

L(softmax(
fT (xi, θT )

τ
), softmax(

fS(xi, θS)

τ
))

(4)
where L is the loss function minimizing the difference between
the student and teacher model’s softmax output.

The primary focus of our work is to mitigate the inference
accuracy degradation due to RRAM device non-idealities.
Therefore, we explore model transfer-based variation aware

Fig. 5: The network structure, design, and flow of Random
Sparse Adaptation using a parallel on-chip memory. Both the
RRAM and the SRAM memory is used during feedforward
computation, whereas backpropagation only happens through
the SRAM.

training methodology as a technique to increase model ro-
bustness and mitigate accuracy loss. First, for every training
batch during training, RRAM non-idealities are added to the
parameters of the student model, i.e., (a) We quantize the
parameters to 4-bits, (b) Add Stuck-at-Faults [18], i.e., set
1.75% of the parameters to 1, and 9.04% of the parameters to
0, and (c) For each convolutional kernel, we generate a random
Gaussian noise matrix with zero mean and σ = 0.1 deviation
with the same size of that of the kernel. Similarly, random
noise is generated for the fully-connected layers. Furthermore,
we perform element-wise multiplication to add this generated
noise to the DNN parameters.

Second, instead of training the standalone student model
with non-idealities, we leverage the converged teacher model’s
knowledge to facilitate the training of the student model. The
Algorithm 1 presents the overview of the KD-based training
methodology. To further compensate for the inference accuracy
loss, we propose Random Sparse Adaptation (RSA), an on-
line sparse adaptation technique that utilizes a small on-chip
memory for post-mapping adaptation.

Post-mapping Adaptation: Random Sparse Adaptation:
The conventional way of recovering the accuracy loss in realis-
tic RRAM devices is by using the R-V-W technique, involving
multiple reads and write operations to the RRAM device [19],
[20]. The time required for recovering the accuracy in R-V-W
operation shoots up as the percentage of parameters needed to
be re-trained increases.

Moreover, compared to device-level RRAM R-V-W adap-
tion, machine learning algorithms can very quickly adapt to
changes in parameter space during training. In Table II, we
compare various properties of the standard RRAM with that of
an SRAM. In general, the RRAM writes are slow as compared
to the on-chip memory, i.e., SRAM. Hence, the SRAM with
high write speed and reliability is the right technology of
choice for post-mapping adaptation. The core idea behind RSA
is to circumvent this slow RRAM R-V-W operations by using
a small, faster on-chip memory-based adaptation to recover
the inference accuracy drop due to RRAM non-idealities.

In RSA, a certain percentage of the RRAM cells are first
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TABLE II: Timing parameters and size comparison of RRAM
and on-chip memory, i.e., SRAM.

RRAM SRAM

Material HfOx T iOx TaOx AlOx Si

Levels 16 128 4 2 32-bit

Write time 6.5 µs 60 µs 1.5 ms 4 ms 1 ns

Read time 24-404 ns 1 ns

Array Size 1000x1000 100 cells

Area 106 × 4F 2 104 × 1.5F 2

F is the feature size of lithography. [15], [16], [31]

Algorithm 2 Post-mapping training using RSA

Input: Labelled training data D; Pre-trained student model
θS ;

1: for conv and fc layers do
2: Create a parallel RSA trainable layers
3: Initialize: θRSA ← truncated normal distribution
4: Create mask: mask; θRSA ← θRSA ×mask
5: end for
6: while Convergence 6= True do
7: for each batch of training samples DB do
8: Forward: Read RRAM cells and RSA
9: Compute gradients: gr ← gradients()

10: Mask gradient: θRRAM ← mask × θRRAM
11: Calculate weight change: ∆θRSA ← f(grRSA)
12: Update RSA weights: θRSA ← θRSA + ∆θRSA
13: end for
14: end while
15: return Trained parameters of the RSA θRSA

selected and then mapped to the on-chip memory for further
training. The cells are randomly selected so that the entire
feature space of the network is covered. The connection
between the RRAM array and the on-chip memory is proposed
to be hard-wired. Since the cell positions are random and such
randomness is independent on the algorithm or the training
step, we are able to hard-wire the random connection between
RSA and RRAM input/output. So during inference, the input is
passed through both the RRAM and the on-chip memory. The
output from both these paths is summed up to generate the final
output of the network. Now to recover the inference accuracy,
we propose to train the on-chip memory as part of the post-
mapping adaptation. The RRAM cells are masked and are
set non-trainable. The gradient update, i.e., backpropagation,
is only applied to the faster on-chip memory to adapt the
overall network. Algorithm 2 presents the different steps of
RSA training in software simulation. The overview of the RSA
training for post-mapping adaptation with both the RRAM and
SRAM array in parallel is presented in Fig. 5. Although there
are several benefits of bypassing the RRAM R-V-W operation,
the accuracy gain using RSA is associated with an increase in
area cost. We analyze the cost involved and measures taken
to minimize this overhead in the Section V.

Joint Algorithm-Design solution for Accurate Inference
with Inaccurate RRAM: In Fig. 6, we show the overall

Fig. 6: The joint algorithm design solution consisting of
pre-mapping knowledge distillation based training and post-
mapping on-chip memory-based adaptation.

architecture integrating both the software and the hardware
solution. The joint algorithm-design technique to mitigate the
inference accuracy drop in realistic RRAMs consists of a two-
part solution: (1) A pre-mapping software solution where we
strive towards achieving a more robust and reliable network
using knowledge distillation-based variation aware training.
(2) A faster and efficient post-mapping hardware solution,
where we use a small on-chip memory for on-line adaptation to
compensate for the accuracy degradation, after the knowledge
distillation based pre-trained network is programmed on to the
RRAM array. The integration of on-chip memory and RRAM
provides flexibility and higher accuracy as compared to RRAM
only solution.

IV. EXPERIMENTAL SETUP

We present the experimental setup and results in this section,
to empirically evaluate our proposed approach two datasets,
i.e., CIFAR-10 and MNIST for VGG-16 and LeNet-5 net-
works, respectively.

Network Structures: LeNet-5 consists of two convolutional
layers, followed by a max-pooling layer, and two fully-
connected layers. Rectified Linear Unit (ReLU) is used as the
activation function for all the layers except the final fully-
connected layer, which has a softmax classifier. The VGG-
16 network has 13 convolution layer with a ReLU activation
function and batch normalization followed by max-pooling.
VGG-16 also has two fully connected layers, where the final
output layer has softmax activation.

Hyper-parameters and Framework: For CIFAR-10, the
learning rate is set to 0.1, and the rate is reduced by a factor
of 10 after every 60 epochs. We run the experiments for 160
epochs to make sure that the network reaches a stable solution.
For MNIST, we use a learning rate of 0.001 and train for 50
epochs. The knowledge distillation temperature τ is set to 2
for all the experiments. Cross-entropy with softmax function,
along with the distillation loss, is used as the loss function for
the experiments. We use SGD with momentum to train the
network in all the experiments. We have used the Tensorflow
framework on an NVIDIA GeForce GTX 1080 Ti platform
for all the experiments.
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Fig. 7: Inference accuracy comparison of the baseline teacher
model with the student-only and student with KD model for
MNIST (left) and CIFAR-10 (right) datasets.

V. RESULTS

Here, we describe the notations used in the figures to be
consistent and specific in our results. The baseline/ teacher-
FP refers to the full-sized software model trained in full-
precision (FP32), and the inference accuracy reported for the
baseline model is without incorporating any non-idealities
or variations. The teacher-realistic and the student model
refers to a similar-sized network like the teacher-FP model.
In both these cases, the network is trained with the RRAM
non-idealities incorporated within the model itself. The only
difference being, the student model is trained with the teacher
model’s knowledge using knowledge distillation, whereas the
teacher-realistic model is trained standalone. The KD+RSA
accuracy corresponds to the scenario where both KD based
VAT and RSA are performed.

A. Pre-Mapping Algorithm Results (Knowledge Distillation)

In this section, we explore the efficacy of our proposed
knowledge distillation based variation aware training method-
ology using LeNet-5 for MNIST dataset and VGG-16 for
CIFAR-10 dataset. Fig. 7 presents the inference accuracies for
our teacher-FP, the teacher-realistic, and the student model,
respectively. For both these experiments, we have used a write
variation with σ = 0.1 for training and testing purposes.
For MNIST, the inference accuracy for the teacher-FP model
is 99.33%. The teacher-realistic and student model achieves
95.15% and 97.43% inference accuracy. Similarly, for CIFAR-
10, the software baseline accuracy for the teacher-FP model
is 93.35%, and for the teacher-realistic and student model, the
inference accuracies are 82.6% and 87.13%, respectively.

We observe that knowledge transfer based training performs
consistently better than standalone variation aware training,
achieving a 2.28% and 4.53% improvement in inference ac-
curacy for both MNIST and CIFAR-10 datasets, respectively.
Both the results support our argument that an efficient pre-
training algorithm is an absolute necessity to obtain a robust
model, capable of reducing the inference accuracy degradation
using inaccurate RRAMs.

B. Post-Mapping Adaptation Results

Accurate write operations to RRAM are slower as compared
to that of SRAM and limits the performance of the R-
V-W operation. Previous experimental results have shown

TABLE III: R-V-W accuracy and computation time for MNIST
and CIFAR-10 dataset

% of RRAM cells

for R-V-W
10% 50% 70% 90% 100%

MNIST
Accuracy

(%)
85.49 98.79 99.12 99.18 99.24

Time (s) 20.56 102 143 184 203

CIFAR-10
Accuracy

(%)
22.33 67.27 78.41 85.17 88.43

Time (s) 2295 11475 16065 20655 22720
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Fig. 8: Comparing the inference accuracy and the speedup of
R-V-W and RSA for MNIST (left) and CIFAR-10 (right). RSA
rapidly recovers the accuracy but with an area cost.

that RRAM write operations usually take 6.5µs − 4.5ms,
whereas SRAM write takes ∼1ns [16]. More recently, SiOx-
based RRAM devices [33] have shown promising results with
write operation in nanoseconds. Considering in most previous
works, the Write time is in µs−ms, we choose this range in
our current simulation and will keep updating the experiments
based on technology progress. We estimate the performance of
R-V-W and RSA using the timing parameters listed in Table II.
Table III shows the percentage of RRAM cells required to R-
V-W and the time taken to achieve the inference accuracy level
for two representative datasets, MNIST and CIFAR-10. In this
case, the parameters are sorted first, and the top x% percentage
of parameters are used for R-V-W, where x is a user-defined
hyper-parameter. Hence, for deeper networks such as VGG-16,
100% of the top-ranked parameters are required for R-V-W,
and even then, the device suffers from accuracy degradation
of 4.87%. Since in RSA, the RRAM cells are masked from
write operations, and only the SRAM is updated during each
training, the adverse impact of slow RRAM write is fully
averted, which promises the speedup in accuracy recovery. In
Fig. 8, we compare the accuracy improvement and the time
required to achieve the accuracy for R-V-W and RSA using
CIFAR-10 on VGG-16. Here, for RSA alone, we need 10%
of the network parameters to be mapped on to the on-chip
memory. RSA alone achieves a 10X improvement in the time
required to reach the baseline accuracy.

Although standalone RSA is capable of recovering the
accuracy drop, the additional overhead of 10% of parameters
in the on-chip memory becomes a major concern. For example,
VGG-16 has 15.3 million parameters. The need for 10%
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Fig. 9: Comparison of the inference accuracy and percentage
of network parameters that need to be programmed to RSA
for MNIST (top) and CIFAR-10 (bottom). KD+RSA together
reduces the parameter requirement significantly to 3% from
7% for MNIST and to 5% from 10% for CIFAR-10.

of the parameters would mean 1.53 million parameters to
be programmed to the on-chip memory. This will become
a huge bottleneck as the network size increases and would
not only increase the overall area of the chip, but with an
increase in parameters for on-line adaptation, the overall power
requirement of the chip will shoot up exponentially.

The goal is to reduce the overall area overhead required
to recover the inference accuracy. The joint algorithm-design
solution helps in reducing the total percentage of parameters
required for on-line adaptation. In Fig. 9, we compute the
percentage of parameters required for RSA when we have
a knowledge distillation based variation aware pre-trained
network programmed on to the RRAM for both CIFAR-10
and MNIST. Hence, the percentage of parameters required
for RSA drops down to 5% from 10% for CIFAR-10 and
to 3% from 7% for MNIST. For example, now we just
need 765k parameters compared to 1.53 million parameters
in the RSA only scenario. This is a significant reduction
in the total parameter requirement. Hence, the pre-mapping
algorithm successfully mitigates one of the limitations of the
RSA algorithm.

In Fig. 10, we compare the inference accuracy and the time
required for KD+RSA with RSA alone on CIFAR-10 with
VGG-16. KD+RSA, with up to 5% of the parameters on the
on-chip memory, outperforms all the previous approaches and
achieves the state-of-the-art inference accuracy of 91.86% and
99.13% for CIFAR-10 and MNIST, respectively. Furthermore,
KD+RSA achieves a 10-150X acceleration as compared to
RSA alone and R-V-W. Table IV presents the inference accu-
racies for our KD+RSA method and compares its performance
with existing approaches. This further supports our argument
towards the need for a joint algorithm-design solution to
mitigate the inference accuracy degradation using inaccurate
RRAM.

VI. DISCUSSION AND CONCLUSION

Although the post-mapping algorithm, such as RSA and
KD+RSA, helps to recover the accuracy drop from using
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Fig. 10: Comparison of the speedup of RSA with KD+RSA
alone for MNIST (left) and CIFAR-10 (right).

TABLE IV: Inference Accuracy comparison of the proposed
method with other existing works.

Dataset Network Approach
No.

of Levels

Accuracy (%)

Baseline RRAM

MNIST
LeNet-5

R-V-W 16

99.51

99.24

KD 16 97.43

KD+RSA 16 99.13

2-Layer

MLP
Vortex [23] 64 85.00 79.80

CIFAR

-10
VGG-16

R-V-W 16

93.35

88.43

KD 16 87.13

KD+RSA 16 91.86

Others [22] 256 80.10

inaccurate RRAMs, it comes with an extra hardware cost,
i.e., the area overhead. To evaluate the hardware efficiency of
the proposed method, we use NeuroSim [30], an architectural
analysis tool for evaluating the area cost of the main model and
the additional on-chip memory. In our proposed methodology,
we use 4-bit for the RRAM and 32-bit for the on-chip memory.
We map the RRAM software model on the crossbar-based
hardware structure, and for the on-chip memory, we use an
SRAM-based array in NeuroSim [30]. We perform a complete
area evaluation, which includes all the components in the tiled
architecture of the chip for the main RRAM array and the RSA
cells. The architecture consists of a hierarchical computing
structure with 16 processing elements (PE) per tile. A point-
to-point interconnect is chosen for the routing within the main
chip and RSA cells on the SRAM array. As compared to the
dense RRAM device, the footprint of the SRAM cell is much
higher. Therefore, in Fig. 11, we observe that for CIFAR-10,
with 15% SRAM parameters leads to a 26% increase in the
total area cost. In Table V, we show the exact area required
for the subarray and the peripherals. SRAM has a relatively
larger portion of the peripheral area. This is primarily because
of the addition of peripheral circuits, such as write-driver, bit
line conditioning circuits, required by the SRAM array.

Since KD increases the robustness of the model, it helps to
reduce the percentage of parameters required for on-line adap-
tation from 10% to 5%, for CIFAR-10, thereby reducing the
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memory for the proposed methodology.

TABLE V: Area breakup results for RRAM and SRAM using
NeuroSim.

Model
% of

Params

Total Area

(µm2)

Total Subarray

Area (µm2)

Peripheries

(µm2)

VGG-16

(RRAM)
100 3.80E+08 2.12E+08 1.21E+08

VGG-16

(SRAM)

10 6.84E+07 2.65E+07 2.85E+07

5 4.18E+07 1.62E+07 1.76E+07

1 2.72E+07 1.04E+07 1.15E+07

area overhead from 12% to 7.7%. In addition, we perform the
energy analysis for the proposed hybrid solution for CIFAR-10
with the VGG-16 network. The total energy consumption of
the main RRAM array and the peripherals is 1.23 mJ, which
includes dynamic energy of 0.16 mJ and leakage energy of
1.07 mJ. The total energy consumption of the SRAM array
(RSA) for 5% and 10% parameters are 0.397 mJ and 0.8
mJ. Therefore, the total energy overhead for KD+RSA and
RSA alone is 32.27% and 65.04% respectively as compared
to the main RRAM array. Overall, the joint algorithm-design
solution not only achieves the baseline accuracy faster but
also minimizes the area overhead with additional energy
consumption.

In summary, in-memory computing using non-volatile mem-
ories such as RRAM has the potential to solve the bandwidth
bottleneck issues in today’s systems and be the building blocks
of fast, power-efficient deep learning accelerators. However,
RRAM suffers from accuracy degradation due to various
non-idealities such as quantization error, write-variations, and
Stuck-at-Faults. In order to efficiently mitigate the effects of
these non-idealities in inaccurate RRAM, we need to optimize
both the software training phase and the post-training phase,
i.e., hardware mapping. This work proposes a joint algorithm-
design solution: first, during training, the teacher model’s
knowledge is effectively transferred while training a student
model with the non-idealities incorporated; then perform a
post-mapping adaptation, where we randomly select a portion
of the network parameters and map them on to the on-chip
memory for further training. Although we do not explicitly
consider sneak paths and other noise of the peripheral circuits,
during adaptation the final loss function is computed based
on the output from the SRAM and the main-memory, which
includes those non-idealities. Hence, the trained hybrid model
is able to mitigate their impact. Moreover, RRAM suffers

from cell disturbances and long-term retention degradation
during continuous inference operations. The inference accu-
racy degradation due to these non-idealities can be mitigated
by performing the post-mapping adaptation step (RSA). The
proposed methodology achieves the state-of-the-art inference
accuracy of 99.13% and 91.86% for MNIST and CIFAR-10
dataset with up to 5% area overhead. Thus, it is essential to
integrate device statistics, algorithms, and design approaches
all together to minimize the cost and fully recover the accuracy
while implementing neuromorphic systems using non-ideal
RRAMs.
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