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ABSTRACT Data dependence analysis is a must-do operation for parallelisation since it reveals the safe
parallelisable regions of serial codes. Generally, it relies on dynamic analysis, which incurs substantial exe-
cution time and memory space overheads. As a result, there have been many efforts in the literature to strike
a balance between accuracy and runtime overhead. The approaches generally rely on random instruction
sampling, parallelising analysis, as well as filtering statically determined dependencies and independencies.
This paper considers an alternate approach of conducting static analysis at runtime, exploiting available
states just before executing loops, potentially improving precision. In particular, the paper adopts abstract
interpretation using interval, congruent, and bisector domains for detecting memory data dependencies in
binary programs at runtime. Abstract interpretation has the advantage of being associated with the execution
semantics, making it more natural to model binary instruction execution. The profiler is implemented on top
of the Pin framework and evaluated using the Polyhedral, NPB, and SPEC 2006 benchmarks suites. Results
show a mean accuracy of 90.4% with an average 16.3× speedup in time in comparison with related work,
making it a promising approach.

INDEX TERMS Abstract interpretation, data dependence profiling, dynamic binary analysis, interval
domain, congruent domain, bisector domain.

I. INTRODUCTION
Multicore processors are now mainstream, shifting the
programming model from serial into parallel. However, par-
allel programming is generally complicated; moreover, exist-
ing legacy serial programs require parallelisation, further
increasing the cost of exploiting multi-core processors. Par-
allelising serial programs generally require two main steps:
1) Conducting data-dependence analysis on loops; 2) Trans-
forming candidate loops into a parallel form. The steps are
largely separable, allowing formodular parallelisation system
designs [1]–[3].

In this paper, we consider the first step in parallelisa-
tion. Classically, data-dependence analysis has been done
statically using techniques such as the greatest common
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divisor (GCD) test [4] and the Banerjee test [5]. While static
analysis provides guaranteed dependence properties, unfor-
tunately, it is not generally helpful for analysing ambiguous
memory accesses, such as in pointer aliasing, resulting in con-
servative analysis, limiting parallelisation. Therefore, data-
dependence profiling is now more pronounced as all memory
accesses are resolved at runtime, yielding more potential for
improving accuracy; however, profiling does not guarantee
that dependence holds for future runs.

There are generally two typical uses of data-dependence
profilers: offline and online. An offline profiler relies on
executing a target program using various inputs. While actual
execution may vary, depending on the input data, it is
still helpful as most parallelisable loops are largely insen-
sitive of input data [6], [7]; also, the aggregation of many
input data further improves the input sensitivity issue [8].
Typically, offline profiles are used to identify potential
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parallelism, assisting programmers in developing parallel
code versions [2], [9]–[11].

On the other hand, online profilers analyse the actual
execution run of the program at runtime (while execut-
ing). Those have the advantage of providing accurate
results, making them useful for speculative parallelisation
systems [3], [12]–[14]. In particular, profiling determines
candidate parallelisable loops without guaranteeing their cor-
rectness (i.e., it may cause a dependence hazard). Selected
loops are then speculatively parallelised, augmented with
necessary runtime checks to detect dependence violations,
together with the corresponding compensation code.

Nevertheless, data-dependence profiling suffers signifi-
cantly from having high runtime and memory overheads,
as it relies on instrumenting all memory access instructions.
Consequently, profilers resort to approximationmethods, sac-
rificing precision for analysis overhead. One typical method
is sampling the execution trace [3], [15]. Other profilers hide
the runtime overhead by parallelising analysis [6], [16], [17].
However, the approach is limited by the program’s control-
flow graph.

This paper considers the problem of accelerating data-
dependence profiling and decreasing the memory overhead.
The paper considers an alternate approach that exploits static
analysis at runtime to avoid instrumenting loops dynamically
with proven dependence properties. In other words, the static
analysis is conducted before instrumenting the loop, exploit-
ing the availability of the accurate runtime state. The analysis
then guides whether or not to instrument the loop.

The paper utilises abstract interpretation (AbsInt) [18],
a static analysis method, as it is closely related to instruction
semantics, making it natural to model machine instructions.
We combine interval, congruent, and bisector domains for
studying memory data dependencies. The interval domain
determines safe lower and higher bounds of the memory
access locations, while the congruent domain specifies sim-
ple stride patterns inside the intervals, further increasing
the precision. The bisector domain-based analysis may infer
relationships between memory indices in the current and
previous iterations under some constraint (as discussed in
Section V-C), resulting in increased accuracy.

To evaluate the performance of ourmethod, we have imple-
mented it on the well-known Pin platform [19], which is a
dynamic binary analysis framework targeting x86-64 binary
programs. We have considered natural loops to simplify the
analysis (since a simple data-flow analysis can easily detect
dependencies between registers).

We conducted experiments on diverse benchmarks, which
are the Polyhedral benchmark suite [20], NAS Parallel
Benchmark 3.3.1 [21](NPB), and SPEC 2006 [22]. Polyhe-
dral’s kernels are commonly used in scientific andmultimedia
programs. The NAS benchmarks are developed from compu-
tational fluid dynamics applications. The SPEC benchmark
contains practical workloads designed from real user applica-
tions. Results show a perfect recall rate of 100% and an aver-
age precision rate of 83.97%, 96.83%, and 94.42% for the

Polyhedral, NPB, and SPEC 2006 benchmarks. Compared to
related work, the runtime overhead achieves an average of
16.3× speedup in time.
This paper has the following contributions:
• introducing a lightweight profiler in terms of runtime
execution and memory consumption overhead;

• utilising the gathered semantics provided by abstract
interval, congruent and bisector domains to detect mem-
ory data dependencies from binary files at runtime, with-
out requiring source codes.

• introducing a hybrid runtime analysis that can operate
the proposed approach alongside any existing profiling
technique; and

• conducting investigations on the Polyhedral, NPB, and
SPEC 2006 benchmarks using the Pin system frame-
work. In addition, our proposed profiling method is
generic enough to be used in any dynamic binary analy-
sis framework.

The structure of this paper is as follows: Section II provides
a motivating example for our work. Section III addresses
related work. Section IV introduces abstract interpretation
and defines the interval, congruent and bisector domains,
as well as the Pin framework and baseline profilers. Section V
introduces the suggested profiling method. Section VI uses
examples to demonstrate the proposed profiling approach
and its limitation. Then, Section VII presents our results,
and Section VIII concludes this paper and discusses future
work. Finally, two Appendices A and B illustrate the abstract
equations of the interval and congruent domains, respectively.

II. MOTIVATING EXAMPLE
As mentioned in the introduction, our approach relies on
combining the predictive power of static analysis with the
availability of the accurate state at runtime. To illustrate the
advantage of our approach, we present an illustrative example
in Figure 1. The example shows the effectiveness of the
typical static and runtime analyses and our proposed profiling
techniques in terms of accuracy.

The example shows a function with a loop and two mem-
ory access operations, S1 and S2. An appropriate static
analysis method would detect the memory dependencies in
Figure 1-a. The analysis reports no dependency between
S1 and S2 because S1 accesses the even memory indices, and
S2 accesses the odd memory indices.
As shown in Figure 1-b, each call to function foo2 may

assign a new value to the runtime variable alpha. For instance,
one invocation to foo2 can assign value 1, implying that
S1 and S2 are dependent, whereas another invocation can
assign value 2. As a result of its conservative nature, the
static analysis fails to give precise dependencies. On the other
hand, the proposed profiling method reports accurate results
as it reads the runtime values before entering the loop, just
before line 4, applies the proposed method and reports the
dependencies before executing the loop.

Finally, Figure 1-c shows that the proposed profiling
method fails to report precise dependencies since functions
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FIGURE 1. A motivating example to show the utility of different analysis techniques on different loops in terms of accuracy.

calls are within the loop. Runtime analysis is the choice in
such cases, although it has a significant runtime cost. The
proposed system can be integrated with existing profiling
techniques to manipulate such loops.

III. RELATED WORK
This section presents relevant related work classified into
three categories: static, dynamic, and hybrid analysis. How-
ever, it is worth noting that none of which conducts elaborate
abstract interpretation analysis at runtime.

A. STATIC ANALYSIS
Lari et al. [23] introduce a static analysis method based on
abstract interpretation for detecting accessed memory por-
tions for a particular region of source code (e.g., loop nest).
The analysis integrates data access descriptors with data flow
analysis of the whole program. Furthermore, they combine
the interval and bisectors domains to improve precision, thus
reducing each resulting analysis element (i.e., tight intervals
and accurate relations). Ricci [24] provides more practical
details about the previous implementation. The analysis is
implemented by using PAG [25], an automatic program anal-
yser generator. PAG includes a set of codes that defines the
elements and domain order during the application of the
technique.

Ermedahl et al. [26] present an approach for statically
deriving upper loop bounds based on a combination of stan-
dard program analysis techniques (program slicing, abstract
interpretation, and invariant analysis). The proposed method
has been implemented on the WCET analysis tool SWEET
developed at Mälardalen University. The SWEET tool is
combined with a compiler to utilise the flow analysis phases
on its intermediate representation and carry out the proposed
algorithm as a flow analysis phase. In addition, there is an
annotation language that assigns abstract values in the inter-
val domain. This method provides exact loop bounds for more
than 50% of the used Mälardalen WCET benchmarks, with
reasonable analysis time, given that the loop terminates.

SecondWrite [27] is a static x86 binary rewriting tool.
It performs affine binary analysis to detect dependencies in
regular loops. SecondWrite translates the x86 binary input
into the intermediate format of the LLVM compiler, utilising

the LLVM IR rich infrastructure (e.g., control-flow analysis,
data flow analysis, and optimisation passes) to generate a
parallel binary version by the x86 LLVM’s back-end.

B. DYNAMIC AND HYBRID ANALYSIS
Shadow profiling [28] is a sampling profiling method imple-
mented on top of the Pin framework. The critical point here
is to hide the runtime profiling overhead by forking shadow
processes alongside the execution of the native program.
Thanks to the copy-on-write mechanism, a shadow process
is mostly a replica of the original program, with few memory
copy operations. Unfortunately, it suffers from extra memory
overhead, where each process has its private memory for the
modified data. Nevertheless, shadow profiling shows 94%
accuracy with 1% overhead on average versus perfect value
profiling on the SPEC CPU2000 integer benchmark suite.

Kim et al. [6] introduce a data dependence profiler called
SD3. It is implemented on Pin and LLVM, based on a pairwise
instruction analysis method (i.e., storing all memory loca-
tions, as discussed in Section IV-C). The SD3 reduces the run-
time overhead by parallelising the runtime analysis phase and
the memory overhead by compressing the memory accesses
that show stride patterns and figure out data dependencies
directly from the compressed form. The compressed stride
format consists of the lowest and highest address (i.e., the
interval of affined address stream), stride distance, memory
access size, number of access in this stride, and read-write
mode for the access. The non-stride memory accesses are
stored as individual points, as the pairwise approach. The SD3

conducts experiments on SPEC 2006 benchmarks. It reports
profiling results of the top 20 hottest loops (determined by
the number of executed instructions). The geometric memory
overhead mean is 2113 MB and 2814 MB for serial and par-
allel (8-tasks) versions. The SD3 shows an average slowdown
of 289× and 70× for the serial and parallel versions (8 tasks
on eight cores), respectively.

Parwiz [29] is a dynamic binary instrumentation frame-
work that targets sequential programs. It gives the program-
mer hints by pointing out parallel sections and suggesting
how parallelism should be implemented. The programmer
can validate the resulting suggestions and choose to imple-
ment them or not. The Parwiz tool parses the binary to
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analyse routines individually, extracts a control-flow graph,
a dominator tree, and a loop hierarchy. Moreover, it uses
debugging information to provide source code locations to
the user. Parwiz uses the Pin framework to do the instrumen-
tation. In addition, this tool collects information if any two
distinct iterations of the same loop access the same address
in a conflicting way (loop carried dependence). It ignores
the dependence of type anti and output dependences. Since
the program and Parwiz run in parallel, the overall slowdown
ranges from 92× up to 150× on SPEC OMP-2001 programs.
The overall memory usage of Parwiz alone is about 200MB
up to 4798 MB.

Li et al. [30] introduce a profiling technique based on
skipping repeating memory operations in loops. They used
DiscoPoP [31], DiscoPoP is a ‘Discovery of Potential Paral-
lelism’ profiling tool, to implement the profiler. They reduced
runtime overhead by 42.5% on average in the NAS Parallel
Benchmarks and Starbench parallel benchmark suites. The
effect of this approach results from the existence of memory
access patterns in loops; if not, the profiling will suffer from
extra runtime overhead due to the additional conditions com-
pared to the traditional one.

Li et al. [8] present an LLVM-based profiler for sequential
and parallel programs. They reduce runtime overhead by par-
allelising the profiler. Moreover, the profiler records memory
accesses in signatures to save space rather than instrumenting
every memory access. As a result, the serial profiler has a
190× slowdown on average for NAS benchmarks reduced to
7× for parallel version. Using a signature with 100 million
slots, the memory consumption reduced from 7.856 GB
to 649 MB, with accuracy less than 0.4% false-positive rate
and less than 0.1% false-negative rate.

Janus [32] is a binary modification framework for the
same-ISA, implemented on top of the DynamoRIO binary
modification system. It inserts rewrite rules, the procedures
required to convert a serial loop into a parallel loop, for
statically detected loops that are profitable for parallelisation.
Later, the dynamic binary modification system reads the
inserted rewrite rules and performs parallelisation as needed
during runtime. This static analysis was supplemented by
runtime analysis and a speculative guard phase to address any
resulting ambiguity. Experiments conducted on SPEC CPU
2006 benchmark suite show average speedups of 2.1×.

Norouzi et al. [33] extend the DiscoPoP data dependence
profiler by introducing a hybrid (static and dynamic)
approach that detects data dependencies in polyhedral loops.
The static part makes use of the PLUTO [34], an automatic
parallelisation tool based on the polyhedral loops, to annotate
a specific source code region and extract its data dependen-
cies. The static dependence analysis excludes the detected
dependent memory access instructions in the annotated area
and hence from dynamic analysis. The aim of doing this is
to eliminate the associated runtime overhead that comes with
it. Finally, the profiler properly merges static and dynamic
dependencies. As a result, it reduces the overall median

runtime overhead by 62% compared to the DiscoPoP profiler
on Polybench and NAS Parallel Benchmarks suites.

IV. BACKGROUND
This section provides background on abstract interpretation,
our data-dependence profiling baseline methods, and the Pin
framework.

A. ABSTRACT INTERPRETATION: AN OVERVIEW
Abstract interpretation [18] seeks to generate abstract col-
lective semantics for all possible execution traces at each
program point. It is a static technique that relies on con-
verting program operations into corresponding equations that
define the collective abstract semantics at each program
point. Each equation corresponds to a particular program
statement/operation, and the variables of the equations are
the collective abstract semantics. The equations are solved
iteratively until reaching a fixpoint. We used the widening
operator O to guarantee termination and reach a fixpoint
faster [18]. The abstract equations result in faster convergence
at the expense of providing approximate semantics. Abstract
interpretation guarantees sound analysis, where the obtained
collective semantics is always a superset of the concrete
collective semantics.

More formally, abstract interpretation defines:
• an abstract domain DA: represents an abstraction collec-
tive program semantics at each program point;

• a concrete domain DC : represents the actual concrete
collective semantics at each program point: where each
value (element) is a set of all possible values for all
possible executions of the program;

• a set of equations whose fixpoint solution is the abstract
collective semantics; and

• Galois connection: introduces two functions, concreti-
sation (γ ()) and abstraction (α()), that map between the
concrete and abstract domains, so that for x ∈ DC

γ (α(x)) ⊇ x, (1)

and for X ∈ DA

α(γ (X )) ⊆ X . (2)

This paper adopts a composite abstract domain that consists
of the interval, congruence and bisector domains.

The interval domain [18] is an abstract domain that can
determine safe lower and upper limits of program variables.
It determines the lower and upper bounds for each variable
at each program point in the form of [LB, UB]. The interval
domain is a lattice with infinite height and chains; conse-
quently, we apply a widening operator to guarantee termi-
nation and speed up the process of obtaining the fixpoint.
Appendix A shows the abstract interval operations in further
detail.

The congruent domain [35] defines stride patterns within
the intervals. It consists of abstract values denoted, aZ + b,
Where b ∈ Z and a ∈ N. We will call a the modulo and b the
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FIGURE 2. The bisector domain.

remainder. A congruence relation (c, b) is defined as c ≡ b
mod a. The set of all C such that c ∈ C and c ≡ b mod a,
is C = {an + b| ∀n ∈ Z}. As a result, an abstract element
is a set of infinite, discrete, and equally spaced numbers. The
congruent domain reaches the fixpoint rapidly, so no widen-
ing operator is required [36]. Appendix VIII demonstrates in
more detail the abstract congruent operations.

This paper utilises the bisector domain, which is defined
in [23] and [24]. The analysis returns equality, less than, less
than or equal, greater than, greater than or equal, unknown
relations between the variable (i.e., =, <,≤, >,≥, ? rela-
tion respectively). The bisector domain is a finite-height lat-
tice, so it quickly reaches the fixpoint and does not require
a widening operator. Figure 2 shows the bisector domain
relations, where the ⊥ denotes that there is no relationship
between X and Y , and X? Y indicates that X and Y could
have any relationship (i.e.,>). The bisector domain is utilised
to deduce the relationship between distinct variables. Also,
it can be used, subject to some constraints, to infer the
relationship between the memory indices in the current and
previous iterations. For example, an invertible instruction
is seen on line 1 in the following assembly code fragment
(i.e., the new value of the register rax is a function of its old
value, rax=rax+1). Consequently, the current value of rax is
one greater than its old value, resulting in (raxnew, raxold , >).
On the other hand, the non-invertible instruction at line
2 yields (rdx, rcx,=) and (rdxnew, rdxold , ?). This means that
the relationship between the old and new values of the register
rdx might be anything.

1. add rax, 0x1 ; rax = rax + 1
2. mov rdx, rcx ; rdx = rcx

B. PIN FRAMEWORK: AN OVERVIEW
The Pin [37] is a dynamic binary instrumentation framework
developed and supported by Intel. Pin always executes from
the code cache and never executes the original code. The
Pin is also more oriented toward instrumentation and anal-
ysis than optimisation. Similar to other frameworks, users
can observe the running code, detect intensive functions and
loops, monitor parameters, and modify the code while it
runs. In addition, the Pin framework provides an API to let
users build custom tools called Pintools, which dynamically

instruments the compiled binary files in the user space appli-
cation. By inserting an appropriate runtime analysis routine
for a kind of instructions, we can understand the behaviour of
a given binary program.

C. BASELINE PROFILERS
The baseline’s objective is to capture all data dependencies
during runtime and create a corresponding dependence graph.
Data dependencies are divided into three types [38], [39]:
(1) flow or true data dependence, which may lead to the read-
after-write (RAW) hazard. (2) anti and (3) output dependence
which may cause write-after-read (WAR) and write-after-
write (WAW) hazards, respectively.

There are twomain approaches for profiling in the state-of-
the-art. The first is the pairwise approach [3], [6], [15], [40],
which keeps all memory locations to generate the dependence
graph. (i.e., reports for each instruction, all instructions which
depend on it). Its time complexity is O(M × N 2), and space
complexity isO(M×N ), where M is the number of accessed,
different memory locations, and N is the number of memory
accesses for each memory location.

The second approach [3], [15], [41], referred to the ‘con-
ventional’ approach, records the last memory instruction for
each accessed memory location. Thus, for each memory
access instruction, the approach readily obtains the most
recent, possibly depending on memory access instruction.
The time complexity is O(N 2), and storage complexity is
O(N ), where N is the number of memory accesses. The
difference between them is that the conventional approach
reveals the most recent memory access dependency, but the
pairwise approach reports the transitive dependency graph of
memory accesses [29], [40].

We implement the conventional data dependency profiler
as a baseline to evaluate the accuracy of our proposed profil-
ing approach. The profiler determines the control-flow graph
throughout the instrumentation stage and specifies the under-
lying loops in the given binary code. After that, it inserts a
runtime analysis callback at each read/write memory opera-
tion in the loops. During execution, we keep track of each
accessed memory address and its corresponding memory
instruction. Thus, if any memory address is reaccessed, the
baseline dependency graph will be updated with the relevant
dependency relation.

We run both the baseline profiling version and our pro-
posed profilingmethod simultaneously on the same execution
of the tested program to assess the accuracy. Finally, we com-
pare the dependence graphs resulting from both profiling
versions. We report accuracy in terms of:

• True positives (TP): The actual dependent pairs that are
counted in the baseline;

• False positives (FP): The extra dependent pairs that are
not counted in the baseline;

• False negatives (FN): The missed dependent pairs from
the resulted baseline dependent graph.
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FIGURE 3. The proposed profiling framework.

V. THE PROPOSED PROFILING FRAMEWORK
The suggested profiling approach’s process flow is depicted
in Figure 3, consisting of instrumentation and execution of
the instrumented binary phases; the main contribution is
indicated in grey. In the instrumentation phase, we inspect
loops in the running binary code to implement the corre-
sponding abstract equations for each binary instruction. Later
at the execution phase, the abstract interpretation analysis is
triggered upon entering the corresponding loop. When trig-
gered, the underlying serial execution pauses, and the analysis
is conducted. After which, the dependency graph is gener-
ated/updated; then the loop executes with no analysis. The
following subsections explain the process flow’s operations
in further detail.

A. INSTRUMENTATION PHASE
During the instrumentation process, as shown in the upper
part of Figure 3, the profiler examines the running binary code
at the function granularity level, performs control-flow analy-
sis, identify natural loops, and then constructs loops hierarchy
for later runtime analysis. Then, it analyses the data flow to
construct use-def chains and determines which registers are
active at the entry point for a given outer loop. After that,
we examine the loop’s binary instructions and construct the
corresponding abstract equation(s) at each program point to
gather abstract states in the considered domains, as presented
in Appendices A and B. The abstract state is defined for
each program point in terms of numeric intervals, congruent
values, and a set of relations between each pair of reachable
variables. For the intervals, congruent, and relation domains,
the abstract states initiate with⊥. Finally, the instrumentation
phase inserts a callback routine at each outer loop entry point
to obtain the runtime registers context values and invoke the
runtime analysis routines.

B. DYNAMIC ABSTRACT INTERPRETATION
After the instrumentation phase, the instrumented binary code
starts execution. When the native execution sequence reaches

the entry point for an outer loop, the inserted runtime anal-
ysis routine starts to read the pre-defined live registers val-
ues for this loop. After that, dynamic abstract interpretation
starts iteratively to solve the abstract equations until the loop
reaches fixpoint abstract states. The dependence graph is then
generated before proceeding with the loop’s native execution.
We can see that process in the lower part of Figure 3. Those
operations will be performed repeatedly if this loop is reached
again, i.e., reading the loop’s live registers, solving abstract
equations, updating the dependency graph, then resuming the
loop’s execution natively.

Algorithm 1 illustrates the proposed steps for solving the
corresponding abstract equations. The algorithm takes as
an input the set of corresponding equations; we label them
as abstract instructions, AInstrs. Each abstract instruction
is associated with interval and congruent value (Intvs and
Congrs).

The algorithm starts by initialising the interval and con-
gruent values with the corresponding concrete state available
at the current program point (line 2). The algorithm then
iterates over all abstract instructions, computing correspond-
ing interval and congruent values, using comp_intv() and
comp_congr(), respectively (lines 6 and 7).

After very few iterations, the congruent values generally
reach a fixpoint state. On the other side, the numeric bounds
of the interval domain increase monotonically, at a slower
pace than the congruent values. To accelerate reaching a
fixpoint state for intervals, we perform interval widening
operations (lines 10–12) repeatedly after a certain number of
iterations (widen_threshold). We need at least two iterations
to find the increasing intervals (to compute differences in
interval bounds). We choose to perform widening every three
iterations to filter out intervals that reach stability and not
increase the analysis execution time. The widening operation,
performed by widen_intvs(), expands the growing bounds to
infinity. For instance, the interval [0, 4] will be [0,∞] if it has
an increasing status, or will be [−∞, 4] if it has a decreasing
status.

After achieving a fixpoint, the function compute_relation()
is called to perform the bisection analysis, as described in
Algorithm 2. It begins with an empty relation set, relSet,
and relation table, relTbl (lines 2–3). Each abstract equation
in the specified loop is computed iteratively till reaching
a fixpoint abstract relation state, which happens, at most,
in three iterations in this study.

The function compute_rel(), at line 6, returns the rela-
tionship between the instruction destination and its operand
sources. Our implementation is based on the Ricci [24] imple-
mentation. For instance, if the abstract instruction represents
x = y+1, the resulting relation will be (x, y, >). That means
the value of x will always be greater than the y variable for
this program point. The functionmod_rel(), at line 7, updates
the existing relations with the returned relations InstrRel
related to the current instruction. For example, if the relSet
contains (y, z, >) and (x,w,=), the updated relSet will be
(x, z, >), and (x,w, >) in addition to (x, y, >). Finally, the
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Algorithm 1 The Proposed Dynamic AbsInt Algorithm
Input: Abs. instrs. with ⊥ states, AInstrs
Output:Abs. instrs. with fixpoint states, AInstrs

1: procedure compute_abstract_states( )
2: AInstrs← get_current_abstract_values()
3: i← 0
4: repeat
5: for each AIns ∈ AInstrs do
6: AIns.Intvs← comp_intv(AIns.Intvs)
7: AIns.Congrs← comp_congr(AIns.Congrs)
8: end for
9: i← i+ 1
10: if i mod widen_threshold = 0 then
11: AInstrs.Intvs← widen_intvs(AInstrs.Intvs)
12: end if
13: until Reaching fixpoint
14: end procedure

algorithm stores the updated relSet for this program state
in relTbl.

We now consider the time and space complexi-
ties of the algorithms. For Algorithm 1, the function
get_current_abstract_values() (line 2) updates the abstract
states with the entry point’s live register values for the given
loop and resets the other abstract variables to empty (⊥).
As a result, the time complexity is O(N ), where N is the
number of abstract states in the loop, as the number of abstract
states equals the number of abstract variables since each state
defines a new variable. The loop body (lines 5–8) iterates
until a fixpoint is reached over the loop’s abstract equations;
each iteration is O(N ). The widening interval procedure is
O(N ) since it iterates once over the loop abstract states. The
overall time complexity is O(Nl), where l is the number of
iterations till convergence. However, l for the interval analysis
is O(1) [42], [43], giving an overall time complexity of O(N )
and storage complexity is O(N ). The time complexity for
Algorithm 2 is O(N 2) [42]; also, the storage complexity is
O(N 2) since it iterates through N abstract states, each can
hold up to N relationships.

C. DEPENDENCE DETECTION
Algorithm 3 analyses the loop’s memory instructions to
generate the corresponding dependence table and data
dependence graph. The algorithm examines the abstract val-
ues (i.e., memory locations) for all memory instructions
defined in a loop. For each memory instruction pair (m1,m2),
if there are intersections between (m1,m2) in both interval
and congruent abstract domains, then we add this potential
dependent pair to the dependence table, as shown in line 5.
Any memory-write instruction’s abstract interval intersects
with itself by definition, causing a self output dependence;
consequently, an increase in the number of false dependencies
and a decrease in the precision per cent. This study utilises the
relation domain to mitigate this issue, as explained below.

Algorithm 2 The Proposed Relation Algorithm
Input: AInstrs, abstract instructions
Output: relTbl, list of relations for each abstract state

1: procedure compute_relation( )
2: relTbl←⊥
3: relSet←⊥
4: repeat
5: for each AIns ∈ AInstrs do
6: InstrRel← compute_rel(AIns)
7: relSet← mod_rel(relSet, InstrRel)
8: relTbl.Instr← relSet
9: end for
10: until Reaching fixpoint
11: end procedure

Algorithm 3 Dependence Detection Algorithm
Input: mInstrs FMemory abstract instructions
Output: dep_tbl, Data dependency graph

1: procedure compute_dependency( )
2: dep_tbl ←⊥
3: for each pair m1, m2 ∈ mInstrs do
4: if m1 ∩ m2 6= φ then
5: dep_tbl ← edge(m1,m2)
6: end if
7: end for
8: F to remove false output self dependence
9: for each write instruction w_m ∈ mInstrs do

10: if is_valid_ constraints(w_m) then
11: mVars← get_memory_vars(w_m)
12: rels←⊥
13: for each mVar ∈ mVars do
14: defs← get_defLst(mVar)
15: for each def ∈ defs do
16: rels← get_rel(def ,mVar)
17: end for
18: end for
19: if all rels are ‘<’ or all rels are ‘>’ then
20: remove edge(w_m, w_m) from dep_tbl
21: end if
22: end if
23: end for
24: end procedure

The algorithm’s second phase iterates over each write
memory instruction (w_m); there are two constraints that
must be met to begin analysing a self output dependence.
First, the operands for a given write memory instruction are
only defined in invertible instructions. As a result, the new
value of an operand is a function of its previous value. Second,
at least one memory operand defining instruction (invertible)
will be executed for each memory access, resulting in a new
subsequent memory location. These two constraints can be
verified using proper data-flow analysis; which is the role of
the function is_valid_constraints(w_m) at line 10.
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The function get_memory_vars(w_m) inspects the mem-
ory variables, mVars, used to compute the effective memory
address (line 11). The effective address has a potential maxi-
mum of three variables (registers), which has the form:

EA = Base+ (Index ∗ Scale)+ Displacement

The function get_defLst(mVar) returns all definitions loca-
tions for each mVar. Then, it examines self relationships for
eachmVar (e.g., the relation betweenmVarnew,mVarold ) at all
of their definition locations (returned by function get_rel(def,
mVar)), since rels holds all the resulted relations for a variable
mVar. The algorithm removes this self-dependent edge only
if all the resulted relations are the same. For instance, if the
gathered relations are a ‘>’ relation, it can be excluded from
the dependence graph as a false output dependent edge.

For instance, the following code fragment has two simple
instructions within a loop. The relation analysis detects that
each new value of i would be greater than its old value from
the previous iterations, i.e., (inew, iold , >). Generally, multiple
indices might be used to access a memory, and each index
could have several definitions in loop nests. The relation
analysis tries to find a relationship between each index’s new
and old value for all their definitions. Furthermore, it verifies
that for each access, a definition will be executed.

1. for(j = LB; j < UB; j++) {
2. i = i + 1;
3. A[i] = expr ;
4. }
A formal proof of correctness is as follows:
Proof: Assume that we have a memory instruction M

that accesses location k at iteration i. Also, assume there are
m definitions that at least one of them is executed before each
execution of M ; each is defined in invertible instruction and
has the ‘greater than relationship’. We want to show if all
defining instructions of k have k > kold then k < k’, where
k’ is location accessed at iteration i+ 1. Assume that, for the
sake of contradiction, k ≥ k’. This will imply that in some
iteration i+1, the value of k is decreased or not changed. This
would result in the following cases:
• no definition of k at iteration i+ 1, or
• definition of k at iteration i + 1 decreases or keeps the
same value.

The first case would contradict our condition of executing at
least one definition for each access (or iteration). The second
case would contradict our condition of having a ‘greater than
relationship’ between k and a predecessor value and that the
definition is invertible. Similarly, we can show that if all
defining instructions of k have k < kold then k > k’. �

VI. CASE STUDIES
A. SIMPLE EXAMPLE
In this section, we illustrate by the example shown in Figure 4
the effectiveness of the dynamic abstract interpretation in
detecting memory data dependencies in loops. Figure 4-a
shows an example of a nested loop that contains four mem-
ory access statements. Figure 4-c presents the corresponding

abstract equations with their initial abstract states, as shown at
each line numbered (the non-numbered lines include the orig-
inal code). For conciseness and clarity, we present only the
abstract intervals instructions only. For example, the interval
value of the variable i at point 3 (i.e., i3 at line 3) will have the
union of all values that may reach this location from different
traces. Consequently, its value will be the union of the starting
value of i that enters the loop from point 2 and from the end of
any loop iterations at line 16 meeting with the loop condition
(i.e., i < I_MAX ). The samewill happen for similar locations
(e.g., 5, 7, 8). On the other side, the interval value of j at
location 4, (i.e., j4) will always have the value [0, 0]. The
interval value of k at location 14 comes from adding [1, 1]
to interval i at location 3, which will be used to read from
memory at location 15, which in turn will be used later in
detecting memory dependency.
Figure 4-d shows the final interval and congruent abstract

values at each program point. To report the memory depen-
dencies in this example, Algorithm 3 works on the four exist-
ing memory statements and produces a dependence graph,
as shown in Figure 4-b.
If we utilise the interval domains only, there will be an

intersection, hence dependency, between statements S3 and
S4, but actually, it is not (i.e., represented as FP). That is due
to S3 accessing the odd indices value and S4 accessing the
even ones. Also, if we use the congruent domains only, there
is an intersection between statement S1 and S2, but indeed it
is not (i.e, represented as FP). That is why S1 and S2 access
disjoint interval values. Thus, utilising the intersection of both
domains improves the precision by eliminating such false
dependencies.

The bisector domain will indicate that the variable i, which
was used to access memory at location 13 (statement S3), has
the relation (i13, i3, ‘<’). That means that each iteration will
write memory with a different value of i (i.e., different mem-
ory location), thereby removing this false output dependence.
On the other hand, the relation analysis reveals that variable
j, which is used to write memory at location 6 (statement S1),
has the relation (j6, j5,‘?’). As a consequence, it is considered
an actual output dependence (i.e., represented as TP).

B. METHOD LIMITATIONS
Figure 5 displays two more real-world instances from the
NPB benchmark that demonstrate the conservative cases
in our method. Both examples contain memory depen-
dencies. In Figure 5-a, both temporary variables x and y
will have memory values from the arrays key_buff2 and
key_buff_ptr_global, whichwill eventually be used as indexes
to access the key_buff_ptr_global and key_buff_arrays. For
such indirect memory access, the proposed method follows
the conservative policy. The intervals of the x and y variables,
for example, will be [−∞,∞], which can be any integer).
As a result, our approach will claim that S2 and S3 are
dependent on each R/W memory access instruction in this
loop, including themselves.
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FIGURE 4. An example showing the effectiveness of different domains on the analysis.

At lines 2 and 3 in Figure 5-b, the functions sprnvc and
vecset assign dynamic values to the vectors vc and ivc, which
will be used later in the inner loop at lines 7, 8. As a result, the
current version of the proposed method adopts the conserva-
tive approach and states that the memory instructions within
the loop (outer and inner) are dependent.

Furthermore, the current version of the proposed approach
will also resort to the conservative policy with the side effect
binary instructions (e.g., push/pop).

One way to overcome this issue is to switch to any
appropriate profiling technique since the limitation details
are known at the instrumentation phase (i.e., the loop is

not executed yet). As a result, the proposed method can be
used concurrently with appropriate profiling techniques. The
other option is to accept the conservative results as they are,
because some parallelisation methods avoid such loops [44].

VII. RESULTS
A. EXPERIMENTATION METHODOLOGY
We have evaluated the proposed profiling method over a
variety of benchmarks programs to assess both the accuracy
of the profiled dependencies and performance. We used the
Polyhedral benchmark suite (PolyBench/C 3.2) with standard
dataset size, NAS Parallel Benchmark 3.3.1 with standard
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FIGURE 5. Examples from the NPB benchmark show the conservative cases of our approach.

test problems, SPEC 2006 with the reference inputs. We have
conducted experiments on amachine with 32GBmemory and
running the Ubuntu release 18.04 (64-bit) operating system.
The peak memory consumption is reported.

The performance metrics were achieved by using the Pin
framework to run the profiled and non-profiled native ver-
sions. We report total execution time to include all dynamic
analysis overheads, including binary code instrumentation.
While the Pin framework introduces runtime overheads, even
without conducting any analysis, we use it as an underly-
ing execution platform for all considered methods, includ-
ing native execution. Thus, the difference between executive
times would indicate the relative overheads of the considered
methods.

This paper is interested in studying the effect of the pro-
posed method only, so we apply the proposed profiling tech-
nique to the loops that are devoid of functions calls and
indirect memory access, which we refer to as AbsInt loops
in the following context. On the other side, we perform con-
ventional profiling for the other loops (i.e., loops that contain
function calls or indirect memory access), which we refer to
as Conv. loops. We also presented the runtime cost of the
AbsInt loops exclusively, omitting any profiling of the Conv.
loops since they require sophisticated analysis and are not
preferable for parallelisation purposes. [44].

We considered detecting flow, output and anti-
dependencies. It is worth noting that this study does not main-
tain the order of memory accesses, resulting in an undirected
dependency graph. As a consequence, the flow and anti-
dependencies were not distinguished in the presented results.
If it is necessary, further analysis is required to distinguish
between them. However, the proposed method still filters out
successfully loops with no dependence, saving significant
analysis time.

B. ACCURACY AND MEMORY OVERHEAD
Table 1 compares the proposed dynamic AbsInt approach to
Polly [45], a static dependence identification tool for LLVM,
in terms of accuracy (precision). The Polly shows an aver-
age precision of 44.07%. On the other hand, the proposed
method shows an average precision of 77.84%. The proposed
technique has low precision of 7.79% for the ‘cholesky’
program. The reason for this is that the program involves

TABLE 1. Polyhedral Accuracy measurements compared to the Polly -
automatic dependency tool.

indirect memory access and function calls within the identi-
fied loops, implying that the current implementation adheres
to a conservative strategy and reports that each memory
access instruction may be dependent on all other memory
access instructions.

In a further experiment, we execute AbsInt statically on
the Polyhedral benchmark’s identified loops, that is, without
using the values in the loops’ live registers at runtime. The
average precision is 21.86% (ranging from 4.96% to 42.86%).
Table 2 presents the obtained statistics and accuracy for the
tested benchmarks programs. The first two columns show the
benchmark program name and dynamic R/W memory access
operations in the detected AbsInt loops. The per cent in the
parentheses represents the per cent of dynamic R/W memory
operations in the AbsInt loops only relative to the all dynamic
R/W memory operations in the detected loops (AbsInt loops
and Conv. loops). The third column shows the executed num-
ber of the AbsInt equations, which is calculated as the number
of the AbsInt equations multiplied by the number of iterations
required to reach the fixpoint multiplied by the number of
invocations of the outer loops. Each number in both columns
reflects the runtime cost required for each profiling method
(i.e., the conventional and proposed method) for the AbsInt
loops.
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TABLE 2. Dynamic abstract interpretation analysis results on PolyBench, NPB, and SPEC 2006 benchmarks.

For instance, instead of processing about 40 million R/W
operations in conventional profiling, the proposed method
requires solving 504 abstract equations to report depen-
dencies in kernel ’trisolv.’ Another example, in the kernel
‘cholesky’, the conventional profiler has to process about
3 million R/W operations, which account for only 1.15 per
cent of total dynamic R/W memory operations, but the pro-
posed method solves 405 abstract equations. The first exam-
ple exhibits a substantial reduction in runtime analysis cost
in terms of execution time and memory, whereas the second
example shows a minor reduction.

The fourth column reports the memory overhead compared
to the native execution. The memory overhead for the con-
ventional baseline is also shown in the parenthesis. On aver-
age, memory consumption is 4.03MB for the Polyhedral
benchmark suite (which represents 12% of the total native
consumed memory). The key to memory reduction is that the
suggested technique tracks only static memory instructions
rather than keeping track of each memory accessed mem-
ory location. Thus, the required memory is proportional to
the static number of the loop’s instructions. On the other
hand, the average memory consumption for the baseline
is 616.23MB.

The following two columns, the fifth and sixth, provide
accuracy in terms of precision and sensitivity. The sensitivity
percentage is defined by how many true positives are relative
to the total number of true positives and false negatives.
It is worth mentioning that we did not miss any dependent
memory instructions (i.e., false-negative = 0). The precision
percentage is calculated by dividing the total number of true
positives by the total number of true and false positives. For
the Polyhedral, NPB, and SPEC2006, the average precision
is 83.97%, 96.83%, and 94.42%, respectively.

The seventh column presents the number of the detected
AbsInt and Conv loops. The eighth column shows the per
cent of AbsInt parallelisable outer loops (i.e., free of depen-
dencies) compared to the baseline. For example, in the
program ‘bt,’ there are sixteen AbsInt loops and twenty-
six Conv. loops, with eight of the sixteen loops parallelis-
able. It is worth noting that the proposed profiling method
succeeded in detecting all parallelisable loops in the Poly-
hedral benchmark. It also recognises 65.36% and 77.82%
of the AbsInt parallelisable loops in the NPB and SPEC
2006 benchmarks. The maximum number of widening oper-
ations required to reach the fixpoint state is shown in the last
column. The maximum number is two, consistent with the
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FIGURE 6. Profiling runtime overhead for the Polyhedral, NPB, and SPEC 2006 benchmarks suites (the Pin overhead is excluded).

TABLE 3. Profiling slowdown compared to the related work.

finding in [42], [43], which states that it has order O(1) to
converge.

C. TIME OVERHEAD
Figure 6 depicts the runtime overhead of the baseline and
proposed profiler compared to the native execution time. The
hybrid proposed profiling approach has a runtime overhead,
on average of 5.7×, 246.2×, and 451.1× for the Polyhedral,
NPB, and SPEC 2006 benchmarks, respectively. Meanwhile,
the baseline suffers from an average runtime overhead of
56.7×, 299.3×, and 507.66×, respectively. On the other
hand, when using the proposed AbsInt only, the runtime over-
head achieves, on average 1.05×, 3.55×, and 14.25× for the
Polyhedral, NPB, and SPEC 2006 benchmarks, respectively.

Table 3 compares the proposed method to previous related
research in terms of execution time overhead, as detailed in
Section III. The hybrid approach’s static part, [33], excludes
the detected dependent memory access instructions in the
annotated polyhedral loops and hence from the dynamic anal-
ysis (i.e., DiscoPoP profiler). For the Polyhedral benchmark,
the suggested method reduces the median runtime by 62.8×
and 21.4×, compared to DiscoPoP and the hybrid approach,
respectively.

The median slowdown for the NAS benchmark is 205× for
Li’s serial approach. They use NPB with a class W problem

size, which is less than the class A problem size we used (we
attain a slowdown of 15.77×, 433.11×, 138.329× for the
min, max, and median, respectively for the same class W ),
which achieve 1.5× speedup in profiling time.
For the SPEC 2006 benchmark, the proposed approach

reduces the median runtime by 6.8× and 1.6× compared to
the serial and parallel SD3 [6] for the same selected programs.
Also, the proposed method achieves a memory reduction of
about 3.5× compared to the serial SD3, (The geometric mean
of the memory consumption of the serial SD3 is 2113MB and
for the proposed method is 594MB).

On the other hand, The median slowdown for the NAS
benchmark is 82.67× and 63.18× for the DiscoPoP and the
hybrid approach, respectively. In comparison, the proposed
approach has a median slowdown of 230.33× because most
of the analysis time is spent in the Conv. loops (i.e., it takes the
baseline slowdown time). We can improve this by replacing
the baseline profiling technique with a lightweight one as a
hybrid method for future work. It is worth mentioning that it
is unknown which class is used to conduct the experiments.
Furthermore, if the hybrid approach fails to exclude statically
dependent instructions in the existing polyhedral loops from
runtime analysis, the technique will attain the performance of
the DiscoPoP profiler, which is a lighter profiler. On the other
hand, our technique will deliver the baseline performance
for such detected Conv. loops in its current version. Another
aspect to consider is that the hybrid technique depends on
the source code’s availability, whereas the proposed approach
operates at the binary level at runtime.

VIII. CONCLUSION
This paper proposes a low runtime and memory overhead
data-dependence profiler based on abstract interpretation to
produce the loop(s) collective semantic in a running binary
code. The profiler method combines the interval, congruent,
and bisector domains to detect the existing memory data
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dependencies. The proposed hybrid profiler achieves an aver-
age runtime overhead up to 5.7×, 246.2×, and 451.1× for the
Polyhedral, NPB, and SPEC 2006 benchmarks, respectively,
from the native execution; which achieve 16.3× average
speedup in time in comparison with related work. The mem-
ory data dependence graph is generated right before the loops
are executed instead of the current profiling system, which
outputs the profiling information after execution. This advan-
tage will enable correct runtime parallelisation/optimisation
for the running binary code’s hot regions (i.e., loops).

Future work will include integrating the proposed pro-
filer with a parallelisation system, providing for end-to-end
automatic parallelisation for binary programs. Another pos-
sibility is to extend loop analysis to conduct more elaborate
abstract interpretation to capture more complex loop carried
dependencies.

APPENDIX A THE INTERVAL DOMAIN
The abstract interval domain [18], DI , is defined as:

DI = {[a, b]}, ∀a, b ∈ Z, a ≤ b. (3)

The abstraction map is defined as:

α(x) = [x, x], x ∈ Z, (4)

α(X ) = [min(X ),max(X )], (5)

where X is a set of integers.
The concretisation map is defined as:

γ ([a, b]) = {n| n ∈ Z, a ≤ n ≤ b}, (6)

γ (>) = Z, (7)

γ (⊥) = ∅. (8)

The abstract operations are defined as follows:
• For union and intersection:

[a, b] ∪ [a′, b′] = [min(a, a′),max(b, b′)], (9)

[a, b] ∩ [a′, b′]

=


[max(a, a′),min(b, b′)],

if max(a, a′) ≤ min(b, b′),
⊥, otherwise.

(10)

• For addition:

[a, b]+ [a′, b′] = [a+ a′, b+ b′]. (11)

• For subtraction:

[a, b]− [a′, b′] = [a− b′, b− a′]. (12)

• For multiplication:

[a, b]× [a′, b′] = [min(aa′, bb′),max(aa′, bb′)].

(13)

• For division:

[a, b]/[a′, b′] = [min(a/b′, b/a′),max(a/b′, b/a′)].

(14)

• For widening:

[a, b]O[a′, b′]

= [cond(a ≤ a′, a,−∞), cond(b ≥ b′, b,∞)].

(15)

APPENDIX B THE CONGRUENCE DOMAIN
The following brief demonstration will use the words greatest
common divisor (gcd) and least common multiple (lcm). The
abstract congruent domain [35], DCG, is define as:

DCG = {aZ+ b}, a ∈ N, b ∈ Z, (16)

where a is the modulo and b is the remainder.
The abstraction map is defined as:

α(x) = 0Z+ x, x ∈ Z, (17)

α(X ) = gcd{|x1 − x2|}Z+min(X ), ∀x1, x2 ∈ X ,

(18)

where X is a set of integers.
The concretisation map is defined as:

γ (aZ+ b) = {an+ b| ∀n ∈ Z}, (19)

γ (>) = Z, (20)

γ (⊥) = φ. (21)

In other words, the set γ (aZ+b) contains all integers that are
congruent to b modulo a.
The abstract operations are defined as follows:

• For union and intersection:

(aZ+ b) ∪ (a′Z+ b′)
= gcd{a, a′, |b− b′|}Z+min{b, b′}, (22)

(aZ+ b) ∩ (a′Z+ b′)

=

{
lcm{a, a′}Z+ b′′, if b ≡ b′ (mod gcd{a, a′}),
⊥, otherwise,

(23)

where b′′ ≡ b (mod a) and b′′ ≡ b′ (mod a′).

• For addition and subtraction:

(aZ+ b)± (a′Z+ b′)
= gcd{a, a′, |b− b′|}Z±min{b, b′}. (24)

• For multiplication:

(aZ+ b)(a′Z+ b′) = gcd{aa′, ab′, a′b}Z+ bb′.
(25)

• For division:

(aZ+ b)/(a′Z+ b′) = Z. (26)
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