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ABSTRACT The performance of a hardware accelerator is often limited by the communication bandwidth
between local on-chip memories and DRAM across on-chip bus. In this paper, a system-level performance
estimation algorithm is newly proposed for evaluating the communication performance of direct memory
access (DMA) controlled accelerators. The proposed algorithm can estimate the communication performance
accurately for both DRAM-limited and bus-limited cases. In detail, the communication performance for
the DRAM-limited case is estimated using dynamic prediction of DRAM command patterns whereas the
communication performance for the bus-limited case is estimated based on the maximum bus burst latency.
Depending on whether the communication bandwidth is limited by the bus protocol overhead or the DRAM
latency, the proposed algorithm estimates the communication bandwidth of a DMA-controlled accelerator
according to the performance bottleneck. It is shown that the proposed algorithm significantly improves the
estimation accuracy when it is applied to CNNs and wireless communications. Also, when the proposed
algorithm together with a full-system simulator is used to explore a design space defined by a set of tile sizes
and bus-related parameters, it speeds up conventional algorithms by more than a factor of 100 by filtering out
a large number of unpromising design points. It is also shown that the proposed algorithm alone can approach
the maximum accelerator performance with a performance degradation of less than 5%. An ablation study
is applied to prove the efficacy of individual steps of the proposed algorithm.

INDEX TERMS CNN accelerator, design space exploration, direct memory access, DRAM, on-chip bus,
system-level performance estimation.

I. INTRODUCTION
THE use of hardware accelerators is crucial to the per-
formance and energy efficiency for a wide variety of
applications. A hardware accelerator often includes local
memories controlled by direct memory access controllers
(DMACs) [1]–[9]. In such a DMA-controlled accelerator,
it is possible to overlap the communication with the com-
putation by using the well-known double buffering [1]–[7].
In this case, the performance of the hardware accelerator
is determined by the maximum between the computation
time and the communication time, as depicted in [1]–[5].
The communication time depends on the communication
bandwidth from/toDRAM through on-chip bus [1]–[4] which
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tends to be severely affected by either the bus protocol
overhead or the DRAM latency [8]–[12].

In general, performance estimation is crucial to opti-
mize hardware accelerators by finding the design with
the best performance under the given hardware constraint.
The computational performance of accelerators is mainly
determined by data scheduling inside the accelerators, e.g.,
application-specific dataflows. On the other hand, the com-
munication bandwidth is determined by diverse parameters
of buses, accelerators and off-chip DRAM. Thus, estimation
of system-level communication performance considering
DRAM latency and bus protocol overhead helps to predict
the accelerator performance accurately, thereby optimize the
accelerator.

There are numbers of prior works on optimization of hard-
ware accelerators with communication performance estima-
tion. The roofline-model based performance estimation [1]
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FIGURE 1. Communication times and bandwidths of design points with
identical communication amounts and the corresponding estimation of
communication-amount based algorithm.

assumes communication bandwidth to be constant, which
cannot evaluate dynamic bandwidth due to DRAM and bus.
For example, Fig. 1 illustrates estimation results of the
roofline-model algorithm for a convolutional neural network
(CNN). Each design point is defined by the tile sizes, and the
tile sizes of the three design points are set such that they lead
to the same communication amount (1962 pixels/weights).
Conventional A, the so-called communication-amount based
performance estimation algorithm proposed in [1] and [12],
assumes that the communication time is simply proportional
to the communication amount. Thus it ends up predicting that
all the three design points lead to the same communication
performance. For example, the estimated communication
time amounts to 1,962 clock cycles or 3,924 clock cycles if
the communication bandwidth is assumed to be 1.0 or 0.5,
respectively. However, according to the experimental results,
the three design points show a significant performance
difference, as shown in Fig. 1. For example, the commu-
nication times of design points A and C are measured to
be 2,275 cycles and 4,161 cycles, respectively, showing a
performance difference of 45.3%. This can be explained by
the fact that the actual communication bandwidth is not static
but dynamic due to either DRAM latency or bus protocol
overhead, as exemplified in Fig. 1. Therefore, it can be
concluded that such a communication-amount based perfor-
mance estimation, which assumes a constant communication
bandwidth, cannot predict the communication performance
accurately.

Some of prior works consider the impact of DRAM com-
mands to estimate DRAM latency accurately by predicting

overhead latencies due to row buffer hit/miss. However, such
static predictions do not capture dynamic nature of DRAM
command patterns, and more importantly, they do not take
into account bus protocol overhead. Several reports consider
bus protocol overhead assuming that a bus can be occupied
by up to a single bus master, but memory accesses of DMACs
can overlap each other in some cases.

In this paper, the proposed system-level performance
estimation algorithm takes into account both DRAM latency
and bus protocol overhead, as well as improved predictions
of them. Moreover, it also helps to speed up design space
exploration when it is combined with the accurate full-
system simulator [13]. Since it is difficult to explore a large
design space of hardware accelerators using such a time time-
consuming simulator, the proposed algorithmmay narrow the
design space down to reduce the simulation time. In addition,
the proposed algorithm alone guarantees good performance
close to the best performance. To verify the effectiveness of
the proposed algorithm, multiple applications and hardware
assumptions are tested.

The remainder of this paper is organized as follows.
Section II reviews some of the related works and summarizes
our contributions. In Section III, the system considered in this
paper is introduced. In Section IV, a proposed system-level
performance estimation algorithm for a DMA-controlled
accelerator is presented. Subsequently, Section V evaluates
the estimation accuracy of the proposed algorithm. In addi-
tion, this section shows that the proposed algorithm helps
to speed up design space exploration. Finally, Section VI
concludes this paper.

II. RELATED WORKS
There have been many studies on the system-level per-
formance estimation of hardware accelerators, considering
the communication performance between local memories
and DRAM [1], [12], [14]–[16]. For example, in [1],
a roofline model is proposed to estimate the performance of
a DMA-controlled accelerator. Most of the studies assume
that the communication time is simply proportional to
the communication amount. Moreover, the communication
bandwidth is assumed to be constant and, more importantly,
static. For example, the revised roofline model in [12]
penalizes the communication performance by empirically
scaling up the communication time. Obviously, such per-
formance estimation algorithms cannot evaluate the realistic
communication bandwidth that tends to be dynamic, e.g., due
to row buffer hit/miss.

Some of the prior works propose to estimate DRAM
latency accurately. In [17], the authors propose to estimate
DRAM latency based on the statistics of different DRAM
access conditions. This helps to capture the impact of DRAM
bank state (e.g., row buffer hit/miss). In [18], the authors
propose to estimate DRAM latency more accurately by
predicting DRAM command patterns. Since the DRAM
command patterns are predicted based on the bus burst
length as well as the page locality, it is possible to take into
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account the impact of bus protocol overhead. However, such
static DRAM latency estimations turn out to make it hard to
capture the dynamic nature of the DRAM command patterns
accurately. For example, most of the DRAM controllers tend
to base the page open on not only the access pattern but
also the specific timing (e.g., page time-out [19]). More
importantly, these approaches do not take into account the
impact of bus protocol overhead on the communication
bandwidth at all.

As far as the estimation of bus protocol overhead is
concerned, several prior works investigate it in order to
optimize the on-chip bus architectures [8]–[10], [12]. For
example, in [8] and [10], a hybrid trace-based performance
estimation algorithm is proposed for bus-based communi-
cation architectures. However, most of the approaches are
based on the assumption that a bus burst always interferes
with another in the on-chip bus. For example, in [8],
the bus conflict due to concurrent bus bursts transforms a
communication analysis graph (CAG). In [12], it is assumed
that the communication bandwidth is equally split among
the concurrent bus bursts. To sum up, the previous works
assume that the presence of a bus burst in an on-chip bus
ends up causing bus interference and increasing the latency
of the concurrent bus bursts. However, this is the case only in
the DRAM-limited case. Otherwise, for example, in the bus-
limited case, the latency of a short bus burst may be hidden
in the latency of a longer bus burst. In this case, multiple
concurrent bus bursts do not interfere with each other in the
on-chip bus (as will be shown later).

In order to find the design with the best performance,
the full-system simulator, e.g., [13] can be used to perform the
design space exploration. Although the full-system simulator
always guarantees the optimum design, it is often not feasible
to explore a large design space of hardware accelerators using
such a time-consuming simulator. In this case, the use of
an exploration method may help to reduce the simulation
time by narrowing down the design space. There have been
many heuristic methods for design space exploration. Among
those, BayesOpt [20] and PABO [21] optimize the design
space exploration based on Bayesian machine learning,
but they focus on energy efficiency and CNN inference
accuracy, not the system-level communication performance.
Guided-DSE [22] proposes a machine learning-based design
space exploration for multi-objective problem and optimizes
a multi-core processor in terms of latency, throughput,
and energy. However, the machine learning-based method
cannot be applied to the optimization of communication
performance (considered in our work) since it is restricted
to the cost function for which a closed-form expression
is available. CPP-AutoAccel [23] provides an accelerator
design template to substantially reduce the design space.
Although the pruning strategies used by this heuristic method
mainly focus on the optimization of high-level-synthesis
implementation, the Saddleback search can be applied to
speed up the design space exploration considered in our
work. dMazeRunner [24] filters out a number of unpromising

design points by employing several pruning heuristics, some
of which are applicable to the design space exploration
considered in our study. For instance, it is possible to filter
out those requiring non-contiguous memory accesses or low
resource utilization. However, they simply focus on the
efficient pruning/search strategy itself without taking into
account the performance impact of DRAM latency and bus
protocol overhead.

In this paper, a new performance estimation algorithm
is proposed to predict the system-level communication
performance of DMA-controlled hardware accelerators. The
main contributions in this paper are summarized as follows:
• We newly propose to estimate the communication
performance for the DRAM-limited case based on
dynamic prediction of the DRAM command patterns,
which makes it possible to capture the dynamic nature
of the DRAM command patterns accurately, as opposed
to the static prediction proposed in [18]. This step
is detailed in Section IV (Step 1) and the relevant
estimation accuracy improvement is clearly verified in
the ablation study given in Section V.

• We newly propose to estimate the communication
performance for the bus-limited case by the maximum
bus burst latency, as opposed to the sum bus burst latency
proposed in [12]. This is based on the observation that,
in the bus-limited case, multiple concurrent bus bursts
do not interfere with each other in the on-chip bus and
that the latency of a short bus burst tends to be hidden in
the latency of a longer bus burst. This step is detailed in
Section IV (Step 3) and the relevant estimation accuracy
improvement is also verified in the ablation study given
in Section V.

To the best of our knowledge, the previous approaches
estimate the system-level communication performance when
the communication bandwidth is limited by either the DRAM
latency or the bus protocol overhead, but not both. This
motivated us to propose a new performance estimation
algorithm that can estimate the system-level communication
performance accurately for both DRAM-limited and bus-
limited cases. This is one of the reasons that we had a
difficulty in finding the conventional algorithms for an apple-
to-apple comparison with the proposed one. Thus we had
to assume that, other than the step for which each of the
conventional algorithms, e.g., [1], [12], and [18], the other
steps are assumed to be identical to those of the proposed one,
as discussed later in Table 3.

III. SYSTEM UNDER CONSIDERATION
Fig. 2(a) shows the system assumed in this paper. The
hardware accelerator is assumed to be equipped with
multiple DMACs [1]–[3], [12], [14]–[16]. As a reusable
IP block, the accelerator is assumed to be connected to
the on-chip bus through the standardized AMBA AXI
interface which includes five AXI channels, e.g., AR, R,
AW, W and B [25]. Under the control of the processor
core, DMACs are responsible for transferring data between
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FIGURE 2. DMA-controlled accelerator. (a) Accelerator connected to
DRAM through on-chip bus. (b) Computation and communication in a
processing duration.

local memories and DRAM through the on-chip bus as bus
masters [1], [2], [12], [14]–[16].

Fig. 2(b) illustrates the computation and communication
of a DMA-controlled accelerator. The communication starts
by loading the local memories with the input data of a
predefined tile size from DRAM through DMACs. Sub-
sequently, the processing element (PE) array takes them,
and, after the computation, return the results back to the
local memories. Upon completion of the computation over
a predefined tile size, the resulting output data are stored into
DRAM through DMACs. This procedure is executed in a
pipelined manner, as shown in the figure. The use of double
buffering makes it possible to overlap the communication
with the computation. It is also shown in the figure that the
processing duration of the accelerator is determined by the
maximum between the communication time (i.e., the time
required for load/store operations) and the computation
time (i.e., the time required for PE computations) [1]–[5],
[26]–[29]. If the communication time is longer than the
computation time (as assumed in the figure), it is referred
to as communication-limited. In the communication-limited
case, the performance of a DMA-controlled accelerator tends
to be determined by the communication bandwidth, which
is in turn determined by DRAM latency and bus protocol
overhead.

It is assumed that the whole computation-intensive task
(e.g., the convolutional layer in the case of CNN) is offloaded
onto the accelerator and that the processor core is responsible
for synchronizing each of the DMACs, as assumed in many
other studies, e.g., [30]–[32]. More specifically, the processor

can start and stop the DMAC execution appropriately
by reading from or writing to the control registers of
the accelerator, for example, through the AMBA AXI
interface. This may result in some control overhead since
the processor core cannot always respond immediately, e.g.,
because of bus protocol overhead between the processor core
and the accelerator. Moreover, the communication amount
depends on the tile size and thus it generally varies across
DMACs. Therefore, the DMACs may not complete their
communication task at the same time in a processing duration.
Depending on the set of active DMACs, it is possible to
partition a processing duration into multiple intervals, each
of which is referred to as a DMA interval. For instance,
a processing duration is partitioned into five DMA intervals
in Fig. 2(b) assuming the initiation order of DMAC 2, DMAC
0 and DMAC 1: a single DMAC (DMAC 2) runs in the
DMA interval 0, two DMACs (DMAC 0 and DMAC 2) run
in the DMA interval 1, a single DMAC (DMAC 0) runs
in the DMA interval 2 and so on. Note that the duration
of a DMA interval is determined by either the DMA set
time (i.e., when a DMAC is initiated running) or the DMA
transfer time (i.e., when it completes the communication
task). For example, the duration of the DMA interval 0 is
determined by the DMA set time of DMAC 0, whereas
that of the DMA interval 1 is by the DMA transfer time
of DMAC 2. According to the measurements on Xilinx
ZYNQ [33], the DMA set times are mostly negligible,
compared with a processing duration, e.g., a few tens to a
few hundreds of clock cycles. In addition, the DMA transfer
time is determined by the communication bandwidth of the
corresponding DMA interval. Thus it can be concluded that,
given the DMA set time, the duration of a DMA interval
is determined by the communication bandwidth of the
activated DMACs.

IV. PERFORMANCE ESTIMATION ALGORITHM
Fig. 3 represents the overview of the proposed system-level
performance estimation algorithm for a DMA-controlled
accelerator. First, it predicts DRAM command patterns
(Step 1). The communication time of an accelerator is then
calculated by taking into consideration the DRAM latency
as well as the bus protocol overhead (Step 2). Subse-
quently, the proposed algorithm estimates the communication
bandwidth of the current DMA interval (Step 3). Then,
the duration of the DMA interval is calculated (Step 4) and
the remaining communication amount of DMACs is updated
(Step 5). If there are still data to communicate between
accelerator and DRAM, the proposed algorithm returns to
Step 3. Such per-DMA interval performance estimation
is based on the schedule-aware performance estimation
proposed in [34]. Otherwise, it calculates the total duration
by summing the DMA interval durations (Step 6).

A. PREDICTION OF DRAM COMMAND PATTERNS
The first step in estimating the communication performance
of a DMA-controlled accelerator is to predict DRAM
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FIGURE 3. Proposed performance estimation algorithm.

command patterns (Step 1). A DRAM command pattern is
defined as a set of DRAM commands executed per page
open and it consists of a single activate command, a few read
or write commands and a single precharge command [35].
Therefore, a DRAM command pattern is determined by the
number of read or write commands per page open, which is
in turn determined by the communication amount per page
open.

DRAM command patterns tend to be dependent on the tile
sizes of a processing duration. Assuming the conventional
row-major ordered DRAM data layout and access pattern,
Fig. 4 illustrates the impact of tile sizes on DRAM command
patterns. In Fig. 4(a), the tile sizes for height, width and
depth are assumed to be three, four and three, respectively.
In this case, the communication data of a processing duration
is spread across three different DRAM pages and a single
DRAM page contains three contiguous datasets. If the three
contiguous datasets are small enough, it is possible to access
all of them with a single page open and thus the whole
communication task leads to three page opens. Besides,
if each of the contiguous datasets is not small enough, for
example, too large to be conveyed by a set of outstanding
bus bursts, the communication data may result in more than
three page opens (e.g., because of page time-out) On the
other hand, when the tile sizes for height, width and depth
are assumed to be three, six and two, the same amount
of communication data is spread across two DRAM pages
and each DRAM page contains a single contiguous dataset,
as shown in Fig. 4(b). Therefore, if each contiguous dataset
can be conveyed by a single set of outstanding bus bursts,
the whole communication task can be done by two page
opens. For simplicity, a single contiguous dataset is assumed
for each DRAM page in the remainder of this section. Here it
can be concluded that the tile sizes have a significant impact
on the communication performance through the DRAM
command patterns as well as the communication amount of a
processing duration.

FIGURE 4. Impact of tile sizes on DRAM command patterns. The tile sizes
for height, width and depth are assumed to be (a) three, four and three,
respectively, and (b) three, six and two, respectively.

In [18], the communication amount per page open is
expressed as

Lopen = min(Lc,Lo,Ld ) (1)

where Lc, Lo and Ld represent the size of a contiguous dataset,
the size of an outstanding bus burst set and the maximum
number of DRAM bursts per page open, respectively.
A contiguous dataset is located in a single DRAMpage, and it
can be contiguously addressed. An outstanding bus burst set
is based on a number of outstanding bus transactions specified
in the AXI protocol [25]. The maximum number of DRAM
bursts per page open is specified by some DRAM controllers
and it is assumed to be five, in other words, Ld = 40 for
a DRAM burst length of 8 (i.e., LDRAM = 8), according
to the so-called 4-time close policy [36], [37] throughout
this paper. According to (1), a DRAM page is newly opened
by a contiguous dataset, an outstanding bus burst set or a
maximum DRAM burst set. For example, two consecutive
outstanding bus bursts are widely spaced in time owing to
the bus protocol overhead. Therefore, once a DRAM page
is opened by an outstanding bus burst set, it may eventually
end up being closed before the next outstanding bus burst
set arrives. Given the communication amount per page open,
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the DRAM command pattern is determined by the number of
read or write commands per page open given as

NRW = dLopen/LDRAMe (2)

where LDRAM represents the DRAM burst length.
However, in reality, the communication amount per page

open tends to vary with time and thus the corresponding
DRAM command pattern may differ across page opens. This
implies that the static prediction in [18] according to (1)
may fail to predict DRAM access patterns accurately. This
motivates us to propose a new dynamic prediction of DRAM
command patterns that keeps track of time-varying DRAM
command patterns.

Fig. 5 compares the proposed dynamic prediction with the
conventional static prediction in [18], assuming themaximum
number of outstanding bus bursts of 2 and the maximum
bus burst length of 16 or 32. It is shown in Fig. 5(a) that,
assuming Lc = 90 and Lo = 32, the communication
amount per page open varies with time, more specifically,
with Lopen0 = Lopen1 = 32 and Lopen2 = 26. Here
note that a contiguous dataset consists of three outstanding
bus burst sets and the third outstanding bus burst set
includes a partial bus burst, i.e., with a bus burst length
of 10 (less than 16). In this case, both the proposed and
conventional techniques predict the corresponding DRAM
command patterns (NRW0 = NRW1 = NRW2 = 4) accurately.
On the other hand, as shown in Fig. 5(b), assuming that
Lc = 45 and Lo = 32, the communication amount per
page open is given as Lopen0 = 32 and Lopen1 = 13
and thus the corresponding DRAM command patterns are
given as NRW0 = 4 and NRW1 = 2. Note that the second
outstanding bus burst contains a single partial bus burst,
i.e., with a bus burst length of 13 since it cannot be spread
across two contiguous datasets. As shown in Fig. 5(b), while
the proposed technique predicts the time-varying DRAM
command patterns correctly, the conventional technique
in [18] ends up predicting them incorrectly as Lopen = 32
and NRW = 4. Similarly, as shown in Fig. 5(c), assuming
that Lc = 75 and Lo = 64, the proposed technique predicts
the DRAM command patterns as NRW0 = 5, NRW1 = 3,
and NRW2 = 2, whereas the conventional technique predicts
them as NRW = 5 (Lopen = 40). It can be easily understood
that the first, second and third DRAM command patterns are
determined by the maximum number of DRAM bursts per
page open (Ld ), (the remainder of) the outstanding bus burst
set (Lo − Ld ), and (the remainder of) the contiguous dataset
(Lc − Lo), respectively. To sum up, the proposed dynamic
prediction can follow the time-varying DRAM command
patterns correctly, as opposed to the conventional static
prediction.

Fig. 6 presents a pseudo code for the proposed dynamic
prediction of DRAM command patterns within a contiguous
dataset, assuming that Lc>Lo>Ld (as in Fig. 5(c)). For each
of the full outstanding bus burst sets within the contiguous
dataset (Lc), the communication amount per page open is
calculated by taking into account the maximum number of

FIGURE 5. Proposed dynamic prediction of DRAM command patterns with
the size of a contiguous dataset of (a) 90 (b) 45 and (c) 75, respectively.

DRAM bursts per page open (Ld)(lines 3–10). Specifically,
the number of page opens is given by floor(Lo/Ld) or
floor(Lo/Ld) + 1, depending on whether Lo is divisible by
Ld. If Lo is divisible by Ld, the communication amount per
page open is given by Ld (line 4). If Lo is not divisible by
Ld, the communication amount per page for the last page
open is given by the remainder of Lo/Ld (line 8). In the
example of Fig. 5(c), the first outstanding bus burst set
leads to two page opens. In more detail, the communication
amount per page open (for the first and second page opens)
is calculated as Lopen0 = 40 (NRW0 = 5) and Lopen1 = 24
(NRW1 = 3). The second outstanding bus burst set contains
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FIGURE 6. Pseudo code for the proposed dynamic prediction of DRAM
command patterns (Step 1).

a partial bus burst (since it cannot be spread across two
contiguous datasets, as mentioned earlier). For the residual
part of the contiguous dataset, the communication amount
is calculated in the same way as before (lines 12–18). For
example, in Fig. 5(c), the communication amount per page
open (for the third page open) is calculated as Lopen2 = 11
(NRW2 = 2).

B. CALCULATION OF COMMUNICATION TIME
Since the accelerator performance is limited by either DRAM
latency or bus protocol overhead, the communication time
should be calculated for both the DRAM-limited and bus-
limited cases. Step 2 calculates the communication time
based on several DRAM/bus timing parameters. Assuming
the maximum number of outstanding bus bursts of 2 and the
maximum bus burst length of 16, Fig. 7 exemplifies how to
calculate the communication time in the case of read trans-
action. First, in the DRAM-limited case, the communication
time is given by the duration of a DRAM command pattern
as

TDlim = Tact + NRW · Trd + Tpre (3)

where Tact , Trd and Tpre represent the DRAM command
delays for activate, read, and precharge, respectively. In other
words, the communication time defines how long a DRAM
command pattern occupies the DRAM bank. On the other
hand, in the bus-limited case, the communication time is
given by the latency of an outstanding bus burst set and it
is expressed as

TBlim = Tfw + TD + Tbw (4)

where Tfw is the latency for an incoming bus request, TD is
the DRAM latency for a bus burst, and Tbw is the latency
for an outgoing outstanding bus burst set. The latency for
an incoming bus request consists of the bus latency (Tb) and
the incoming DRAM latency (TD,fw), as shown in Fig 5. The
latency for an outgoing outstanding bus burst set consists
of the outgoing DRAM latency (TD,bw), the duration of a

bus burst (Tbb), and the outstanding transaction latency (Tot ),
as described in the figure.

In the case of write transactions, the communication time
is calculated in a similar manner. The only difference is that
the write recovery latency should be added to the duration of
a DRAM command pattern.

C. ESTIMATION OF DMA INTERVAL COMMUNICATION
BANDWIDTH
After the communication time is calculated for both the
DRAM-limited and bus-limited cases, Step 3 determines
whether it is DRAM-limited or bus-limited, and accordingly
estimates the communication bandwidth of the current DMA
interval. More specifically, in the presence of multiple
DMACs, the total communication time is calculated for both
the DRAM-limited and bus-limited cases. In the DRAM-
limited case, the total communication time is obtained by
summing the durations of DRAM command patterns for
all the active DMACs since DRAM command patterns in
a DRAM bank cannot overlap each other. In other words,
the total communication time for the DRAM-limited case is
given as

TDlim_all =
∑
dmac

TDlim (5)

On the other hand, in the bus-limited case, given the
latencies of the outstanding bus burst sets for all the active
DMACs, the total communication time is given by the longest
latency. In other words, the total communication time for the
bus-limited case is given as

TBlim_all = max
dmac

((TBlim)) (6)

This can be explained by the fact that the concurrent
outstanding bus burst sets do not interfere with each
other (unless they overlap on the same AXI channel, e.g.,
the R channel). This is the major difference from the
conventional techniques that obtains the total communication
time by summing all the latencies [8], [12]. Given the total
communication times for both the DRAM-limited and bus-
limited cases, the overall communication time of the current
DMA interval is given by the longer communication time as

Tall =

{
TDlim_all, if TDlim_all > TBlim_all
TBlim_all, otherwise

(7)

Here the DRAM latency is the performance bottleneck if
the total communication time for the DRAM-limited case is
larger than that for the bus-limited case (and vice versa).

Fig. 8 illustrates how the proposed bottleneck-aware
estimation determines the overall communication time in the
presence of a single active DMAC. The waveform views
were generated by the visualization tool provided by the
full-system simulator in [13]. For simplicity, we focus on only
the read transactions. Fig. 8(a) shows the DRAM-limited case
with TDlim = 30 and TBlim = 29. The figure shows that,
in this case, the DRAM bank is fully occupied by the DRAM
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FIGURE 7. Calculation of communication time for DRAM-limited and bus-limited cases (read transactions).

FIGURE 8. Overall communication time in the case of a single active
DMAC in (a) the DRAM-limited case and (b) the bus-limited case.

command patterns and thus is kept busy all the time. Besides,
Fig. 8(b) shows the bus-limited case with TDlim = 34 and
TBlim = 75. In this case, the bus protocol overhead is the
performance bottleneck, and the DRAM bank is not fully
occupied (i.e., being idle sometimes), as can be found out in
the figure.

In addition, Fig. 9 illustrates the overall communica-
tion time in the presence of two active DMACs. Again,
we focus on only the read transactions. Fig. 9(a) shows
the DRAM-limited case with TDlim0 = 26, TDlim1 = 22,
TBlim0 = 43 and TBlim1 = 41. In this case, the DRAM
bank is fully occupied by the DRAM command patterns,
as shown in the figure. The figure also clearly shows that
the outstanding bus burst set for DMAC 0 does not interfere
with that for DMAC 1. In other words, the latency of
the outstanding bus burst set for DMAC 1 can be hidden
completely. Thus, the total communication time for the
bus-limited case is determined by the longest latency, i.e., the
latency of the outstanding bus burst set for DMAC0 according
to (6) (instead of the summation of the latencies of all the
outstanding bus burst sets). Consequently, it follows that
the conventional technique in [12] ends up being mistaken

FIGURE 9. Overall communication time in the case of two active DMACs
in (a) the DRAM-limited case and (b) the bus-limited case.

about the performance bottleneck, i.e., bus protocol overhead
instead of DRAM latency and under-estimating the overall
communication time according to (7). On the other hand,
in the bus-limited case with TDlim0 = 34, TDlim1 = 26,
TBlim0 = 80 and TBlim1 = 53, the accelerator is limited by
bus protocol overhead, thereby failing to occupy the DRAM
bank all the time, as shown in Fig. 9(b). Again, the total
communication time for the bus-limited case is determined
by the latency of the longest outstanding bus burst set.

Fig. 10 illustrates a pseudo code for the proposed
bottleneck-aware estimation of communication bandwidth.
The communication times for the DRAM-limited case and
the bus-limited case for each DMAC are given in the vector
format and denoted by T_Dlim_v and T_Blim_v, respectively.
The calculation of the communication time for the active
DMACs is based on (5) and (6), depending on the vector
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FIGURE 10. Pseudo code for the proposed bottleneck-aware estimation
of communication bandwidth (Step 3).

TABLE 1. Details of simulation conditions.

of flags (flag_adma_v) indicating whether each DMAC
is active (lines 1–2). These two communication times are
compared to decide whether the DMA interval is in the
DRAM-limited case or the bus-limited case (line 3). After
determining the overall communication time (lines 4–6),
the vector of the data access size per DRAMcommand pattern
for each DMAC (Lopen_v) is divided by the communication
time (T_all) to obtain the communication bandwidth of
the current DMA interval for each DMAC (BW_interval)
(line 7).

V. EXPERIMENTAL RESULTS
In this section, the proposed system-level performance
estimation algorithm is verified against the full-system
simulator in [13] where a DMA-controlled accelerator is
connected to a DRAM subsystem through an AXI-compliant
on-chip bus. As detailed in [13], the full-system simulator
was validated against the Xilinx implementations. Moreover,
the DRAM subsystem is based on DRAMSim2, an open-
source DRAM simulator [36]. Therefore, most of the
DRAM-related parameters are set according to DRAMSim2.
For example, the DRAM controller scheduling is assumed to
be the so-called first-ready, first-come-first-serve (FR FCFS)
with the open page mode plus the 4-time close [36], [37].
In addition, the maximum number of outstanding bus bursts
is assumed to two or four with the burst length of 16 or 32.
Moreover, it is assumed that the hardware accelerator and
the on-chip bus operate at the same clock frequency as the
off-chip DRAM. It is also assumed that the communication
data are located in a single DRAM bank. Detailed simulation
conditions are referred to Table 1. In addition, the timing
parameters used to estimate the communication performance

TABLE 2. Timing parameters assumed in performance estimation
algorithms.

TABLE 3. Definition of the performance estimation algorithms
considered in this paper.

TABLE 4. Design space defined by tile sizes, bus burst length and the
number of outstanding bus bursts.

are based on the Xilinx ZC706 evaluation board [33] and
summarized in Table 2.

A. PERFORMANCE ESTIMATION ACCURACY
For the purpose of comparison, a couple of conventional
performance estimation algorithms are considered in this
section. As summarized in Table 3, other than the step
for which each of the conventional algorithms is specified,
the other steps are assumed to be identical to those of the
proposed algorithm (Proposed). Obviously, this assumption
makes the comparison more favorable to the conventional
algorithms, but it helps to serve as an ablation study. For
example, in the case of Conventional B, Step 1 assumes the
use of the conventional algorithm [18], and all the other steps
including Step 2 and Step 3 are exactly the same as those
of the proposed algorithm (although none of these steps is
proposed in [18]).

Since the proposed system-level performance estimation
algorithm is generally applicable to a DMA-controlled accel-
erator of any application, the proposed algorithm is applied
to many different applications, i.e., CNNs (5 convolutional
layers of AlexNet and 32 convolutional layers of ResNet-
34) and wireless communications (LDPC MIMO-OFDM).
In the case of convolutional layers, the loop tiling is applied
to reduce the access to the off-chip DRAM, and the design
space in Table 4 is applied to each of the convolutional
layers of AlexNet [38] and ResNet-34 [39]. According to
the experimental results, the proposed algorithm improves the
estimation accuracy significantly. For example, Fig. 11 shows
that, assuming ResNet-34, the estimation error of the
proposed algorithm is reduced to 2.4% whereas that of
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FIGURE 11. Comparison of performance estimation algorithms for
different applications in terms of the estimation errors (compared with
full system simulations).

Conventional A is as high as 72.0%. In the case of wireless
communications, the tile sizes are replaced by the modulation
and coding schemes (MCS) as the design parameters of the
design space. Again, the experimental results in Fig. 11 show
that the proposed algorithm outperforms the conventional
ones in terms of estimation accuracy. For example, in the case
of MIMO (wireless communications), the estimation error
of the proposed algorithm amounts to 3.3%, while that of
Conventional C does to 43.5%.

Note that each of the conventional algorithms suffers from
poor estimation accuracy in some of the aforementioned
applications. Specifically, Fig. 11 shows that Conventional
A experiences a prohibitively large estimation error in
the case of CNNs such as AlexNet and ResNet-34 since
such a communication-amount based estimation fails to
capture the dynamically-varying communication bandwidth.
On the other hand, in the cases of wireless communications,
Conventional B suffers from a large estimation error since the
static prediction in Step 1 leads to a particularly erroneous
prediction of DRAM command patterns. Moreover, Con-
ventional C also tends to show particularly poor estimation
accuracy in the case of wireless communications, mainly
because of the use of sum latency (instead of maximum
latency) in Step 3. In contrast, as clearly seen in Fig. 11,
the proposed algorithm achieves reasonably good estimation
accuracy, regardless of the application. In detail, the proposed
algorithm guarantees the average estimation error of no more
than 6.7% for all the benchmark applications.

In addition, the estimation accuracy of the performance
estimation algorithms is also evaluated with respect to
accelerator frequency (kernel frequency). The accelerator
frequency varies from 500 MHz to 900 MHz, the system
bus frequency is set to be equal to the accelerator frequency.
and the DRAM subsystem frequency is fixed at 500 MHz.
The experimental results (Fig. 12) show that the estimation
error tends to increase with the accelerator frequency,
in particular, in the case of Conventional A. One of the
reasons for this trend is that a larger number of design
points become communication-limited due to the reduction
of computation time. However, there exist a couple of
exceptions to this trend. For example, Conventional A

FIGURE 12. Comparison of performance estimation algorithms of the
third convolutional layer in AlexNet with different accelerator
frequencies.

suffers from a prohibitively large estimation error with
the accelerator frequency of 500 MHz since the constant
communication bandwidth assumed in Conventional A is
greatly different from the actual communication bandwidth
in 500-MHz frequency. Here note that the proposed algo-
rithm outperforms the conventional algorithms in terms of
estimation accuracy, regardless of the accelerator frequency.
In fact, the proposed algorithm can achieve the estimation
error of no more than 6% throughout the frequency range
from 500 MHz to 900 MHz.

B. ESTIMATION AND SIMULATION SPEED
Regarding the speed of design space exploration, each design
point (e.g., one combination of design parameters in Table 4)
takes 0.5–8.2 seconds for the full-system simulator in [13] to
evaluate while it takes 56–213 microseconds for the proposed
performance estimation algorithm to evaluate. Therefore,
assuming the design space consisting of 36,160 design
points (Table 4), it takes the full-system simulator about
5–82 hours to explore the design space, but the proposed
algorithm can complete the design space exploration within
2.0–7.7 seconds, i.e., providing the speedup of about
9,000–38,000.

C. DESIGN SPACE EXPLORATION
The full-system simulation tends to be accurate but time-
consumingwhile the performance estimation algorithm is fast
enough to explore the whole design space. Thus, it is possible
to speed up the design space exploration by narrowing
down the design space by using the performance estimation
algorithm prior to the full-system simulations. Note that the
third convolutional layer of AlexNet is chosen since the
corresponding design space is sufficiently large thanks to a
large number of input/output channels (256 input channels
and 384 output channels) as well as the properly-sized feature
maps and filters (13 × 13 feature map and 3 × 3 filter).
The loop tiling is parameterized by a predefined set of
tile sizes, and, as pointed out in [1]–[3], [12], [14]–[16],
the performance of a hardware accelerator is heavily
dependent on the tile sizes. In particular, in the case of DMA-
controlled accelerators, the communication performance is
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greatly influenced by the tile sizes through DRAM command
patterns as well as the communication amount of DMACs,
as depicted in Section IV-A. For the reason, we chose
a set of tile sizes as the design space in this section,
as shown in Table 4. Design space exploration is performed
by parameterizing the tile sizes, i.e., the input and output
channels, the output feature map and the batch size for
the convolutional layer. The objective of design space
exploration is to maximize the performance under a given
hardware constraint. In detail, a set of tile sizes under
a local memory constraint is optimized to maximize the
accelerator performance. The tile sizes for input channel (TC)
and output channel (TM) are constrained to the maximum
number of MAC units. The design space consists of a total
of 36,160 design points.

In this experiment, a pre-defined number of unpromising
design points are filtered out by the performance estimation
algorithm and then only the remaining design points of the
design space are evaluated by full-system simulations. For
example, in the case of top-30 filtering, only the top-30 design
points are chosen based on the performance estimation results
and then they are evaluated by full-system simulations for
the purpose of finding the best design point in the filtered
design space (i.e., among the top-30 design points). This
helps to speed up the design space exploration, for example,
by a factor of 10 if the original design space consists
of 300 design points. Note that the filtered design space may
not include the optimum design point, and thus, the best
design point in the filtered design space is not necessarily
the same as the optimum design point in the original design
space. In this case, there may exist a significant performance
difference between the two design points, which can be
seen as the performance degradation of the corresponding
design space exploration. For example, assuming the local
memory constraint of 31.6 KB, in the case of top-1%filtering,
Conventional A filters out the 2,845 unpromising design
points (99%) and chooses the top-28 design points (1%)
out of a total of 2,873 design point, as shown in Fig. 13.
Subsequently, full-system simulations are used to find the
best design point out of the top-28 design points, ending
up with the non-optimum design point (marked as ‘‘A’’
in the figure), which leads to a performance degradation
of 12.6%, i.e., compared with the optimum performance
of 85 MACs/cycle. In contrast, the proposed algorithm
experiences almost no performance degradation, even in the
case of top-1 filtering, as shown in Fig. 13.

In order to approach the maximum performance more
closely, the aforementioned performance estimation algo-
rithms are combined with the full-system simulator in [13].
Recall that full-system simulation is accurate but time-
consuming (i.e., 0.5–8.2 seconds per design point), while
the performance estimation algorithm is fast enough to
explore the whole design space (i.e., 56–213 microseconds
per design point). Thus, it is possible to narrow the design
space down prior to the full-system simulations by using
the performance estimation algorithm to speed up design

FIGURE 13. Comparison of the performance of top-30 design points
chosen by the performance estimation algorithms and the full-system
simulator for a given local memory constraint.

FIGURE 14. Performance degradation of design space exploration based
on the performance estimation algorithms with respect to the bus burst
length and the maximum number of outstanding bus bursts.

space exploration. For example, it is shown in the previous
example of Fig. 13 that the proposed algorithm can achieve
the maximum performance even when top-1 filtering (i.e.,
choosing only the optimum design point) is used instead of
top-30 filtering. Therefore, the proposed algorithm speeds up
Conventional A bymore than a factor of 30. Fig. 14 compares
the performance degradation of the performance estimation
algorithms, which is maximized over the local memory
constraint of 8 KB to 80 KB. It is shown that the proposed
algorithm helps to speed up the design space exploration
by filtering out more unpromising design points without
increasing the performance degradation. For example, in the
case of a bus burst length of 16 and up to 2 outstanding bus
bursts, the proposed performance estimation algorithm (even
with top-1 filtering) outperforms Conventional A with top-
5% filtering. (Note that the performance degradation of the
proposed algorithm (2.5%) is not visible in Fig. 13 since
it is maximized with the local memory constraint of
27.2 KB (rather than with the local memory of 31.6 Kbytes
in Fig. 13). Since the proposed algorithm and Conventional
A chooses top-1 design point and top-195 design points
(5%), respectively, for full-system simulations, it can be
said that the proposed algorithm speeds up the design
space exploration by more than 195× over Conventional A.
In addition, it should also be pointed out that, regardless of the
bus burst length and the maximum number of outstanding bus
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bursts, the proposed algorithm with top-1 filtering, i.e., the
proposed algorithm alone shows a performance degradation
of less than 5%. This implies that, despite the estimation
error shown in Fig. 11, the design point chosen by the
proposed algorithm can approach the maximum performance
within 5%, thereby justifying the proposed algorithm as an
attractive alternative to the full-system simulator.

As pointed out earlier, the comparison among different
performance estimation algorithms serves the purpose of the
relevant ablation study. First, the performance degradation
of Conventional A (compared to the proposed algorithm)
implies that the communication bandwidth of a DMA-
controlled accelerator tends to be so dynamic that it cannot
be captured by the communication amount alone. In fact,
Conventional A becomes more erroneous with a smaller bus
burst length and a smaller number of bus bursts, i.e., when
the accelerator is more limited by DRAM latency. Second,
the performance degradation of Conventional B justifies the
need for dynamic prediction of DRAM command patterns in
Step 1 of the proposed algorithm. As shown in the figure,
Conventional B experiences more estimation error in the
case of a larger bus burst length and a larger number of
bus bursts. In this case, most DRAM command patterns
are determined by the maximum number of DRAM bursts
per page open, and the conventional technique in [18] may
predict them incorrectly, as depicted in Section IV-A. Third,
the performance degradation of Conventional C quantifies
the estimation accuracy of Step 3 of the proposed algorithm.
Specifically, it is implied that the concurrent outstanding
bus burst sets do not interfere with each other on the on-
chip bus most of the time. Thus, it is not surprising at all
to see that the conventional technique in [12] suffers from
worse estimation accuracy in the bus-limited case, i.e., in the
case of a larger bus burst length and a larger number of bus
bursts. Lastly, in the case of the proposed algorithm without
Step 3, the performance bottleneck (i.e., whether limited by
DRAM latency or bus protocol overhead) is determined based
on the number of active DMACs (instead of the proposed
bottleneck-aware estimation). In detail, it assumes that the
accelerator is always limited by bus protocol overhead if there
exists only a single active DMAC. In fact, this is often the case
with a small bus burst length and a small number of bus bursts.
However, as pointed out in Section IV-C, the accelerator with
a single active DMACmay also be limited by DRAM latency,
particularly, in the case of a large bus burst length and a large
number of bus bursts.

D. COMPARISON WITH OTHER EXPLORATION METHODS
As mentioned in Section II, there have been many explo-
ration methods for design space exploration. Among them,
the Saddleback search adopted in CPP-AutoAccel [23] can be
applied to speed up the design space exploration considered
in our work. However, the experimental results show that
Saddleback search cannot narrow down the design space as
efficiently as the proposed performance estimation algorithm.
For example, it turns out that, for a certain local memory

FIGURE 15. Performance degradation of design space exploration based
on the proposed algorithm and heuristic exploration methods.

constraint, the Saddleback search needs to search almost 50%
of the design space until it can reach the optimum design
point. dMazeRunner [24] employs several pruning heuristics,
some of which are applicable to the design space exploration
considered in this paper. In detail, the heuristics filter out
design points requiring non-contiguous memory accesses or
low local memory utilization. The experimental results show
that some of the pruning heuristics provides the design space
explorationwith non-negligible speedupwhen used to narrow
down the design space prior to the full-system simulations.
More specifically, we applied three pruning heuristics to
the design space exploration considered in our work: the
pruning of those requiring non-contiguous memory accesses
(Heuristic A), the pruning of those requiring low memory
utilization (Heuristic B), and the combination of these two
pruning heuristics (Heuristic C). As shown in Fig. 15,
the proposed performance estimation algorithm outperforms
the three pruning heuristics. For example, in the case of a
bus burst length of 16 and up to 4 outstanding bus bursts,
the performance degradation of the proposed algorithm with
top-1 filtering is smaller than that of any pruning heuristics
with top-10% filtering (corresponding to choosing 390 best
design points). This implies that the proposed algorithm can
speed up the design space exploration by a factor of more
than 390, compared to the pruning heuristics. Moreover,
the figure shows that the pruning heuristics suffer from more
performance degradation than the conventional algorithms,
Conventional A, Conventional B, and Conventional C. This
can be explained by the fact that most of the heuristic methods
simply focus on the efficient pruning/search strategy itself
without considering the impact of DRAM latency and bus
protocol overhead, as opposed to the performance estimation
algorithms considered in our work.

E. DISCUSSION ON MULTI-CORE SYSTEM
In the system assumed in this paper, a single processor core
is responsible for synchronizing the DMACs of a hardware
accelerator, i.e., starting and stopping the DMA execution
appropriately. Thus it is possible to initialize and check
only a single DMAC at a time. For example, in Fig. 2(b),
a single CPU initializes the three DMACs in the order of
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DMAC 2 (DMA interval 0), DMAC 0 (DMA interval 1) and
DMAC 1 (DMA interval 3). It is clearly shown that the
processing duration is affected by the DMA set times as well
as the DMA transfer times. For the reason, the proposed
performance estimation algorithm (Step 4) takes into account
the processor control overhead such as DMA set times.
Although a single accelerator with a single processor core
is assumed throughout this paper, the proposed performance
estimation algorithm is in principle scalable for multiple
processor cores and multiple accelerators. In other words,
it is generally applicable to a single accelerator with multiple
processor cores, multiple accelerators with a single processor
core, and multiple accelerators with multiple processor cores.

The presence of multiple processor cores simply helps to
reduce the processor control overhead. For example, if each
DMAC has a dedicated processor core, it is possible to
reduce the processor core overhead such as DMA set times
and improve the communication performance. Although the
processor control overhead is often too small to influence the
communication performance, for example, when measured
on Xilinx ZYNQ [33], it is quite straightforward to take into
account the resulting processor core overhead in the proposed
performance estimation algorithm (Step 4).

On the other hand, the presence of multiple accelerators
leads to a larger number of bus masters competing for
hardware resources (e.g., on-chip bus and DRAM) since a
hardware accelerator can be seen as a set of DMACs. For
example, in the example of Fig. 2(a), an extra accelerator ends
up with three additional bus masters. Therefore, in principle,
nothing prevents us from applying the proposed performance
estimation algorithm to multiple accelerators. However, one
of the related concerns is that each accelerator has its
own processing duration. In other words, the processing
of the DMACs belonging to one accelerator is generally
not synchronized with that of the DMACs belonging to
another accelerator. Therefore, the performance estimation
algorithm should keep track of the processing of the DMACs
of each accelerator separately. In addition, the use of a
single processor coremay lead to prohibitively high processor
control overhead (since the processor core can initialize and
check only a single DMAC at a time). (This is not a problem
if multiple processor cores are available, i.e., in the case
of multiple accelerators with multiple processor cores). The
processor control overhead can be alleviated by using custom
DMACs with lower control overhead. By taking into account
these observations, we consider the extension of the proposed
performance estimation algorithm to multiple accelerators as
future work.

VI. CONCLUSION
In this paper, a performance estimation algorithm is newly
proposed for optimizing the system-level communication
performance of a DMA-controlled accelerator. The commu-
nication bandwidth between local memory and DRAM is
estimated by taking into account both the DRAM latency
and the bus protocol overhead. As an example, for CNN

accelerators, a design space is defined by tile sizes, bus
burst length and the number of outstanding bus burst. It is
shown that the proposed system-level performance estimation
algorithm improves the estimation accuracy remarkably,
in particular, by predictingDRAMcommand patterns dynam-
ically and estimating the overall communication time in a
bottleneck-aware fashion. In addition, the proposed algorithm
was applied to optimize the tile sizes of a CNN accelerator for
the given local memory constraints. Moreover, the proposed
algorithm was also applied to wireless communications.
It is shown that the proposed algorithm helps to speed
up design space exploration by two orders of magnitude
with a performance degradation of no more than 5%.
Finally, it should be reiterated that the proposed system-level
performance estimation algorithm is generally applicable to
any other DMA-controlled hardware accelerators.
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