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ABSTRACT Today, cardiac implantable electronic devices (CIEDs), such as pacemakers and implantable
cardioverter defibrillators (ICDs), play an increasingly important role in healthcare ecosystems as patient
life support devices. Physicians control, program and configure CIEDs on a regular basis using a dedicated
programmer device. The programmer device is open to external connections (e.g., USB, Bluetooth, etc.), and
thus it is exposed to a variety of cyber-attacks by which an attacker can manipulate the programmer device’s
operations and consequently harm the patient. In this paper, we present CardiWall, a novel detection and pre-
vention system designed to protect ICDs from cyber-attacks aimed at the programmer device. Our system has
six different layers of protection, leveraging medical experts’ knowledge, statistical methods, and machine
learning algorithms. We evaluated the CardiWall system extensively in two comprehensive experiments. For
the evaluation, we gathered data for a period of four years and used 775 benign clinical commands that are
related to hundreds of different patients (obtained from different programmer devices located at Barzilai
University Medical center) and 28 malicious clinical commands (created by two cardiology experts from
different hospitals). The evaluation results show that only two out of the six layers proposed in CardiWall
system provided a high detection capability associated with high rates of true positive, and low rates of false
positive. With the configuration that provided the best harmonic mean of sensitivity and specificity (HMSS),
CardiWall achieved a high true positive rate (TPR) of 91.4% and a very low false positive rate (FPR) of 1%,
with an AUC of 94.7%.

INDEX TERMS ICD, machine learning, malware, detection, security.

I. INTRODUCTION
An implanted medical device is a medical device that is
implanted within the patient’s body. The number of peo-
ple who use implanted medical devices, such as cardiac
implantable electronic devices (CIEDs), is increasing each
year. According to the European Heart Rhythm Association,
in Western Europe in each of the years between 2009 and
2013, the number of pacemaker implantations per million
inhabitants was about 1,100 (0.11%) [1]. Additionally, it is
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estimated that the total number of pacemakerswill reachmore
than 1.4 million units by 2023, according to Statista.1

More and more people undergo surgery to receive an
implanted device every year, including influential and promi-
nent individuals around the world, such as former U.S.
vice president, Dick Cheney, and Israel’s president, Reuven
Rivlin [2]. In 2013, Cheney’s implantable cardioverter defib-
rillator (ICD) was replaced by another device without wire-
less capability, in order to mitigate the risk of device
tampering by a terrorist [3].

1https://www.statista.com/statistics/800794/pacemakers-market-volume-
in-units-worldwide/
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According to the survey of Camara et al [4], today, CIEDs
usually contain an embedded operating system (e.g., Win-
dows or Linux) and advanced electronic components, all of
which are aimed at improving a patient’s physical function-
ing. These advanced electronic components could suffer from
the same security breaches and vulnerabilities that exist in
the operating systems they are based on, or alternatively, they
can suffer from new vulnerabilities associated with their addi-
tional components. In both cases, attackers aim at exploit-
ing such breaches and vulnerabilities in order to manipulate
the normal behavior of the medical device and launch their
attack.

In recent years, there has been an increase in the discovery
of vulnerabilities and risks associated with pacemakers and
ICDs. For the first time in history, the FDA announced that a
firmware update would be executed on every Abbott’s pace-
maker found by MedSec to be vulnerable to cyber-attacks,
instead of issuing a massive recall of the devices [5]–[7].
This finding supports the claim that implantable devices are
hackable, as was discussed by Haseeb & Baranchuk [8]
in 2019.

Moreover, the U.S. Department of Homeland Security
has recently published an alert about vulnerabilities found
in the communication protocol of Medtronic’s CIEDs,
and the FDA published both pre and post-market guide-
lines to increase awareness and improve the security of
CIEDs and other medical devices, as was indicated by
Baranchuk et.al [9].

Although security issues associated with medical devices
were first presented over a decade ago [10], many CIEDsmay
still be vulnerable to a variety of attacks. This is due to the
fact that vendors invest most of their efforts in developing
new medical devices with additional treatment functionali-
ties, rather than solving security issues. Pycroft and Aziz [11]
proposed four key recommendations for vendors’ considera-
tion when developing new CIEDs, in an attempt to increase
their security.

During a follow-up visit of a patient with an ICD device,
the physician assesses the patient’s medical condition using
a dedicated computer called a programmer, which extracts
information from the patient’s ICD. According to this evalu-
ation, the physician may decide to program the ICD in order
to change the parameters of pacing therapy, detection and
therapy parameters of the ICD.

The programmer device allows connections from other
devices and peripherals, such as a keyboard, mouse, or flash
drive, via a USB socket, Bluetooth, and Ethernet, in order
to allow doctors or technicians to more comfortably use the
programmer device and to give them the ability to extract
data from it. These connectivity capabilities open the door to
cyber-attacks, enabling attackers to penetrate the programmer
devices and inject malware into them. For instance, a doctor
could attach an infected USB flash drive [12] to the program-
mer device that can install a malware or cause a firmware
update to the programmer device using malware resident
on the connected USB device. In each case, the original

functionality of the programmer device can be altered accord-
ing to the attacker’s aims, a scenario which can endanger
patients.

We were able to identify previous academic studies that
deal with protecting CIEDs from illegitimate intrusions, such
as connecting to the CIED at prohibited times or from unau-
thorized locations, using illegitimate devices such as impro-
vised antenna [13]. However, wewere unable to find any prior
work or existing solutions aimed at the problem of abusing or
attacking a legitimate programmer device in order to attack
the CIED.

In this paper, we propose CardiWall, a novel detection and
prevention system aimed at the detection of malicious clinical
commands (aka programmings) sent by a compromised pro-
grammer device to an ICD. In this paper, we focused on ICDs,
because the potential harm caused by a cyber-attack targeting
this type of medical device is greater than attacks aimed at
other CIEDs; therefore, while this study is about ICDs, it is
applicable to pacemakers as well. The proposed system can
be deployed as an external and trusted device, which acts
as an active intermediary (i.e., man-in-the-middle) between
the programmer device and the ICD, thus allowing the use
of existing medical devices without the need to change their
hardware or software. In this paper we focused on the ‘‘brain’’
that stands behind the proposed detection and prevention sys-
tem, which is able to analyze the clinical commands sent from
the programmer, intercept the malicious clinical commands,
and prevent them from being transmitted to the CIED, before
they can cause harm to the patient.

In the past, other research, such as [14]–[19], proposed an
external device aimed at determining whether the information
passing from an external programmer device to the ICD is
coming from a legitimate source (e.g., a legitimate program-
mer device).

The previously proposed solutions based their decision
on information from the environment (i.e., the meta-data),
such as the physical characteristics of the channel, the loca-
tion of the patient, the time of the follow-up, and so on.
The uniqueness of our proposed external device is its abil-
ity to look at the parameters that are being sent from the
programmer device to the ICD and determine whether it
is benign or dangerous/malicious programming, using the
parameters and values found in the programming, even if
the data comes from a source considered legitimate. The
inspection of the clinical data that we provide in our pro-
posed solution is much more comprehensive than analyzing
the meta-data, and results in a more reliable and accurate
detection and prevention mechanism that better identifies
malicious/dangerous clinical commands and produces fewer
false alarms.

The paper’s contributions are as follows:
1. CardiWall provides a defense mechanism against

attacks that are initiated from compromised program-
mer device aimed at CIEDs.

2. CardiWall inspects and analyzes the content of the
programmings sent from the programmer device to the
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ICD, rather than the meta-data (e.g., information about
the connection used, etc.).

3. CardiWall uses a real dataset, originating from real
CIED patients’ treatments at different hospitals and
clinics, of programmings sent to patients’ ICD devices.

4. CardiWall can be used for detecting design and imple-
mentation bugs in the programmer’s software, prevent-
ing human errors (e.g., technicians, doctors, etc.); it can
also be used by interns for educational purposes.

The rest of this paper is organized as follows. The next
section provides background about pacemakers, ICDs, and
the programmer device, and discusses about the related work.
The research methods are described in Section IV. Section IV
presents the evaluation of the proposed methods, using two
main experiments. Finally, SectionV contains a summary and
discussion of the paper.

II. BACKGROUND
In this section, we provide all of the background and the
related work needed for the reader to understand our field
of research and the proposed solution. We explain what a
pacemaker, ICD, and programmer device are.

A. PACEMAKERS
A pacemaker is a compact digital medical device implanted
in the body of a patient for the purpose of controlling
bradyarrhythmias, i.e., abnormally slow heart rhythms. The
role of a pacemaker is to maintain the heart rate above a
programmable predetermined rate (‘‘basic rate’’) using low
energy electrical pulses. The pacemaker is implanted under
the patient’s chest, near the heart, and affects the heart rate
by connecting directly with electrical leads. The electrical
leads target the heart right atrium, right ventricle, or both.
The pacemaker’s ‘‘pacing’’ activity is achieved by a current
pulse which is sent from the pacemaker battery to each of the
leads, enabling ‘‘electrical capture’’ (i.e., efficient pacing of
the cardiac chamber paced by each lead). The current pulse
amplitude and width are programmable with the aim of keep-
ing them above a ‘‘pacing threshold’’ which is the minimum
pulse amplitude and width needed to achieve capture. These
values should be close to the threshold in order to minimize
energy expenditure and maintain maximal pacemaker battery
duration (see below).

B. IMPLANTABLE CARDIOVERTER
DEFIBRILLATORS (ICDs)
The big brother of the pacemaker, implantable cardioverter
defibrillators (Fig. 1) can also treat bradyarrhythmias using
low energy electric pulses (like a pacemaker), but ICDs
can also treat tachyarrhythmias, i.e., abnormally fast heart
rhythms (which can be life-threatening), such as ventricular
tachycardia (VT) or ventricular fibrillation (VF), using high
energy shocks to terminate these arrhythmias. This device is
particularly effective for patients with a history of sudden car-
diac arrest (SCA) resulting from previous tachyarrhythmias

FIGURE 1. ICD device.

FIGURE 2. CIED programmer device.

(‘‘secondary prevention’’ of SCA) or patients with decreased
left ventricular function who are at an increased risk of
new tachyarrhythmias (‘‘primary prevention’’ of SCA). Like
pacemakers, ICDs are connected directly to the heart using
1-3 electrical leads.

C. PROGRAMMER DEVICE
The programmer device (Fig. 2) is part of the ecosystem that
wraps the CIEDs and provides them with their functional-
ity (e.g., configurations and modifications, event history log
transferring, etc.). The programmer device (usually located
in the clinic or hospital) allows doctors and technicians to
comfortably and easily interact with the CIED remotely using
wireless technology, and configure it as needed. These con-
figurations, referred to as programmings, are set according
to the medical condition of the patient.

III. RELATED WORK
A. ATTACKS ON PERSONAL MEDICAL DEVICES
In recent years, several academic studies have explored
the issue of cyber-attacks against personal medical devices
(PMDs), such as CIEDs and insulin pumps, and proposed
security mechanisms to protect these devices. In this section,
we present some of the mechanisms that have been studied,
tested, or suggested as concrete ideas regarding the enhancing
the security of CIEDs.

Note that a security mechanism that requires high power
consumption and can cause the CIED’s battery to be drained
quickly is not a suitable solution, since today’s CIEDs do
not have chargeable batteries but rather need a surgical
re-implantation of a new battery whenever a CIED battery is
depleted. Accordingly, all efforts are done to prevent maneu-
vers or mechanisms which will accelerate battery depletion
and necessitate earlier re-implantation procedures with their
associated risks.
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A resource depletion attack is any attack that overcon-
sumes the resources of the CIED, such as the battery,
memory, etc.

B. SECURITY MECHANISMS FOR ICDs
CIED device ecosystems, potential risks, attack flow dia-
grams, and existing security mechanisms were comprehen-
sively covered in our recent study [20]; that study provides
an insightful comparison of the various detectionmechanisms
and their attack coverage, emphasizing the security gaps that
still need to be addressed, while our current paper is aimed
at addressing one of the most serious gaps that exists for a
popular implanted device, the ICD. Next, we mention and
discuss several meaningful studies that presented security
mechanisms for ICDs, in order to better understand the gap
between existing detection capabilities and the specific attack
which we aim to detect in this study

Halperin et al. [14], [15] present a mechanism that assures
safe and secure communication between the ICD and the
programmer device, while preserving the ICD’s battery life,
making a resource depletion attack much harder to carry out.
Their solution is a based on an external zero-power device,
which acts as a mediator between the ICD and any other
external device. This zero-power device can authorize the
communication initiated by the external device without using
the power of the ICD, thereby preserving the ICD’s battery.
IMD Shield [16], IMD Guard [17], and IMD Cloaker [18]

are three other protection mechanisms that use an external
device as a mediator between the ICD and other devices.
These mechanisms detect attempts to connect to the ICD and
encrypt/decrypt the data that passes between the two devices.
If an unauthorized device attempts to connect to the ICD,
an alert is issued. These mechanisms can protect ICDs from
various types of attacks, including resource depletion and
man-in-the-middle attacks.

The downsides of the abovementioned security mecha-
nisms are: 1) they do not protect the ICD device against
attacks initiated from legitimate programmer devices, and
2) they require a change to the firmware of the existing
medical devices, in order to share a secret key between them.

Hei, et al. also present a mechanism to protect an ICD from
a resource depletion attack [19]. Their idea was to address this
type of attack using the smartphone of the patient as a com-
munication mediator between the ICD and the programmer
device. When the ICD receives a request, the request is sent
to the patient’s smartphone which determines whether the
request came at/from an authorized time/place. If the request
is legitimate in terms of time and place, the smartphone will
send a confirmation message to the ICD, which will ’allow’
it to communicate with the requesting device. Otherwise,
the smartphone will send a message to the ICD, which will
make it switch to sleep mode, and notify the patient about the
connection attempt. Although such a solution can make an
attack difficult to execute, it should be noted that a solution
based on the use of a patient’s smartphone is currently not a
trusted solution [21].

Anomaly detection is a security approach for the detection
of outliers, i.e., events that do not conform to the normal
typical pattern (as learned by representative normal cases
from the analyzed population). Darji and Trivedi [13]pro-
pose a similar solution using a proxy device which creates
a signature of the authorized external device based on several
features, such as arrival time difference, received time of
transmission, phase of arrival, and angle of arrival; these
features are estimated via triangulation techniques. The proxy
device uses anomaly detection of these characteristics and
tends to detect incidents of unauthorized connections. The
paper proposed a solution but did not test it.
MedMon [22], is an external mediator device (security

mechanism) which must be carried with the patient all the
time. This device uses anomaly detection in order to analyze
the communication and can issue alerts and stop the commu-
nication if needed. The MedMon solution monitors the radio
frequency of the wireless communication of an insulin pump,
in order to learn the characteristics of benign connections
and detect malicious connections by using the physical signal
characteristics. The device prevents suspicious communica-
tion from reaching the insulin pump and causing harm to the
patient or the device. MedMon was tested on insulin pumps,
but the concept can be used with CIEDs as well.

The use of machine learning (ML) methods on the clinical
data itself in order to protect PMDs from cyber-attacks has
been extremely limited. To the best of our knowledge there
was one study [22] that proposed an idea for using ML meth-
ods to protect CIEDs, however we were unable to find any
papers that actually use and apply machine learning methods
on the clinical data itself to protect CIEDs from cyber-attacks.

In addition to the various datamining andmachine learning
based detection mechanisms, there are also some security
mechanisms for CIEDs that are not based on analyzing data,
but rather rely on concepts from cryptography, biometrics,
and more. One example is the One-Time Pad Encryption
System [23], which uses a classic encryption technique in
order to protect CIEDs from malicious access. Other stud-
ies [24]–[30] present non-data-based mechanisms that lever-
age the use of biometric identifiers from the patient’s body
in order to authenticate access to the medical device. The
interpulse interval (IPI) of the patient’s heartbeats is a well-
known biometric identifier.

To summarize, many papers have proposed protection
mechanisms for CIEDs against cyber-attacks. However, with-
out any exceptions, each of the papers offered a solution
against attacks coming from illegitimate sources, such as an
improvised antenna or a stolen programmer device. None of
the solutions presented in the literature, proposed protection
from a compromised legitimate source, such as the program-
mer device used in the hospital.

IV. METHODS
In this section, we present the methods used in this
research. We present our data collection process and the
proposed six-layer system
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A. DATA COLLECTION
1) BENIGN DATA COLLECTION
We conducted a retrospective study using benign ICD config-
uration files collected from CIED programmers of Barzilai
University Medical center. This study was approved by the
Institutional Review Board of Barzilai University Medical
Center. Each configuration file represents a patient’s clinic
visit and contains a list of the parameters of the patient’s
ICD, both when the patient arrived at the clinic and at the
end of the visit (i.e., the previous programmings and the
new programming). This means that each configuration file
contains the changes to the parameters of the patient’s ICD
made during the visit. In this domain, each configuration
is referred to as a programming. The configuration files
are completely anonymous and do not contain any personal
information about the patient, that might be used or lead to
her identity, thus we conducted our study while preserving
the patients’ privacy.

Overall, the data collection contains 803 programmings
from hundreds of different patients, gathered over a period of
four years. Obtaining such a unique data collection required
a significant amount of time and relied upon research coop-
eration which was developed to support this research and
contributed greatly to its success. Each programming con-
tains 260 parameters that are responsible for the treatment
modality of the ICD device.

Note that all of the programmings collected from the pro-
grammer devices are considered legitimate or benign; we
assume that the programmer devices we collected the data
from had not been the target of an attack and thus are free
frommalicious or dangerous programmings. This assumption
relies on the fact that none of the patients or their physicians
reported any malfunctioning or anomalous behavior of the
ICD device when the patient used the device.

2) MALICIOUS DATA COLLECTION
After collecting a sufficient number of benign programmings,
we consulted and cooperated with two independent cardiol-
ogy experts from Shaare-Zedek Medical Center and Barzilai
University Medical centers in Israel, in order to create mali-
cious programmings based on their knowledge. Our experts
created malicious programmings by altering one or more
parameters in a benign programming in such a way as to
make the programming harmful to the patient. Our experts
created 28 different malicious programmings, each of which
can endanger the life of a patient if sent to the patient’s ICD.
Note that the programmings were applied on an ICD that was
used exclusively for this research and was not implanted in
the body of any patient; thus there was no actual harm caused
by the malicious programmings applied on the ICD.

Table 1 presents the malicious programmings, including
their parameters and their values. The table also contains
the possible outcomes to the patient or the ICD which may
result from the malicious programming and mentions when
such a possible outcome will occur: at rest (R), during

TABLE 1. Malicious programmings.

activity (A), or at both times (B). The last column pro-
vides a description of the potential result of each malicious
programming. An explanation of each of the parameters
used in the malicious programmings is presented in Table 2.
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TABLE 1. (Continued) Malicious programmings.

The material presented in both tables is based on our experts’
clinical knowledge and experience with ICDs. Note that,
in Table 1 there are eight malicious programmings that can
lead to patient’s death (denoted with (∗) under their ID),
while the others are still consideredmalicious programmings,
as they might cause a the patient a damage in the long term
or might lead to frequent replacement of the device (associ-
ated with frequent implantations to the patient) etc. In fact,
we define malicious programming as to any programming
that is not aligned with the treatment the doctor intended to
provide with the patient, or alternatively unwanted treatment
that can cause the patients any inconvenience or put their
health in danger.

TABLE 2. Parameters’ descriptions.

∗ All ICDs have a few tachycardia detection zones, which
are primarily used for life-threatening ventricular arrhythmias
called ventricular tachycardia (VT) and ventricular fibrilla-
tion (VF); the distinction between the two is usually based on
their sensed ventricular rates. Usually, ICDs are programmed
to detect VT or VF upon ventricular rates which are well
above the normal/physiologic fast sinus rate during exercise
or excitement (called ‘‘sinus tachycardia’’), to prevent inap-
propriate ICD intervention at physiologic heart rates. Usually,
there are few sensed rate zones for VT (aiming to distinguish
between ‘‘regular’’ VT and fast VT), and in each zone there is
a predetermined minimal number of beats (called ‘‘detection
counter’’) required for arrhythmia detection. For example,

48128 VOLUME 8, 2020



M. Kintzlinger et al.: CardiWall: A Trusted Firewall for the Detection of Malicious Clinical Programming of CIEDs

if the VT1 zone sensing rate is 150 and the detection counter
is set at 10 beats, it means that any ventricular arrhythmia
faster than 150 bpm and lasting more than 10 beats will be
detected and defined as VT1. Once the arrhythmia gets faster
and goes above the VT1 zone rate, it will ‘‘replace’’ its name
with VT2. VF is usually arbitrarily detected at a ventricular
sensed rate above 200 or 220 bpm.

Table 3 presents a summary of all of the data we collected.
Note that our dataset is extremely imbalanced: 96.5% of the
programmings are benign, and only 3.5% are malicious; this
makes our research more challenging and more difficult but
more representative of reality (most of the programmings are
benign, and only a few, if at all, are malicious).

TABLE 3. Programming data collected for a period of four years.

B. CARDIWALL—A MULTI-LAYERED CARDIAC FIREWALL
CardiWall is a novel system aimed at the detection and
prevention of attacks on ICDs that are initiated from a com-
promised programmer device or by an unintentional pro-
gramming mistake. CardiWall is an external, trusted device,
which, in its complete form, will act as an active intermediary
between the programmer device and the ICD; thus, it allows
the use of existingmedical devices without the need to change
their hardware or software. The threat model we are dealing
with is described in Figure 3. The Programmer device can
get a malicious firmware-update from one of its external
interfaces (e.g. USB), which will eventually make it send
malicious commands to the ICD. The diagramwas taken from
our previous paper [20]. Cardiwall is intended to protect the
ICD against this exact scenario, by being aman-in-the-middle
between the programmer device and the ICD.
CardiWall is a trusted solution for the following rea-

sons: 1) It does not have any physical access points that
can be utilized as an initial penetration vector for launch-
ing the attack (such as USB port or Bluetooth which were
already shown to be used for this purpose [8]); in contrast,
the programmer does have vulnerable physical access points.
2) CardiWall will be at least as secure as the ICD itself, since
it uses the same encrypted and designated wireless protocols
as the ICD; therefore, in cases in which such a protocol is
broken, the attacker will attack the ICD itself, rather than
CardiWall. CardiWall is a mediator, or firewall, between the
programmer device and the patient’s ICD and can warn the
doctor about malicious and dangerous commands (even by
accidental programming mistake) that are being sent from
the programmer device to the patient’s ICD. Based on our
collection of benign programming data only(1,313 program-
mings), we induce an anomaly detection model in order to

detect malicious and abnormal programmings which might
be initiated via a malware resident on the programmer.

We use an anomaly detection model, which learns only
from the benign programmings and is aimed at inferring
whether a new programming belongs to the class of the
benign programmings or malicious programmings. The rea-
sons our model learns from only one programming class
(instead of two classes: benign and malicious) are as
follows:

1. Most of ourmalicious programmings represent a differ-
ent type of maliciousness. Therefore, learning from one
malicious programming cannot help the model under-
stand that another malicious program is also malicious.

2. All malicious programmings contain very few param-
eters that make them malicious (as can be seen
in Table 1). In other words, most of the values of the
parameters in these programmings are benign. If the
model were to consider these programmings as mali-
cious, it might learn that certain values are corre-
lated with maliciousness, although they are completely
benign.

3. A model that learns only from benign programmings
is more suited to the current reality in which we live.
This is because until now, there has been no evidence
of such an attack, and therefore it is impossible to learn
from real malicious programmings.

TheCardiWall detection model consist of six detection layers
and methods; each layer is aimed at the detection of mali-
cious programmings in a different way. All of the layers are
associated with analyzing the configured parameters that are
included in the programmings. When CardiWall receives a
new programming, which is sent from the programmer device
to the CIED, the programming passes through these six lay-
ers. If one of the layers considers the command malicious,
CardiWall will issue an alert, notifying the doctor about the
command and requesting that the doctor indicate whether
or not to send the command on to the ICD. If the doctor
approves the command, it will be delivered to the ICD; if
not, CardiWall will block the command, and the ICD will not
receive it.

Fig. 4 shows the existing process of sending programming
between the programmer device and the ICD (a), and the
process of sending programming after adding CardiWall(b).
The following subsections present and explain the six layers
of the CardiWall system.

1) LAYER I: DETERMINISTIC RULES
This layer contains a set of rules that were written and
defined by our cardiology experts (included as authors in this
paper) who know the parameters that are configured in each
programming and are aware of the dangers that can result
from certain values for certain parameters. Table 4 presents
the deterministic rules that were provided by our experts
and their explanations. As seen in the table, we have a few
deterministic rules in our system. This was done in order
to demonstrate that when a human expert does not provide
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FIGURE 3. Threat model.

FIGURE 4. The CardiWall architecture.

a deterministic rule, the other layers in our system, which
are based on the data of many programmings, will might be
able to detect malicious programmings. This layer will be
more comprehensive in real-life systems, and in fact, every
malicious programming in our dataset can be translated to at
least one deterministic rule in a real-life system.

2) LAYER II: PARAMETERS’ VALUES OUTLIERS
For each parameter that exists in the programmings in
the benign data collection (training set), the system learns
the distribution of each value. We define val (prog, param)
as the value of the parameter param in the programming prog,
and programmings as the set of all of the programmings in

TABLE 4. Deterministic rules.

FIGURE 5. Basic rate parameter values (bpm).

our dataset. The probability of obtaining the value val for
each parameter param in the training set is defined in
Equation 1.

Pvalue (param, val)

=
|{prog ∈programmings :val (prog, param)=val}|

|programmings|
(1)

When the system tests a new programming, it will go through
all of the programming’s parameters and check whether it
contains a parameter param with a value val, for which
the probability of appearance Pvalue is lower than a thresh-
old value. The threshold value is set based on a prede-
fined baseline threshold value (explained in more detail in
Section IV.C). In cases in which there is such a parameter
value, the system will issue an alert flagging this program-
ming as malicious or anomalous. The system will also flag
the parameter and its value, so the doctor can see why the
system has issued an alert. Fig. 5 presents an example of the
probability histogram of the basic rate parameter according to
the 1,313 benign programmings we collected. As can be seen,
the most common basic rate is 60 bpm (for over 40% of the
programmings), and the least common basic rate is 85 bpm
(for around 1% of the programmings).

3) LAYER III: PARAMETERS CHANGE OUTLIER
In this layer, the system learns the number of times each
specific parameter’s value was changed during a visit for
each parameter in the programmings in the benign data
collected, over all the patients and visits; based on that,
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the system calculates the probability of a change of each
of the parameters. We define valbefore(prog, param) and
valafter (prog, param) as the value of the parameter param in
the programming prog before and after the visit, respectively.
The probability of a parameter param to be changed is defined
in Equation 2, as shown at the bottom of this page.

The system will issue an alert about a malicious program-
ming if there are one or more values that have changed,
and the Pchange of one of these parameters is less than a
specific threshold. The system will also flag the parameter
and its value, so the doctor can see why the system has
issued an alert. The threshold value is set based on a pre-
defined baseline threshold value (explained in more detail in
Section IV.C). Fig. 6 presents the histogram of the probability
of the changes that were made for each of the parameters in
each of the 1,313 benign programmings in our collection.
The x-axis represents the enumerate identification of each
parameter (260 parameters in total). The y-axis represents the
probability of a change to each parameter based on the benign
data collected. We can see that there are some parameters that
are frequently changed and other parameters whose values are
rarely changed.

FIGURE 6. Number of changes of the values of each parameter.

4) LAYER IV: AMOUNT OF CHANGE
Like layer III, this layer also learns from the changes that
have been made to the values of the parameters in the pro-
grammings from the benign data collection. However, in this
layer the system looks at the probability of the change of a
parameter’s value by a specific delta amount. For example,
the system checks the probability of changing the basic rate
parameter by any possible delta value. We define the proba-
bility of having the change of delta del for parameter param
in Equation 3, as shown at the bottom of this page.

When the system tests a new programming which
changes a parameter param with delta del, and value
Pdelta (param, del) is less than a threshold value, the system
will issue an alert flagging this programming as malicious
or anomalous. The system will also flag the parameter
and its value, so the doctor can see why the system has
issued an alert. The threshold value is set based on a prede-
fined baseline threshold value (explained in more detail in
Section IV.C).

An example of the delta probabilities of the basic rate
parameter is presented in Table 5. It can be seen, for example,
that Pdelta (basic rate, 20) = 0.022.

TABLE 5. Delta probability for basic rate parameter.

5) LAYER V: COMBINATIONS OF PARAMETERS
In this layer, the system learns the probability of each com-
bination of values of every pair of two parameters in the
programmings from the benign data collected. We define the
probability of obtaining the combination of the value val1 in
parameter par1par1 and the value val2val2 in parameter par2
asPcombination (par1, val1, par2, val2) in Equation 4, as shown
at the bottom of this page.

When the system tests a new programming, it will check
all of the combinations of every pair of parameters’ values in
order to find a combination with the probability Pcombination
that is less than a threshold value. The threshold value is set
based on a predefined baseline threshold value (explained
in more detail in Section IV.C). If the system finds such a
combination, it will issue an alert flagging this programming
as malicious. The system will also flag the parameter and
its value, so the doctor can see why the system has issued
an alert. For n parameters and m values for each parameter,
we will obtain

( n
2

)
· m2 combinations.

An example of a combination probability matrix of
the two parameters: basic rate and VT1 rate is pre-
sented in Table 6. It can be seen, for instance, that
Pcombination (basic rate, 60,VT1rate, 150) = 0.129 We can
see that with those two parameters, most of the value com-
binations are rarely used, if at all. Thus, these rarely used
combinations can be treated as anomalies.

In this layer, we used the combinations of pairs, rather than
triplets or fourths, due to the fact that the more parameters
we include in the combinations, the lower the probability

Pchange (param) =
|{prog ∈ programmings : valbefore (prog, param) 6= valafter (prog, param)}|

|programmings|
(2)

Pdelta (param, del) =

∣∣{prog ∈ programmings : valbefore (prog, param)+ del = valafter (prog, param)}
∣∣

|{prog ∈programmings : valbefore (prog, param) 6= valafter (prog, param)}|
(3)

Pcombination (par1, val1, par2, val2) =
|{prog ∈ programmings : val (prog, par1) = val1

∧
val (prog, par2) = val2}|

|programmings|
(4)
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TABLE 6. Example of combination probability matrix for two parameters.

of getting such a combination; this is our aim, since such
combinations will result in a lot of false alarms.

6) LAYER VI: CLASSIC MACHINE LEARNING ALGORITHM
FOR ANOMALY DETECTION
In the final layer of our system, we use the widely used
OneClass SVM machine learning algorithm which suits the
anomaly detection problem, in order to detect anomalies in
new programmings. Machine learning is currently a very
common approach for many computer science tasks, from
personalized marketing to healthcare security. For such tasks,
the goal of machine learning approaches is to improve the
tasks’ process. We can find a great deal of research in vari-
ous domains [31]–[38] where the results were improved by
using machine learning approaches. We are also interested
in learning whether a well-known classic machine learning
algorithm for the problem of anomaly detection can improve
the performance of the CardiWall system. This machine
learning approach is added to the CardiWall system as layer
VI. Machine learning methods have demonstrated the ability
to find relations between the various features that represent
data (in our case, these are the configuration parameters of
the ICDs), and this ability, which cannot be applied by simple
statistics or a human expert, might improve our results. The
key is to extract the informative features from the data and
leverage them using the appropriate machine learning algo-
rithm. In our study, we trained the SVM algorithm using the
parameters’ values as the features. For numeric parameters,
we used the original value. For non-numeric parameters,
we normalized the values and used them as numeric values.

C. THRESHOLD CALCULATION
Layers II-V use threshold values that are based on a prede-
fined baseline value, which we call the baseline threshold.
Each threshold of each layer can be defined by a different
baseline threshold. The doctor or technician will define the
value of the baseline threshold during the calibration of
the CardiWall system. The baseline threshold’s values are
between zero and one, depending on the desired sensitivity
level. After defining the value of the baseline threshold,
the system will choose its actual threshold value, using one of
the following methods: constant threshold and data-driven
threshold, which are explained below. The method that the
system will use is determined during the calibration.

Note that the definition of the threshold in our system
is different than usually seen in detection systems. When
we define a threshold value of x, the anomalous values are

below x; this means that all of the values y such that y ≤ x
are anomalies, and the values above x are legitimate.

1) CONSTANT THRESHOLD
With this method, the system will choose its actual thresh-
old value using a constant constraint-driven threshold. The
actual threshold value that will be chosen will be equal to
the baseline threshold defined in the calibration stage. For
example, if we use a baseline threshold with the value of
0.1 in layer II, the actual threshold value of each of the
parameters will also be 0.1. This method lets the doctor or
technician define the minimal acceptable probability of a
value/delta/combination’s appearance. For instance, in the
previous example, we are choosing to accept values for which
the probability of appearance is at least 0.1.

2) DATA-DRIVEN THRESHOLD
With this method, the system will choose its actual thresh-
old value using a constant constraint-driven threshold which
is modified by the data distribution. The actual threshold’s
value will be chosen dynamically based on the benign data
collected and the baseline threshold defined in the calibration
stage. With this method, the actual threshold will be chosen
in such a way that the baseline threshold represents the
probability mass of the presence of a parameter or a pair of
parameters. For example, if the baseline threshold is defined
as 0.1, then approximately 10% of the programmings will
be marked as anomalies. Obviously, the lower the baseline
threshold is, the lower the detection rate (sensitivity).
In our system’s learning process, each of the layers II-V

can automatically choose the best threshold value for each
parameter (or pair of parameters) based on the baseline
threshold value predefined for each layer. In order to do
that, we create a probability histogram for each parameter
(or pair of parameters, according to the layer), and sort it in
ascending order. We set the threshold to the maximum value,
such that the sum of the probabilities until and including that
value is less than or equal to the baseline threshold value.
Here we consider three different cases. In the first and easiest
case, the values’ probabilities are different from one another.
The second case is when there is more than one value with
the same probability; in this case, the method will group the
values together, assigning them the probability that equals
the sum of their probabilities. The third case is when there
is no such threshold value with the sum of the probabilities
until and including that value which is less than or equal to
the baseline threshold value; in this case, the threshold value
will be set at zero, because we cannot choose a threshold that
will satisfy the probability mass of the baseline threshold.
The following subsections describe, explain, and demonstrate
those three cases of the data-driven threshold selection pro-
cess. In each of the cases below we define the values (with
vali) and their probabilities (with P(vali)) according to the
layer the system is dealing with. For example, if the system is
dealing with layer II, the values will be the parameter’s val-
ues, and the probability will be the probability of appearance
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FIGURE 7. Case I probability for a parameter.

FIGURE 8. Case II probability, before grouping, for a parameter.

of those values (Pvalue). If the system is dealing with layer III,
the values will be the parameters, and the probabilities will be
the probability of change of those parameters (Pchange), etc.

a: Case I: Strictly Increasing Probability
Given that P (val1) = 0.02,P (val2) = 0.07,P (val3) =
0.3,P (val4) = 0.6, let baseline threshold= 0.1. In this
case, there is no need for grouping, because there are not
two or more values with the same probability. The data-
driven threshold selected will be 0.07, since the sum of
all of the probabilities up to this threshold (0.02+0.07) is
less than the baseline threshold (0.1). This case is presented
in Fig. 7; the red line indicates the baseline threshold, and the
green dotted line indicates the data-driven threshold selected.

b: Case II: Monotonically increasing probability– selected
threshold is greater than zero
Given that P (val1) = 0.05,P (val2) = 0.05,P (val3) = 0.9,
let Baseline threshold = 0.1 In this case, a grouping of val1
and val2 is needed, because they have the same probability.
The selected threshold value will be 0.05, because P (val1)+
P (val2) + P (val3) = 0.15 > Baseline threshold = 0.1
and P (val1) = P(val2). Fig. 8 presents this case before
the grouping is done, and Fig 9 presents this case after the
grouping and threshold selection have taken place. The red
line indicates the baseline threshold, and the green dotted line
indicates the data-driven threshold selected.

c: Case III: Monotonically increasing probability– selected
threshold equals zero
Given that P (val1) = 0.05,P (val2) = 0.05,P (val3) =
0.05,P (val4) = 0.85, let Baseline threshold=0.1. In this
case, a grouping of val1, val2, and val3 is needed. After the

FIGURE 9. Case II probability, after grouping, for a parameter.

FIGURE 10. Case III probability, before grouping, for a parameter.

FIGURE 11. Case III probability, after grouping, for a parameter.

grouping has been made, we can see that there is no threshold
value for which the sum of the probabilities up to it is less
than or equal to baseline threshold (0.1). In this case the lower
probability is 0.05, and (val1)+P (val2)+P (val3) = 0.15 >
Baseline threshold = 0.1. Thus, in this case the thresholdwill
be set to zero. Fig. 10 presents this case before the grouping
is done, and Fig. 11 presents this case after the grouping and
threshold selection have taken place. The red line indicates
the baseline threshold, and the green dotted line marks the
dynamic threshold selected.

V. EVALUATION
A. RESEARCH QUESTIONS
In order to evaluate the effectiveness of our CardiWall sys-
tem, we designed two extensive experiments to answer the
following question: Is it possible to identify dangerous pro-
grammings sent from the programmer device that are aimed
at cardiac implantable electronic devices based only on
learning from benign programmings?

In order to answer this question, we divided it into the
following sub-questions:

1. How each of the detection layers performs in the task of
dangerous programmings detection and how does the
whole system perform as a whole detection system?
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2. What is the best threshold configuration for each layer
of the proposed system (i.e., which threshold configu-
ration optimizes the total detection results?

3. Does the use of the data-driven threshold for each layer,
as opposed to the constant threshold, improve the total
detection results of the proposed system?

4. Does the sixth layer, based on classic machine learning
algorithms, improve the total detection results of the
proposed system?

B. EVALUATION METRICS
For evaluation purposes, we measure the true positive rate
(TPR), false positive rate (FPR), and area under the Receiver
Operating Characteristic (ROC) curve, or the AUC. We don’t
use the accuracy measure, because it is biased when the
dataset is imbalanced as is the case in our study.

We define a new measure, referred to as the True-False
measure (TF orTFβ) which is the weighted mean of the TPR
and the FPR. We used the well-known F-measure (presented
in Equation 5) and the IDR measure presented by [36] in
order to develop the TF measure presented in Equation 6.
A high value of the β parameter means more significance for
low FPR, and a low value of the β parameter means more
significance for high TPR. The TF measure with β = 1 is
the harmonic mean of the sensitivity and specificity (or the
HMSS [39]). In our evaluations we use the TF measure with
β = 1 in order to determine the threshold (a value between
zero and one) that optimizes the CardiWall detection results.
The β parameter can be changed easily in a case in which the
physicians are more interested in a low FPR or a high TPR.

Fβ =
(
1+ β2

)
·

precision · recall
β2 · precision+ recall

(5)

TFβ = (1+ β2) ·
TPR · (1− FPR)

β2 · TPR+ (1− FPR)
(6)

C. EXPERIMENTAL DESIGN
The experiments below are aimed at providing clear answers
to the abovementioned research questions regarding the task
of detecting malicious programmings using the six-layer
CardiWall detection system.

1) EXPERIMENT 1—IDENTIFYING THE BEST THRESHOLD
CONFIGURATION
In this experiment, we want to identify the best threshold
configuration for each of the layers II-V, in order to obtain
the best total results for CardiWall. Here, a configuration
refers to the value of the baseline threshold for each layer,
which will result in the highest value of the TF measure. The
baseline threshold values that will be assessed are all of the
values between zero and one, with an increment of 0.01 (for a
total of 100 baseline threshold values). This experiment will
only be performed on layers II-V, because they are the only
layers that require a threshold value. Although layer I does
not require a threshold value, we still include the results for
layer I in this experiment in order to present the total detection

results of the system. Layer VI (classic ML algorithm) is the
focus of the second experiment.

In this experiment, four different train-test mixture are
used. This is done in order to examine the differences in
the accuracy of the detection results obtained by hospitals
that have a lot of data to learn from and hospitals that have
less data to learn from. For each such mixture, a portion
of the benign programmings are randomly selected for the
training set, and the remaining benign programmings will be
part of the test set which will also include the 28 malicious
programmings collected. We repeat each train-test mixture
experiment five times and average the results, in order to
overcome randomness and obtain the most precise true pos-
itive and false positive rates. The following train-test mix-
tures are used: 1) 60%-40%, 2) 70%-30%, 3) 80%-20%,
and 4) 90%-10%.

The constant threshold is investigated in Experiment 1.1,
and the data-driven threshold is investigated in Experiment
1.2. In each case, the configurations that provide the best TPR
(TPR=1) and FPR (FPR=0) are also presented so that the
results at the extremes can be seen.

a: Experiment 1.1 - Using Constant Threshold
In this sub-experiment, the constant threshold is used; the
threshold value selected for each layer is defined as the
baseline threshold. We run the system with all of the possible
combinations of threshold values for each of the layers II-V,
in order to identify the threshold configuration that achieves
the best total results.

b: Experiment 1.2—using data-driven threshold
In this sub-experiment, the previous sub-experiment is per-
formed with the data-driven threshold. This means that the
actual threshold value for each feature in each layer will be
chosen automatically in the training stage based on the rules
explained in Section IV.C.

2) EXPERIMENT 2—INVESTIGATING THE USE OF A CLASSIC
MACHINE LEARNING ALGORITHM
In this experiment, we evaluate the influence of layer VI,
which is based on classic machine learning algorithm for
anomaly detection. We aim to determine whether this layer
improves the results of the first five layers of the proposed
system, which do not rely on classic ML algorithm. The
Support Vector Machine (SVM) [40] classifier is used with
only one class of learning (because we are dealing with an
anomaly detection problem); more specifically, we use the
OneClass SVM classifier [41] with two different kernel func-
tions: RBF and Polynomial. The machine learning algorithm
is applied using the SciKit-Learn Python package formachine
learning.

We use 100 different thresholds, between zero and one,
with increments of 0.01. The benign dataset is divided into
training and testing sets with the following train-test mixture:
1) 60%-40%, 2) 70%-30%, 3) 80%-20%, and 4) 90%-10%.
The 260 parameters of the programmings will be used as
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features for the machine learning algorithm. For each kernel
function andmixture, we identify the thresholds that optimize
the results based on the TF measure mentioned earlier.

VI. RESULTS
A. EXPERIMENT 1
In each of the sub-experiments, we tested each of the
layers II-V with 100 thresholds. For each threshold config-
uration, we calculated all of the metrics discussed above. In
each sub-experiment, five CSV result files were created for
each train-test mixture (with a total of 40 files). Each file con-
tains 100,000,000 rows representing the total results (TPR,
FPR, and TF) of the CardiWall system for each threshold
configuration of the first five layers. The size of each CSV
file was around 30GB (with a total size of 1.2TB). For each
sub-experiment and mixture, we combined all five CSV files
for the four thresholds in order to calculate the average TPR,
FPR, and TF for each threshold configuration; the results are
presented below. During the evaluation process we discov-
ered that the use of only two out of six layers provided the best
results, meaning that four out of the six proposed layers do not
contribute additional detection capabilities and thus are not
used with the best configuration, using our collected dataset.
Nevertheless, we included these layers in the experiments and
the results, in order to present the reader, the influences of
each layer on our system.

a: Experiment 1.1
Table 7 presents a summary of the results of Experiment
1.1. The first three columns contain the mixture of the train-
ing and test sets and the percentage of malicious program-
mings in the test set. The three rows of the description
column for each mixture contain the threshold of the best
results for layers II-V based on the highest TF value (with
β = 1), the highest TPR, and the lowest FPR. The four
baseline threshold columns contain the baseline threshold for
layers II-V. The last four columns present the TPR, FPR, TF,
and AUC. The AUC was calculated using the TPR and FPR
points provided by plotting the ROC curve of layer II against
100 thresholds.

As can be seen from the results, the threshold config-
uration that provides the best result for the TF for each
mixture is a combination that does not use layers III-V at
all (threshold = 0), but rather only uses layers I-II with
a baseline threshold of 0.01 in layer II. This means that
when using the constant threshold method, layers III-V
are of no use and do not provide any benefit to our
system.

It can be seen that the TPR and AUC are almost the same
for each of the mixture used, but the TF increases as the
size of the training set grows. The FPR, on the other hand,
decreases as the size of the training set grows. These results
make sense, because the model becomes more accurate with
the increasing number of samples included in the training set,
which enable the system to extract more accurate knowledge
from the data.

TABLE 7. Results of the constant threshold experiment.

TABLE 8. Results of the data-driven threshold experiment.

b: Experiment 1.2
We repeated Experiment 1.1, but this time the data-driven
threshold method was used. Table 8 is organized like
Table 7 and presents a summary of the results from this exper-
iment. Note that the actual data-driven threshold is not pre-
sented in this table, because it is not part of the configuration
of the system (instead it is learned during the training stage).

As can be seen from the results in Table 8, the combination
of baseline thresholds that provides the best result for the TF
in each mixture is the same as the results of the constant
threshold experiment: only uses layers I-II with a baseline
threshold of 0.01 in layer II and zero for layers III-V. That
means that for the data-driven thresholdmethods, layers III-V
are also do not contribute to the system’s performance and
thus are of no use. The TPR obtained in the current exper-
iment is a bit worse than the TPR obtained in the con-
stant threshold experiment, but the FPR, TF, and AUC are
much better.

Table 9 provides a summary and comparison of the two
experiments above. In each row, we present the TPR, FPR,
TF, and AUC of the threshold configuration that provided
the best TF (with β =1). Note that in both sub-experiments,
the best TF was achieved by using the same threshold
configuration (0.01 for layer II and 0.0 for the rest of the
layers). It can be seen that the data-driven threshold method
provided better results in terms of the AUC and TF.

Table 10 presents the results for each layer for Exper-
iment 1.2, using the 70%-30% mixture. The first column
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TABLE 9. Constant vs. data-driven threshold.

TABLE 10. Results for the best configurations.

indicates the layer (I-V). The second column presents the
threshold of the best configuration; it can be seen that there
is no threshold listed for layer I, because this layer only
applies deterministic rules which are not associated with any
threshold. The next four columns present the TP, TPR, FP,
and FPR for each layer. The subsequent columns present
the malicious programmings (referred to by their ID number
from Table 1); green indicates that the current layer detected
the programming as malicious (Hits = True Positives), and
red indicates undetected malicious programming (Misses =
True Negatives).

As can be seen, using the 70%-30% mixture, layers I
and II detected 17% and 85% of the malicious programmings
respectively (on average for all of the mixtures, Layer II
detected 86% of the malicious programmings). CardiWall
did not detect #7, #11, and #23 malicious programmings,
and we provide an explanation for each case. Programming
#7 is considered malicious because of the change in the
value of the ventricular pacing parameter from BiV to RV.
Layer 1 did not detect this programming, because there is no
deterministic rule existing for this parameter. Layer II did not
detect this programming because the value RV alone is not
dangerous or malicious. The layer that should have detected
this programming is layer IV (delta of change). However,
layer IV did not detect the malicious programming because
of the threshold used for this layer, which was zero. The same
explanation applies to programming #11.

Programming #23 is considered malicious due to its low
value for the RV amplitude parameter. In this case, the value
of this parameter alonewas not considered dangerous ormali-
cious, so layers I and II did not detect it. The layer that should
have detected this programming is layer V (combinations).
However, layer V did not detect this malicious programming
due to the threshold used for this layer, which was zero.

B. EXPERIMENT 2
Table 11 presents a summary of the results of Experiment
2 that focused on leveraging the programmings features using
ML algorithms. The first column contains the kernel function
used (RBF or Polynomial). The next three columns contain
the mixture of the training and test sets and the percentage
of malicious programmings in the test set. The subsequent

TABLE 11. Summary of the results of experiment 2.

columns present the threshold for the model and the results
of the experiment (the TPR, FPR, TF, and AUC).

Note that we did not present the results for the best TPR,
because the results were TPR=1 and FPR=1 for that case,
which is not an interesting result. For the same reason,
we didn’t present the bestFPR in the table, because the results
for that case were FPR=0 and TPR=0.

After running the OneClass SVM classifier on the test
set, we obtained a level of certainty for each programming,
whether it is benign or not. Therefore, in this experiment the
threshold represents the minimal level of certainty required
to consider a programming as benign. Thus, if the thresh-
old is zero, none of the programmings will be considered
benign, and we obtain TPR = FPR = 1. In the opposite
case, in which the minimum certainty level is one, all of
the programmings will be considered benign, and we obtain
TPR = FPR = 0.
In the table it can clearly be seen that layer VI does not con-

tribute to the efficient detection of malicious programmings
and thus does not provide benefit to our CardiWall system.
On the contrary, it raises many more false positives and
much fewer true positives than the first five layers combined.
We can also see that the AUC is much worse than the one we
obtained by using only layers I-V.With the Polynomial kernel
function, the ratio of the TPR and the FPR is almost 1, which
is the equivalent of making a decision by tossing a coin. With
the RBF kernel function, the results are better but are still not
as strong as the results obtained in Experiment 1.

In order to show that in our use case it is best to use a one-
class classifier, we performed an experiment with 125 benign
programmings and eight malicious programmings in the
training set, and 30 benign programmings and 20 malicious
programmings in the test set. We used several classifiers,
including SVM, k-nearest neighbors, decision tree, random
forest, etc. and all of them provided an AUC of less than 0.7.
For brevity, we do not present these results.

VII. SUMMARY AND DISCUSSION
In this paper, we proposed CardiWall, a novel detection and
prevention system aimed at the detection of malicious clinical
commands (programmings) sent from the programmer device
to implantable cardioverter defibrillators. The CardiWall sys-
tem consists of six different layers. Layers I-IV are aimed
at the detection of several kinds of anomalies, i.e., anomaly
values of parameters, anomaly combinations of values of
parameters and anomalies in the change of the values of
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parameters. Layer VI uses OneClass SVM, a classic machine
learning algorithm for anomaly detection, in order to improve
the performance of our system.

We evaluated our novel detection system extensively in two
comprehensive experiments. For the evaluation, we used a
collection of 803 programming samples. Each programming
contains 260 parameters that configure the patient’s ICD. The
benign programmings, 775 in total, of hundreds of different
patients were obtained from different programmer devices.
Themalicious programmings, 28 in total, were created by two
cardiology experts, and are intended to harm the patients in
different ways, in case they will be delivered to their ICDs.
Note that our dataset is extremely imbalanced (only 3.5%
of the programmings are malicious), which makes it more
challenging for our system to achieve a high TPR and low
FPR, as there are less malicious instances to learn from.

The purpose of the first experiment was to find the best
threshold for each of the layers II-V, in order to achieve
the best total value of the TF for the system, with the best
TPR and FPR possible. We divided this experiment into two
sub-experiments, one for each method of threshold selection:
constant and data-driven.

In the first sub-experiment, which uses the constant thresh-
old method, we achieved TPR = 0.928 for each of the train-
test mixtures used. However, the best FPR achieved was
between 0.162 and 0.201 for the 90%-10% and 60%-40%
mixtures respectively. All of the AUC values obtained in
this sub-experiment were around 0.9, which represents a fine
result for a simple constant threshold method.

In the second sub-experiment, which uses the data-driven
threshold method, we achieved better results. The FPR
decreased from 0.201 to 0.084 (58% improvement) for the
60%-40% mixture and from 0.162 to 0.101 (37% improve-
ment) for the 90%-10% mixture. The AUC increased from
around 0.9 to around 0.95 (5.5% improved) for all of the
mixtures.

In both sub-experiments, we found that the best threshold
configuration sets the threshold to zero for layers III-V, which
means that the system actually does not rely upon these layers
at all and that these layers do not benefit the CardiWall
system. The layer configuration that results with the best TF
is the one with the thresholds 0.1, 0, 0, and 0 for layers II, III,
IV, and V, respectively.

The second experiment was designed to assess the influ-
ence of a classic machine learning algorithm for anomaly
detection on our novel system. We used a well-known classi-
fier, the OneClass SVM classifier, with two different kernel
functions: RBF and Polynomial. The results of this exper-
iment show that the RBF kernel performs better than the
Polynomial, however the OneClass SVM classifier preforms
very poorly with both kernels. With the RBF kernel function,
we obtained a total TPR between 0.64 and 0.79 for the 60%-
40% and 90%-10% mixtures, respectively, an FPR of around
0.25, and an AUC of 0.7, which is much worse than the
AUC obtained in the previous experiments with the other non-
ML based layers. From this we concluded that the system’s

VI layer which is based onOneClass SVM does not contribute
to our system’s detection capabilities, resulting in poorer
performance than that achieved without this layer.

To summarize, the use of the CardiWall system with the
best configuration (according to the TF measure) and the
data-driven threshold method provided the following results:
TPR = 0.914, FPR = 0.101, and AUC= 0.947.
CardiWall’s detection capabilities are extremely important

for the protection of patients, thus the cost of CardiWall,
in terms of time, should be examined as well, in order to
ensure its effectiveness in real-time scenarios. CardiWall ana-
lyzes each new programming quickly and detection takes
only a few milliseconds. This short timeframe makes Cardi-
Wall suitable in emergency scenarios when the response time
is critical.

Several observations about the CardiWall system can be
made from this research. Our first observation, based on the
experiments performed, is that layers III-V don’t provide any
benefit to the system and appear to be of no use. However,
it is important to remember that our results are based only
on the dataset we collected; given another richer dataset,
with many more benign and malicious samples, the results
may show that layers III-V are valuable. We must mention
that according to our experts, most of the possible mali-
cious programming principles are covered by our set of
malicious programming. Nevertheless, most of our malicious
programmings are based on some set of parameters, while
there were only few malicious programming options dealing
with changes of parameters or pacing modes (Table 1, pro-
grammings 7-11). According to our experts, extending these
programming options to include larger variety of change
options would enable layers III-IV, which are dealing with
‘‘change analysis’’, to provide additional benefit to CardiWall
performance in detecting true anomalies. Another possible
explanation for absence of additional benefit provided by lay-
ers III-V could result from the fact that our model was based
only on benign programming data, in which there were only
few changes made on a routine practice (most of CIED inter-
rogations consist of device checkup and analysis of detected
arrhythmias; and there are usually not many changes to do).

Another observation is that the classic machine learning
based layer (layer VI) did not enhance the performance of
the system. The reason for that, in our opinion, stems from
the fact that machine learning algorithms in general, and SVM
in particular, rely on the vectors of many features in order to
provide a decision. In our case, the variance within the values
of each parameter in the benign programmings is high, and
each malicious programming is based on very few parame-
ters (sometimes just a single parameter). Thus, the machine
learning algorithm, which is based on the programmings
parameters’ values as features, may not distinguish malicious
programmings from benign programmings. However, with
a larger malicious and benign programmings dataset that
includes additional sophisticated features, machine learn-
ing algorithms for anomaly detection may provide feasible
results, thus showing that the sixth layer is important.
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Wherever we discuss malicious or dangerous program-
mings, we need to remember that these programmings can
occur outside the context of cyber-attacks, for example,
in cases where the doctor or technician mistakenly set some
parameters with dangerous values while programming the
CIED. Thus, our system’s relevance extends beyond the field
of cyber-attacks and can determine cases of human mistake,
bugs and miscellaneous anomalies. It can also help cardiol-
ogy specialists who want to learn how to use the program-
mer device and program ICD devices without inadvertently
harming patients; the specialists could use CardiWall while
programming an ICD device intended for training purposes
and receive alerts if they program the ICD with a dangerous
programming. During the training, the β parameter of the
TF measure can be changed in accordance with the training
purposes.

Given the possible cyber-attacks on ICDs, our novelCardi-
Wall system is the first method that: 1) provides a defense
mechanism against attacks that are initiated from the legit-
imate programmer device, 2) observes the content of the
programmings sent from the programmer device to the ICD,
rather than the meta-data, and 3) uses a real dataset of pro-
grammings sent to patients’ ICD devices.

TheCardiWall system can efficiently detect malicious pro-
grammings. Thus, if attacks on ICD devices are adopted by
countries, organizations, or terrorists, the CardiWall system
may be able to protect the lives of millions of people.2

Additionally, the CardiWall system can work indepen-
dently, without the need to modify the hardware or software
of the ICD or programmer device. According to Martignani
[42], in light of existing security risks, the security of the
CIED architecture must be a consideration from the begin-
ning of the design stage in order to enhance the security and
improve the safety of CIEDs. Moreover, Slotwiner et al. [43]
concluded that public perception has a significant role in
the acceptance of security systems in existing ecosystems,
such public perception is one of the keys factors so that such
security systems will be adopted and protect patients around
the world.

However, modifying the hardware or software of medical
devices is not an easy task; any modification to a medi-
cal device must comply with the regulatory requirements
of the FDA. Moreover, a modification to the hardware of
ICD devices requires surgery, which itself can endanger
the patient. This means that the CardiWall solution has a
significant advantage in securing the ICD from malicious
activity.

We note that a detection system for medical devices must
be explainable. When the CardiWall system issues alerts
about a malicious programing, it provides an explanation,
indicating what, specifically, caused the system to make the
decision, and presenting the problematic parameters and the

2As of 2016,it is estimated that 1.13 million people use a pacemaker
worldwide. https://www.statista.com/statistics/800794/pacemakers-market-
volume-in-units-worldwide

value for each parameter, in order to give the doctor, the abil-
ity to understand any situation and respond appropriately.

Inmedical emergency scenarios, such as the urgent evacua-
tion of a patient to the hospital, the CardiWall systemwill still
function as usual and allow the full functionality of the ICD
and its communication to the programmer, since CardiWall
does not rely on the patient’s medical condition, but rather
on data that is based on previous clinical programmings.
In addition, the medical doctor is the one who makes the
final decision, as CardiWall serves as a decision-making sup-
port system that raises alerts for the doctor’s consideration.
In cases in which the doctor chooses to program the ICD in
a very unusual way (i.e., anomalous) as a means of treating a
patient in an emergency situation, CardiWall will not prevent
the doctor from doing so.

Our system and experiments have several limitationswhich
are described below.

First, our system learns from only benign programmings,
because of the lack of real malicious programmings. Thus,
we can only perform one-class learning, which is also referred
to as anomaly detection. Currently, we cannot perform super-
vised learning, which is based on both benign and malicious
samples, and would likely provide better results.

Second, our collection contains 775 benign programmings
from hundreds of different patients. Thus, our system uses a
global model the entire population of patients. A collection
with additional benign programmings would allow us to cre-
ate a separate model for each patient; each model should be
more accurate in detecting anomalies for the specific patient,
and thus improve the detection results of the system for all of
the patients. The collection of this type of data would take a
significant amount of time, as on average, each CIED patient
visit the clinic approximately twice a year.

In order to overcome the abovementioned limitations,
the system’s training set must be enriched with additional
benign programmings from many different patients and
actual malicious programmings from the real world. In addi-
tion, once actual malicious programming data is collected,
it would be able to turn all of the malicious programmings
that we created, into a set of deterministic rules and add them
to layer I
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