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ABSTRACT Pneumonia is a relatively common disease that will endanger the lives of patients if left
untreated. End-to-end detection of pneumonia using neural networks will be helpful for reducing related
workforce. CNN’s processing of images shows remarkable performance, naturally, the use of CNN based
methods for assisted reading will be a trend in modern medicine. The property of current detection
algorithms is not yet satisfactory, so further research is extremely needed. In this article, we design
GeminiNet to identify and localize the pneumonia in Chest X-ray (CXR) images. It uses a popular fully
convolution architecture with computation shared on the entire image, combining RoI Align and PSRoI
Pooling to capture global and local information and output. Our approach introduces DetNet59, a network
designed specifically for detection to capture deep features. In the sixth stage of DetNet59, the structure
of the retina-like convolutional layers is added to replace the fully connected layer. This structure uses the
dilated convolution to extend the reconstructive field, and the convolution kernels of three different scales
are used for parallel calculation to collect rich feature information. GeminiNet is validated on the RSNA
dataset. We augment dataset by flipping on horizontal and vertical for the small amount of data. At IoU
(Intersection over Union) = 0.5, AP reached 0.4575, 0.078 higher than ResNet50, and reached 0.7758 on
the AUC indicator. GeminiNet achieves 8fps in detection speed, which is better than the 7fps of the popular
Faster R-CNN architecture.

INDEX TERMS Fully convolution network, DetNet59, receptive field block, GeminiNet, pneumonia
detection

I. INTRODUCTION

THE gradual increases in environmental pollution have
increased the incidence of pneumonia. According to

the WHO (2015) [1], over 15.6% of the 5.9 million deaths
in children under 5 were due to pneumonia. Diagnosis of
pneumonia on chest X-rays requires trained experts and
is confirmed to clinical history, vital signs and laboratory
tests. This process is time-consuming and labor-intensive.
Application of computer-aided diagnostics will significantly
cut labor costs and shorten the diagnostic time.

With the rapid development of information technology,
deep learning-based detection technology is increasingly be-
coming an important component of our daily activities, such
as face detection [2], fault detection [3], and disease detection

[4]. Although deep neural networks are highly effective, they
require a large amount of data and time to train effective
models. So far, efforts to design a fast and efficient high-
precision detection network have not yielded much success.

The Faster R-CNN proposed by Kaiming He et al. [5] can
rapidly generate a proposal by sharing the convolution char-
acteristics of the input image. Although this tool accelerates
the calculation speed of the neural network to a certain extent,
since the output of the network needs to go through the fully
connected layer, the calculation speed is still suboptimal [6].
All the current state-of-art image classification networks are
convolutional networks, such as ResNet [7], GoogLeNet [8],
etc. Of note, the target detection network can be implemented
using a full convolutional network, but if the full connection
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layer is simply discarded, some of the feature information
will be lost, decreasing the detection performance. This is
because the classification of the image has translation invari-
ance, and the target detection requires that the image have a
translation variance. Based on the R-FCN concept, we use
position sensitive pooling, divide RoI into K ×K grids, and
vote in the last layer of convolution to generate a score map.

A single bin is sensitive to individual parts, the global
structure information is ignored by the PSRoI Pooling. In the
R-FCN, only PSRoI pooling is used, incorporating the local
information, while ignoring the global information. Thus, the
global and the local information are entered into the network:
the proposals of the RPN output include PSRoI pooling
and RoI Align [9]. Subsequently, the two-way information
is comprehensively employed in the target recognition and
detection.

To obtain more detailed features and improve the detection
of small targets, in addition, we use the inception structure
composed of three scale convolution kernels. In addition, the
dilated convolution is used to expand the Receptive Filed and
to examine the details.

II. RELATED STUDIES
A. THE RESEARCH WORK OF PNEUMONIA DETECTION

Rajpurkar et al. developed a CheXNet [10] algorithm that
can automatically detect pneumonia in chest X-rays. This
algorithm is a 121-layer DenseNet trained on ChestX-ray14,
and it replaces the final fully connected layer with one that
has a single output, achieving 0.435 on the metric of F1
score. Kermany et al. [11] designed a diagnostic tool based
on deep-learning framework for treatable diseases. The tool
utilizes chest X-ray images to demonstrate the performance
of identification. Islam et al. [12] proposed a compressed
sensing framework for automatic detection of pneumonia
on X-ray images. This method had a prediction accuracy
of 97.34% surpassing many of the current state-of-the-art
methods.

Elsewhere, Rajaraman et al. [13] designed a deep neural
network based on VGG16 which truncated at the deepest
convolutional layer and contained a GAP and dense layer to
detect pneumonia in pediatric chest radiographs.

Although these algorithms have optimized deep networks,
Rajpurkar et al. and others used a single output instead of
the full connection layer to speed up the network, but this
maneuver did not achieve the desired accuracy. Rajaraman et
al. used global average pooling to improve the performance
of the convolutional neural network but lost the location
information of the target. High-precision networks with good
detection performance are, therefore, currently being inves-
tigated. In 2018, Lee et al. proposed the DetNet [14], which
is designed for object detection and achieved better detection
results with fewer layers. Sirazitdinov et al. [15] proposed
a framework combining RetinaNet and Mask R-CNN for
detection and localization of pneumonia. This network was
verified on a dataset with 26,684 images from Kaggle Pneu-

FIGURE 1: Dilated Convolution

monia Detection Challenge. This two-branch structure model
is now widely applied.

B. THE NETWORK IN THE PROPOSED ALGORITHM

Google and Microsoft Research have initiated Inception
network and ResNet network, respectively [16]. Inception
network optimizes the increase of network width based on
increasing network depth [17]. To improve the computing
performance of the network and the network overfitting phe-
nomenon, the Inception network uses a sparse connection
to stack many convolution operations of different scales,
which not only reduces the parameter quantity of the model,
but also ensures optimal calculation of the network dense
matrix performance. The ResNet network learns the residuals
between input and output through multiple reference layers
[18]. Research shows that ResNet network not only improves
the training convergence speed of the network, but also solves
the problem of deep network degradation.

Dilated convolutions. The dilated convolutions [19] pro-
posed by Deeplab can exponentially expand the receptive
field without capturing additional parameters. This is shown
in Figure 1 together with the multi-scale context information,
which enhances the detection of small targets and improves
the overall performance of the model.

Receptive field block (RFB) [20]. Based on the superiority
of Inception-ResNet and dilated convolution, Kaiming and
other scholars combined the two to improve the RFB network
in references to the SSD network. In the RFB network, the
RFB structure was designed by simulating the Receptive
Fields (RFs) of human vision. The RFB structure not only
incorporates the dilated convolutional layer, but also super-
imposes the convolutional layers of convolutional kernels of
different sizes, as shown in the Figure 2. The experimental
results show that the RFB network can expand the receptive
field of the network, optimize the size of the feature map,
and significantly improve the detection and recognition effect
of the target. In addition, RFBNet exhibits accurate target
detection while maintaining the accuracy of a very deep
backbone network detector.
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FIGURE 2: Diagram of the RFB structure. Inception is used
to combine multiple branches with different kernels, and the
dilated convolution is employed to build modules

R-FCN [21] uses the position sensitive score map gen-
erated by convolution for subsequent processing steps such
as classification and regression frame prediction. Unlike the
original Faster R-CNN RoI pooling processing, R-FCN visu-
alizes the location information of the target by voting [22].

However, ResNet presents two problems: 1) a large net-
work depth leads to longer training time, 2) the relatively
high downsampling of the network results in loss of the
location and semantic information of the target. The aim of
this network is to predict using a deeper feature map, because
it offers a large receptive field, and the corresponding anchor
has a large scale. But the deeper the feature map, the lower
the resolution of the object edge, which reduces the accuracy
of the regression. In the resultant low-resolution feature map
caused by continuous downsampling, the semantic features
of the small target disappear in the “deep layer”, and the
semantic information of the large target is also partially lost.
The position changes, compromising the detection accuracy
of the target. Thus, DetNet could be used as a backbone to
extract features from image data [23].

In the original R-FCN, the feature map extracted by the
1 × 1 convolution used after the sixth stage is relatively
monotonous and cannot acquire multi-scale feature informa-
tion. In this paper, the original 1× 1 convolution operation is
replaced by the RFB structure to obtain more scale features.
The map provides subsequent classification and regression
operations to improve network performance.

III. METHODOLOGY
A. DATASET PROCESSING
Radiological Society of North America (RSNA) [24] is a
dataset in the 2018 Kaggle pneumonia detecting challenge,
which is initiated by the Kaggle’s machine learning com-
munity in collaboration with the US National Institutes of
Health, The Society of Thoracic Radiology and MD.ai. The
size of images is 1024 × 1024 pixels.

The RSNA dataset is a subset of 30,000 exams taken from
the NIH CXR14 dataset. From the 30,000 selected exams,

15,000 exams had positive findings for pneumonia or similar
pathologies such as consolidation and infiltrate. The 15,000
negative exams were taken from two groups: 7,500 exams
had no findings and 7,500 exams had pathologies unrelated
to pneumonia [24]. Six board-certified radiologists annotated
all positive samples in the dataset with bounding boxes using
a commercial annotation system.

To achieve a good deep learning model, sufficient datasets
are required to train the model. However, most of the real-
world problems do not have enough data to train the model.
Therefore, tour dataset needs enhancement. Thus the images
in training sets are augmented by flipping horizontally and
vertically as shown in figure. Finally, 18036 training images
are acquired, 80% of which are used as training images and
20% as testing images. The examples are shown in Figure 3.

The location information of the pneumonia site is analyzed
in X-ray images. Pneumonia position is known to vary among
patients. All 6012 images have pneumonia, among them,
3265 cases have two areas of pneumonia, which accounts for
the largest proportion in the data set. One area exists in 2617
images, three areas in 118 cases, and four areas in 12 cases.

Pneumonia is common in the left and right lobe of the lung.
For each pneumonia area, the central point of each target
area is replaced as a pneumonia area, and the target position
analysis is performed. The analysis map of the center point of
the target area is calculated and plotted, and the target center
scatter plots are obtained in all sample sets.

Although inflammation may occur in pneumonia in the
both lungs, the location of pneumonia varies among patients
because of the large area of the lungs. Also, the symptoms
vary among patients, which is reflected in pneumonia targets.
The location of the area varies. From our target area analysis
chart, it can be seen that the location of the target area of
pneumonia varies among patients. Data analysis reveals that
pneumonia verification not only yields a large proportion
of multi-target samples, but also a large distance between
targets, thus the target detection of pneumonia inflammation
is a multi-target detection problem. In response to this, the
target can be decomposed to accurately locate the pneumonia
target.

Based on the InstanceFCN, R-FCN first obtains a number
of different position-sensitive sub-graphs relative to the target
instance according to the relative position concept. It then
combines the sub-blocks of the corresponding positions in
the sub-picture to obtain a single target instance. On this
basis, R-FCN proposes a position sensitive score map. Posi-
tion sensitive score map will retain the location of the target.
In the RSNA dataset, the target of pneumonia is not only
varies in size, but also in a position. Thus, using the position
sensitive score map should have a good effect.

B. EVALUATION METRICS
The Average Precision (AP) [25] value IoU-threshold-based
is used to illustrate the detection results. IoU is the overlap
rate between the prediction box and the ground truth box, as
formula (1), Pred is the prediction box, GT refers to Ground
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FIGURE 3: Data enhancement preprocessing, horizontal and vertical inversion of images

Truth box. AP refers to the average score of each picture,
as in formula (2), N specifies the number of all test pictures,
where S presents the score of each testing picture. When IoU-
threshold is equal to a certain threshold, and the predicted
image’s IoU-threshold is greater or equal to the threshold, S
is 0.

IoU(Pred,GT ) =
Pred

⋂
GT

Pred
⋃
GT

(1)

AP (S, i) =
ΣiSi

N
(2)

In this paper, Mean Average Precision (MAP) is used
to describe the detection accuracy of dilated model. For
instance, in the formula (3), t refers to the threshold of IoU,
and p is the AP value at threshold t.

MAP (p, t) =
Σtpt
n

(3)

ROC is a tool for measuring non-equilibrium in classifi-
cation [26], and its abscissa is false positive rate (FPR) as
shown in the formula (4), and the ordinate is True positive
rate (TPR) as shown in the formula (5). ROC curves are often
used to evaluate the pros and cons of a binary classifier. The
closer the ROC curve is to the upper left corner, the higher the
true positive rate obtained by the classifier in comparison to
its false-positive rate, indicating that the classifier performs
well.

FPR =
FP

FP + TN
(4)
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FIGURE 4: Pneumonia target area center point distribution

TPR =
TP

TP + FN
(5)

To comprehensively verify the experimental results, we
calculated the AUC (Area Under Curve) [27]. AUC is a
probability value. When positive and negative examples are
randomly selected, the probability that the current classifi-
cation algorithm ranks the positive examples ahead of the
negative based on the calculated score is the AUC value.
Therefore, the larger the AUC value, the more likely the
classification algorithm is to rank positive examples ahead of
negative ones, which indicates better classification. And the
recall rate (R) is applied to evaluate our model, as shown in
formula (6).

R =
TP

TP + FP
(6)

IV. PNEUMONIA DETECTION BASED ON FASTER
R-CNN
The proposed network is based on Faster R-CNN, which is
a popular two-stage detector. The two-stage model includes
two stages. 1) Region proposal stage. The RPN locates RoI
region by convolutions. 2) Region classification stage in
which the network completes the classification and regres-
sion. This paper aims to improve these two stages.

Firstly, we establish preliminary detection models for
RSNA data set, based on Faster R-CNN. We use Faster
R-CNN for training, which is based on four backbones
(DetNet59, ResNet50, ResNet101, and VGG16). More than
90000 iterations are carried out in the training, and the
training is stopped when the model is trained to convergence.
Training Loss curves of four models are shown in Figure

FIGURE 5: Pneumonia target area center point distribution

5 (Loss value is taken as the average value of every 2000
Batches)

For the RSNA data set, the loss of ResNet101 is far away
from the other three models. After completing multi-step
training, the model based on ResNet101 does not converge.
Meanwhile DetNet59, ResNet50 and VGG16 rapidly con-
verges in pneumonia detection. Loss value of ResNet50 is
the lowest and finally converges to 0.25. Loss of DetNet59 is
slightly higher than that of ResNet50 and converges to 0.28.

The RSNA dataset is experimented with four backbones
Faster R-CNN networks. When the four networks reach
full convergence, AP comparison of the four networks is
obtained, as shown in the Table 1.

This paper developed several test models based on the
popular model design, after testing three different backbones.
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TABLE 1: Assessment results for different IoU thresholds on Four backbones

AP@0.4 AP@0.5 AP@0.6 AP@0.7
DetNet59 0.6317 0.4201 0.2068 0.0657
ResNet50 0.6066 0.3791 0.1863 0.0513
ResNet101 0.5539 0.3508 0.154 0.0406

VGG16 0.5506 0.3559 0.1881 0.066

Compared to the Faster R-CNN network structure, DetNet59
is the preferred backbone in solving RSNA data sets. Det-
Net59 shows better performance in pneumonia detection
when IoU ≤ 0.5, and VGG16 shows better performance
when IoU ≥ 0.7. VGG16 shows unique advantages in high-
precision detection scenes.

V. PNEUMONIA DETECTION BASED ON GEMININET
In resnet-based Faster R-CNN, after completion of ResNet
stage 4, it enters the RPN network and ResNet stage 5.
ResNet phase 5 often follows the fully connection layer after
the last layer. R-FCN attempts to remove the fully connection
layer.

A. REGION-BASED FULLY CONVOLUTIONAL
NETWORKS (R-FCN)
R-FCN first obtains a number of different position-sensitive
sub-graphs relative to the target instance according to the
relative position concept. It then combines the sub-blocks
of the corresponding positions in the sub-picture to obtain
a single target instance. Based on this, R-FCN proposes
a position sensitive score map. Experiments show that the
position sensitive score map has excellent effects on small
targets and multi-target detection. In the RSNA dataset, the
target of pneumonia does not only vary in size, but also in
position-changing position. Hence, application of the posi-
tion sensitive score map may yield good effects.

B. GEMININET
As shown in the Figure 6, GeminiNet is based on R-FCN, and
it uses the idea of R-FCN as reference. In addition to change
the backbone’s final layer of fully connection layer into RF-
BNet structure to complete multi-scale feature extraction and
dimension reduction, GeminiNet select another deep CNN
network as backbone.

After the picture data is input into the model, the picture is
processed by DetNet, RFBNet, and RPN networks in turn,
and then it is entered into the region classification stage
for target detection. GeminiNet has two stages to locate the
region of interest. In the first stage, feature extraction and
selection of candidate boxes are performed. In the second
stages, in order to overcome R-FCN’s limitation of not being
able to handle two-way information simultaneously, PSRoI
pooling and RoI Align are used to transform the pool of the
corresponding area into a feature graph of fixed size. These
two branches are called Local and Global, respectively. In the
Local branch, 1x1 convolution is used to map the feature to
the feature graph of dimension. This feature map is voted to

complete classificaton and regression. After completing RoI
Align, Global branch adds three 3x3 convolution and one 1x1
convolution to enhance feature extraction. Subsequently, 1x1
convolution is used to complete the voting for classification
and regression. The two branches combine the results to the
softmax layer at the end.

C. TRAINING
Using the same parameters in the experiment described
in the previous chapter, we train ResNet50+Faster R-
CNN, DetNet59+Faster R-CNN, DetNet59+R-FCN and Det-
Net59+GeminiNet using the RSNA dataset. The three mod-
els complete training after 90000 iterations, and the loss trend
of the three models is shown in the Figure 7.

D. EXPERIMENTAL RESULTS AND ANALYSIS
After 90000 iterations, all four models reached convergence,
with two models based on Faster R-CNN achieving faster
convergence speed, with a lower final convergence loss.
The convergence speed of the two models with R-FCN and
GeminiNet is slow, and the convergence loss value is also
higher than the model based on Faster R-CNN. We compare
APs of the four models in Table 2.

In the AP comparison, DetNet59+GeminiNet is superior
to DetNet59+Faster R-CNN at all IoU thresholds, and the
AP value of DetNet59+GeminiNet exceeds that of Det-
Net59+Faster R-CNN 0.0374 at the most representative
AP@0.5. The advantage of DetNet59+GeminiNet in other
threshold ranges is quite significant. When the IoU is 0.4,
the AP of DetNet59+GeminiNet is 0.0515 higher than that
of DetNet59+Faster R-CNN. The DetNet59+R-FCN has a
lower AP among the four models, but its training speed is the
highest among the four models. R-FCN structure provides the
fastest training speed, 0.1753s/img among the four models.

In the comparison of Recall, DetNet59+R-FCN achieves
the highest precision. When threshold of IoU=0.4, 0.5, 0.6,
optimal effects are obtained. The performance of the Det-
Net59+GeminiNet is optimal when IoU=0.7. In the Recall
comparison, DetNet59+R-FCN yields the best results. Better
results are obtained when IoU=0.4, 0.5 and 0.6. The best Re-
call for DetNet59+GeminiNet was obtained when IoU=0.7.

A PR Line (Precision/Recall Line) of the four models
shows that the DetNet59+GeminiNet has excellent accuracy
and recall rates. R-FCN and GeminiNet were also faster than
other structures during testing. This extends the application
of the model in video detection The training and test time of
the four models on GTX 1080Ti is shown in Table 4.

The DetNet59+GeminiNet is superior to Mask R-CNN.
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FIGURE 6: GeminiNet. In the first stage, feature extraction and selection of candidate boxes are performed. In the second
stages, PSRoI pooling and RoI Align are used to transform the pool of the corresponding area into a feature graph of fixed size.
These two branches are called Local and Global, respectively.

TABLE 2: AP for different IoU thresholds on Faster R-CNN & FCN

AP@0.4 AP@0.5 AP@0.6 AP@0.7 Train Time
ResNet50+FPN 0.6066 0.3791 0.1863 0.0513 0.43215
DetNet59+FPN 0.6317 0.4201 0.2068 0.0657 0.4378

DetNet59+R-FCN 0.5641 0.3666 0.1881 0.0561 0.1753
DetNet59+GeminiNet 0.6832 0.4575 0.2438 0.0914 0.41615

TABLE 3: Recall for different IoU thresholds on Faster R-CNN & FCN

Recall@0.4 Recall@0.5 Recall@0.6 Recall@0.7
ResNet50+FPN 0.8311 0.6633 0.4278 0.2095
DetNet59+FPN 0.8341 0.6725 0.4481 0.2347

DetNet59+R-FCN 0.8715 0.7078 0.4708 0.2374
DetNet59+GeminiNet 0.8663 0.702 0.4602 0.2492

TABLE 4: Train Frame Rate & Test Frame Rate

ResNet50+FPN DetNet59+FPN DetNet59+R-FCN DetNet59+GeminiNet
Train Frame Rate (fps) 2 2 5 2
Test Frame Rate (fps) 7 7 16 8

FIGURE 7: Training Faster R-CNN & FCN Loss Curve

Table 5 shows that the DetNet59+GeminiNet is 10.7% higher
than Mask R-CNN under the MAP indicator.

Figure 9 is the ROC curve comparison of ResNet50+
Faster R-CNN, DetNet59+ Faster R-CNN, DetNet59+R-
FCN and DetNet59+GeminiNet. Among the four models, the
AUC of DetNet59+GeminiNet is 0.776, while the AUC of
DetNet59+ Faster R-CNN is slightly smaller than that of Det-
Net59+GeminiNet at 0.741. The ROC curve indicates that
the classification effect of DetNet59+GeminiNet is superior
to other models.

Figure 10 shows that GeminiNet can accurately detect
pneumonia. Single target and multi-target X-rays can be
accurately detected. Figure 10 (n), (o), and (p) show that
when target is missing and the wrong target is detected. These
results show that GeminiNet is not effective for small targets
and low contrast targets. Such samples should be reanalyzed
in subsequent studies.
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TABLE 5: Comparison of results for different networks

NetWork MAP
Mask R-CNN+FPN 0.218051

DetNet59+GeminiNet 0.3259625

TABLE 6: The results on Chest X-Ray14

Recall@0.5 Recall@0.7
ResNet50+FPN 0.3371 0.0564
DetNet59+FPN 0.3542 0.0697

DetNet59+R-FCN 0.3227 0.2374
DetNet59+GeminiNet 0.3622 0.0736

FIGURE 8: Precision/Recall Line

FIGURE 9: ROC Curve of four detectors

FIGURE 10: Detection instance

To verify the usefulness of our model, we test GeminiNet
on the Chest X-Ray14 dataset. The Chest X-Ray14 data set
contains 30,805 patients and 112,120 chest X-ray images.
The size of each image is 1024×1024 with 8 bits gray-
scale values. The corresponding report includes 14 pathology
classes. There are 120 pneumonia images with bounding box
annotations in Chest X-Ray14. We choose all of them to test
our model. The detection effect of DetNet59+GeminiNet is
better than other models at AP@0.5 and AP@0.7.

The results of experiments have been listed in Table 6.
The table shows that the APs of DetNet59+GeminiNet are
better than other models. Det-Net59+GeminiNet has high-
efficiency on pneumonia detection.

VI. CONCLUSION
This paper establishes detection models for RSNA pneu-
monia in two steps. These models are based on Faster R-
CNN and FCN. Both models can efficiently detect areas of
pneumonia on lung X-rays. In detectors based on Faster R-
CNN, DetNet59+ Faster R-CNN yields the best results when
used in the network construction. This model achieves 0.4201
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when IoU=0.5. However, models based on Faster R-CNN
require further modification to increase accuracy and reduce
time. In this paper, we used DetNet59+R-FCN for pneumonia
detection which significantly reduced the time. But the model
based on R-FCN is rather inaccurate compared to models
based on Faster R-CNN. On this basis, we proposed Gem-
iniNet. GeminiNet incorporates traditional R-CNN network
based of R-FCN to detect global features. In addition, we
replaced the full connection layer with the form of RFB-
Net. The RFBNet structures employ multi-scale branches
to complete detection from multiple scales. Experimental
results show that DetNet59+GeminiNet yields the best AP@
50 of 0.4575 and AP@ 70 of 0.0914. DetNet59+GeminiNet
outperforms DetNet59+ Faster R-CNN in all IoU thresholds.

There are some limitations in this work. Two branches of
GeminiNet have completed local and global tests, but the
weights of the two branches have not been considered. In
future works, we will pay attention to the weight of the two
branches for better results.
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