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ABSTRACT Hyper parameter optimization (HPO) is a crucial step in modern machine learning systems.
Bayesian optimization (BO) has shown great promise in HPO, where the parameter evaluation is conducted
through a black-box optimization procedure. However, the main drawback of BO lies in the expensive
computation cost, which limits its application in large deep models. Hence there is strong motivation
to reduce the number of epochs of training required by leveraging the partial information provided by
iterative training procedures. Recent advancements use probabilistic models that extrapolate learning curves
explicitly to early-stop the training of poor-performing configurations. However, these approaches impose
a strong prior assumption on the distribution of learning curves and involve much larger computational
complexity or rely heavily on predefined rules, which is not general for different cases. To tackle the
challenge of training resource allocation in infinite parameter search space and in time horizon, we study
HPO problem in Bayesian contextual bandits setting and derive several fully-dynamic strategies that
are information-efficient and scalable. Extensive experiments demonstrate that the proposed method can
significantly speed up the HPO process.

INDEX TERMS Automated Machine Learning, Hyper Parameter Optimization, Contextual Bandits

I. INTRODUCTION

MACHINE learning has celebrated many successes.
However, a prominent model is usually sensitive

to the setting of hyper parameters and depends strongly
on the delicate design of human experts. Typically, recent
deep neural networks crucially depend on a wide range of
choices about the neural network’s optimization methods,
architecture, and regularization. One of the primary tasks
in automated machine learning (AutoML) [1], [2] is hyper
parameter optimization (HPO), which aims at selecting the
promising hyper parameters with a limited budget (e.g., the
number of iterations, time).

Bayesian optimization (BO) [3]–[5], [28] is a powerful
method for HPO, where the algorithm iterates between fitting
the surrogate model and using an acquisition function to
make choices about which configurations to evaluate next.
There is a suite of algorithms derived based on the BO
framework, such as Gaussian Process (GP) optimization [8],
[14], Tree-structured Parzen Estimator (TPE) [7], Sequential
Model-based Algorithm Configuration (SMAC) [6], etc.

BO treats HPO as a black-box optimization problem,

which means that a model must be fully trained to the
assigned end before the quality of its hyper parameters can
be assessed. However, modern machine learning models are
often large and expensive to train, and a bad assigned budget
for training may lead to over-fitting. As human experts can
rapidly assess whether a model is likely to be eventually
useful with the partial information generated during training,
it is thus of great interest for HPO algorithms to leverage par-
tial information. This introduces the novel challenge that the
optimization algorithm should balance resource allocation in
both hyper parameter search space and training time horizon
at the same time.

Several extensions based on BO try to remove the as-
sumption of black-box optimization by modeling learning
curves explicitly. One intuitive approach is to extrapolate
the learning curve with a set of parametric model families,
e.g., logarithmic and exponential functions [9]. A weighted
linear combination of these models is finally used to predict
the learning curve and terminate poorly performing target
algorithm runs early. It can efficiently predict the final results
when the real learning curves are similar to the model fami-
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lies and then early-stop the curves that are rarely possible to
achieve better performance. While this is not applicable for
in-regular learning curves, and it does not use the informa-
tion of previously evaluated hyper parameters. This method
is further improved by using Bayesian neural network to
integrate both previous evaluated hyper parameters and the
observations of the current learning curve [17]. However, the
use of basis functions, which is not generalizable, is still a
key ingredient in the network structure.

"Freeze-thaw Bayesian optimization" [8] models the learn-
ing curve with a kernel that supports exponentially decay-
ing functions of the form e−λt. At each training step, the
algorithm decides to pause the training of one model in
favor of starting a new one with different hyper parame-
ters, or resuming a partially-completed training procedure
from an old model. The algorithm can largely decrease the
number of epochs of training required to find a promising
configuration for particular models. However, it relies on a
critical assumption that training curves tend to follow an
exponential decay function and the algorithm suffers a total
computational complexity of O(N3 + T 3 + NT 2), where
N is the number of configurations evaluated and T is the
maximum budget for one configuration. The method is thus
not practical when the particular parametric model cannot fit
the curves, the search space of configurations is large, or the
training process is long.

Bandit-based methods treat HPO as a sequential resource
allocation problem. The objective is to identify the best arm
in infinite-armed bandits. Hyperband [10] uses successive
halving [11] to stop poorly performing configurations, each
round, a predefined proportion of best-performing configu-
rations will be allocated more resources. Hyperband showed
strong anytime performance, as well as flexibility and scala-
bility to higher-dimensional spaces. However, the correlation
among different configurations is ignored. BOHB [12], [26],
[27] tackles this problem by sampling new configurations
using BO trained with previously evaluated samples. How-
ever, both Hyperband and BOHB rely on the successive
halving process, where predefined parameters, i.e., halving
proportion, will strictly constrain the optimization process re-
gardless of the performance on different configurations. What
else, some promising configurations don’t perform well at the
very beginning may have no chance to be allocated more
resources. This situation occurs when some configurations
perform well at the early stages lead to over-fitting fast.

In this paper, we propose a scalable approach to leverage
the partial information generated during the iterative training
process and speed up the HPO procedure. The main contri-
butions of this work are as follows:
• The challenges in Bayesian contextual bandits setting

and leveraging context information is investigated.
• We propose multi-task random forest as a scalable and

information-efficient model to predict action-reward
function;

• Several different resource allocation strategies in
Bayesian bandits are adapted to HPO context;

• Extensive experiments illustrate the effectiveness of
proposed methods on several benchmark machine learn-
ing problems.

II. RELATED WORK
In this section, we review Bayesian optimization and several
extensions to Bayesian optimization.

A. BAYESIAN OPTIMIZATION
Bayesian optimization (BO) proceeds by fitting a proba-
bilistic model to the data and then using this model as an
inexpensive proxy to determine the most promising location
to evaluate next. Different proxy models have been proposed,
e.g., Gaussian Process Regressor, Bayesian Neural Network
[25], Random Forest Regressor.

Algorithm 1 gives the general structure of the BO frame-
work. Mt is the surrogate function used to predict the per-
formance of configurations and the historical observations
are stored in H, which will be used to update Mt. S is the
acquisition function, which determines the best configuration
x∗ to evaluate in the next iteration.

Algorithm 1 Pseudo-code for Bayesian Optimization
1: H ← ∅
2: for t← 1 to T do
3: x∗ ← argmaxxS(x,Mt−1)
4: Evaluate f(x∗) . Expensive step
5: H ← H∪ (x∗, f(x∗)),
6: Fit a new model Mt toH
7: end for
8: returnH

A popular and effective acquisition function is the ex-
pected improvement (EI) criterion :

EIy∗(x) :=

∫ ∞
−∞

max(y − y∗, 0)pM (y|x) dy (1)

Where y∗ is the best (largest) value observed so far.

B. RANDOM FOREST IN BAYESIAN OPTIMIZATION
As an efficient proxy model, random forest was first used in
Sequential Model-based Algorithm Configuration (SMAC)
for HPO [6]. Random forest regressor is a collection of B
regression trees, which have real values (here: target algo-
rithm performance values) at their leaves. Regression trees
are known to perform well for categorical input data. Ran-
dom forest shares this benefit and typically yields accurate
predictions. Random forest also allows us to quantify our
uncertainty in a given prediction.

Each regression tree of the forest is built on n data points
randomly sampled with repetitions from the entire training
data set.

The predictive mean µθ and variance σ2
θ for a new config-

uration θ is the empirical mean and variance of its individual
trees’ predictions for θ. Normally, the tree prediction for a
parameter configuration θn+1 is the mean of the data points
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in the leaf one ends up in when propagating θn+1 down the
tree. The mechanism is flexible since it can be adapted to
predict the user-defined cost metric of that data.

C. LEARNING CURVE EXTRAPOLATION
To speed up the hyper parameter optimization of machine
learning algorithms, recent methods in Bayesian optimiza-
tion extrapolate learning curves. In [9], learning curve models
are used to extrapolate a partially observed learning curve
for a configuration. Each learning curve is modeled as a
weighted combination of K parametric functions from var-
ious scientific areas. These functions’ parameters and their
weights, defined as a parameter vector ξ, are sampled S times
via Markov Chain Monte Carlo (MCMC) to minimize the
loss of fitting the partially observed learning curve.

Given y1:n as the n intermediate results of a configuration,
the sth sampling of ξ as ξs, the probability estimation that
ym, the performance at time step m, exceeds a certain value
ŷ can be calculated as

P (ym ≥ ŷ|y1:n) =

∫
P (ξ|y1:n)P (ym > ŷ|ξ) dξ (2)

≈ 1

S

S∑
s=1

P (ym > ŷ|ξs) (3)

=
1

S

S∑
s=1

(1− Φ(ŷ; fcomb(m|ξs), σ2
s)) (4)

Here Φ(·; ŷ;µ, σ2) is the cumulative distribution function
of the Gaussian distribution with mean µ and variance σ. This
predictive distribution allows stopping training based on the
probability of not beating the best-known model. When com-
bined with Bayesian optimization, the predictive termination
criterion enabled lower error rates than off-the-shelve black-
box Bayesian optimization for optimizing neural networks.

III. PROBLEM DEFINITION IN CONTEXTUAL BANDITS
SETTING
In this section, we formally define HPO as an infinite-armed
Bayesian bandits problem and introduce several strategies
in bandits problem that we have further adapted for HPO
context. We name the proposed method Dynamic Sequential
Model-based Algorithm Configuration (DSMAC).

A. AN INFINITE-ARMED CONTEXTUAL BANDITS
FORMULATION
Here we define HPO as an infinite-armed Bayesian bandits
problem with context information. We call it contextual Ban-
dits as defined in [18].

Let X denote the space of valid hyper parameter config-
urations, yk : X → Y be a sequence of objective functions
defined overX . For a hyper parameter configuration xi ∈ X ,
yi,k represents the performance of the model trained using xi
with k units of resources (e.g., iterations), s.t. 1 ≤ k ≤ N , N
is the maximum number of iterations that a hyper parameter
can be trained. The objective is to find the maximum yi,k with
a limited budget B.

We now formally define the bandits problem of interest
and relate it to the problem of HPO. X is an infinite set of
arms, each of them is associated with a sequence that is drawn
randomly from a distribution over sequences. If we pull the
ith drawn arm k times, we observe a value yi,k. The best
value observed in the history y∗ = max[yi,k] is stored in
the state S. Rx(r) = P [r|x] is a probability distribution over
rewards. At each step t,

1) Given the counts that the ith arm has been pulled as
ni, the algorithm can either pull a new arm for the first
time or pull a previously drawn arm for the (ni + 1)th
time. The maximum times that one arm can be pulled
is constrained to N .

2) The environment generates a reward rt. Here we define
reward as the improvement of the best value, i.e. given
observation yt, rt = [yt − y∗]+, where [x]+ refers to
max(0, x). The goal is to maximize cumulative reward∑T
t=1 rt, which is equivalent to getting the maximum

y.
3) Update state S if yt > y∗

In HPO context, the process described above can be sum-
marized in Algorithm 2.

Algorithm 2 Pseudo-code for Bayesian Contextual Bandits
1: H ← ∅
2: for t← 1 to T do
3: x∗ ← argmaxxS(x,Mt−1)
4: Evaluate f(x∗) for one additional step . Expensive

step
5: H ← H∪ (x∗, f(x∗)ni+1),
6: Fit a new model Mt toH
7: end for
8: returnH

Here we highlight two differences of the proposed frame-
work from Algorithm 1:
• In BO, HPO is treated as a black-box optimization

problem, which means that every selected configura-
tion is trained to maximum epochs before switching to
another. However, in algorithm 2, the selected model
moves forward only one training step in each iteration,
this corresponds to one arm pulling action in bandits
setting; The algorithm can intelligently decide when to
pause training of current models, resume training of
previous models or start new models for training. This
dynamic mechanism removes the black-box assumption
and brings great potential for improving optimization
efficiency.

• Each time the algorithm receives new partial results, the
surrogate model will be re-fitted.

The framework requires the surrogate model to handle
both partial results and final results. Intuitively, an efficient
algorithm under this framework should select models more
delicately, which helps to explore the search space with low
cost and pay more attention to promising configurations. This
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allows it to find promising configurations more efficiently
with a limited budget.

B. STRATEGIES IN BAYESIAN BANDITS
The fundamental challenge in bandits problems is the need
for balancing exploration and exploitation. Here we introduce
three strategies in Bayesian bandits. These strategies are
further adapted for the HPO context.

1) Greedy algorithm
As the most basic strategy in bandits, at a given time step t,
the greedy algorithm selects the action xt with the highest
expected reward:

xt = argmaxx∈XE(ri) (5)

Greedy algorithm can lock onto a suboptimal action forever.
In normal Bernoulli bandits, greedy algorithm has linear total
regret [19].

2) Probability matching with Thompson Sampling
Probability matching strategy selects an action x according
to the probability that x is the optimal action. Thompson
sampling [20], [21] implements probability matching by
sampling a reward distribution from posterior. Define r(x)
as the reward function, the probability that xi is the optimal
action is thus:

π(xi) = P [r(xi) > r(xj), ∀xj 6= xi (6)
= ER[1(xi = argmaxx∈Xr(x))] (7)

We can then sample a reward for each arm from the
posterior distribution of R and then select

xi = argmaxx∈Xr(x) (8)

Probability matching is optimistic in the face of uncer-
tainty.

3) Entropy search
Entropy search (ES) strategy quantifies the value of infor-
mation about the location of the global optimal action to its
differential entropy. ES seeks the point to evaluate that causes
the largest decrease in differential entropy.

Recall that for a list of configurations X of size n with the
possibility of being the maximum P (X) = [x1, x2, ...xn],
respectively, the entropy is defined as:

H(P (X)) =
n∑
i=1

p(xi)log(p(xi)) (9)

We then perform a simulation for computing ES. For one
point x with possible result f(x),

ES(x) = H(P (X))− Ef(x)[H(P (X|f(x))] (10)

Here P (X|f(x)) is an updated distribution over the loca-
tion of the best value. The second term inES(x) is computed
by simulation.

IV. DYNAMIC SEQUENTIAL MODAL-BASED
ALGORITHM CONFIGURATION
In this part, we introduce the details of the two main ingredi-
ents of DSMAC: 1) the model used for action-value function
approximation and 2) the adaptation of bandits strategies for
balancing exploration and exploitation.

A. ACTION-VALUE FUNCTION APPROXIMATION WITH
MULTI-TASK RANDOM FOREST

Instead of modeling the action-value function Q(s, x) di-
rectly, we model the performance surface of every training
epoch and use it to calculate the reward distribution and state
transition.

Inherited from random forest, which is used in SMAC,
a naive approach would be to build N individual random
forests where each of them is a regressor that models the
performance surface of one epoch. While this method ignores
the correlation of the performance of hyper parameters in
time horizon. Another approach is to treat the approximation
as a multi-label regression problem [13], while in our case,
this way introduces lots of missing labels since we may have
lots of configurations partially trained.

Here we propose a Multi-Task Random Forest (MTRF) ap-
proach to leverage this information. We treat the prediction of
configuration on different training epochs as different tasks.
As "epoch" is naturally a sequential feature, we simply add
it as a numerical feature besides configurations. Specifically,
given a hyper parameter configuration xi with observed per-
formance [yi,1, yi,2...yi,n], then we get the training data for
random forest: [[xi, 1], [xi, 2]...[xi, k]] where the last element
is the value of "epoch", and the labels are [yi,1, yi,2...yi,n],
correspondingly. For prediction, the values of "epoch" are
also attached to x. Similarly to [6], the predictive mean
µi,k and variance σ2

i,k for configuration xi at time step k
is the empirical mean and variance of its individual trees’
predictions for yi,k.

MTRF estimates the distribution of yi,k as a normal distri-
bution: yi,k ∼ N (µi,k, σi,k), the probability density function
of yi,k is then:

F (yi,k) = φ(yi,k;µi,k, σi,k) (11)

Here φ(x;µ, σ) = 1
σ
√
2π
exp(− 1

2 (x−µσ )2) is the probability
density function of normal distribution N (x|µ, σ).

For arm i, if we pull it k times in total, the probability
density function of reward ri,k is:

F (ri,k) = F ([yi,k − y∗]+) (12)

=

{
φ(yi,k;µi,k − y∗, σi,k), if yi,k > y∗, ri,k > 0

Φ(y∗;µi,k, σi,k), if yi,k ≤ y∗, ri,k = 0

(13)

Here Φ(x;µ, σ) =
∫ x
−∞ f(x) dx is the cumulative distribu-

tion function of normal distribution N (x|µ, σ).
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The mean action-value of the action xi,k:

E(ri,k) = E
[
[yi,k − y∗]+

]
(14)

=

∫ ∞
y∗

(yi,k − y∗)p(yi,k|xi,k) dyi,k (15)

Suppose the ith arm has been pulled n(n ∈ [0, N ]) times
at time step t, and the total limit for one arm is N . As we
have made no assumption on how many times this arm will
be pulled in the future, then the total times k that the ith arm
can be pulled follows the uniform distribution in the legal
range:

k ∼ U [n+ 1, N ] (16)

For action xi, the probability density function of observa-
tion yi and reward ri is thus:

F (yi) =

∑N
k=n+1 φ(yi,k;µi,k, σi,k)

N − n
(17)

= φ(yi;

∑N
k=n+1 µi,k

N − n
,

(
∑N
k=n+1 σ

2
i,k)1/2

N − n
) (18)

= φ(yi;µi, σi) (19)
F (ri) = F ([yi − y∗]+) (20)

=

{
φ(ri;µi − y∗, σi), if yi > y∗, ri > 0

Φ(y∗;µi, σi), if yi ≤ y∗, ri = 0
(21)

B. RESOURCE ALLOCATION STRATEGIES
In the HPO context, the main differences from the normal
Bayesian bandits are:
• The total regret is naturally bounded since the optimal

value we seek is a finite number, e.g., the possible best
accuracy for a prediction task y∗ = 1.

• We have infinite arms since the configuration search
space is always continuous.

• The maximum number that one arm can be pulled is
limited, called "finite horizon". In the HPO problem, we
assign the maximum iteration that one configuration can
be trained.

• The reward distribution is non-stochastic. ri,k varies
with k and y∗ changes as the training proceeds.

We discuss the adaption of the resource allocation strategies
in the HPO context due to these differences.

1) Greedy algorithm
Since the bounded total regret and finite horizon properties,
the greedy algorithm doesn’t suffer from the linear total re-
gret problem. We can thus adopt the simplest greedy strategy.
At each time step t, we choose

xt = argmaxxi∈XE(ri) (22)

where

E(ri) = E(ri ∗ F (ri)) (23)

=

∑N
k=n+1E(ri,k)

N − n
(24)

For arm i, the expected reward E(ri) is the mean of
step-wise average reward E(ri,k) in the following iterations.
Intuitively, E(ri) determines both 1) the trade-off between
exploring in regions the model is uncertain about, and ex-
ploiting in regions that are likely to yield a good result, and 2)
the trade-off between exploring half-finished configurations,
and exploiting fully new configurations.

2) Probability Matching with Thompson Sampling

Given the reward distribution F (ri), vanilla Thompson sam-
pling cannot be directly applied since we have infinite arms.
A strategy is needed to decide how many new arms to be
added to the "basket." Here we propose a dynamic Thompson
sampling for HPO.

Define Xold as he basket of size M that contains all the
arms xi that have been pulled ni times s.t. 1 ≤ ni < N . For
the ith arm, define µi,max = max(µi,k) for k ∈ [1, N ] Each
round, we follow the process in Algorithm 3.

Algorithm 3 Thompson Sampling for HPO
1: select a basket Xnew of M new configurations that

maximize µi,max
2: the total basket X = Xold ∪Xnew

3: while True do
4: for xi ∈ X do
5: randomly sample k ∼ U [ni+1, N ] (ni = 0 for new

arms)
6: sample a reward ri from distribution F (ri,k)
7: end for
8: if max(ri > 0) then
9: break

10: end if
11: end while
12: return xi with the largest ri

The identification of the new configuration that maximizes
µi,max in the infinite search space is based on random sam-
pling and a multi-start local search, as described in [6].

3) Entropy Search

Similar to the adaptation of Thompson Sampling, we dynam-
ically select a basket of new arms to tackle the problems
caused by infinite arms. The process is described in Algo-
rithm 4 in detail.

V. EXPERIMENTS
In this section, we empirically validate our method. We
first introduce the experiment setting in section V-A. Sec-
ondly, we validate the predictive model used for action-value
prediction in section V-B. Finally, we validate the overall
performance of DSMAC by comparing to the state-of-the-art
HPO algorithms and analyze its behavior in section V-C.
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Algorithm 4 Entropy Search for HPO
1: select a basket Xnew of M new configurations that

maximize µi,max
2: the total basket X = Xold ∪Xnew

3: compute Py∗ over the basket using Monte Carlo simula-
tion

4: for xi ∈ X do
5: for t ∈ nfant do
6: pull arm xi for K additional times, get reward

rni+1:ni+K from distribution F (ri,k)
7: with the new observations, calculate ES(xi)t with

Equation 10
8: end for
9: ES(xi) =

∑nfant
t=1 ES(xi)t

nfant

10: end for
11: return xi that maximizes ES(xi)

A. EXPERIMENT SETTINGS
The experiments are based on two common machine learning
tasks: MNIST [22], CIFAR-10 [23] with Linear Regression
(LR) and Deep Neural Networks, respectively.

1) MNIST with Logistic Regression

FIGURE 1. Validation accuracy for different hyper parameter choices in
MNIST.

In this experiment, we optimize five hyper parameters of
a logistic regression model trained using stochastic gradient
descent on the popular MNIST data set, the range of the
hyper parameters are shown in table 1. MNIST is a classic
object recognition data set consisting of 60,000 training and
10,000 test images with 28 × 28 pixels depicting hand-written
digits to be classified into 10 digit classes. The largest number
of iterations that a hyper parameter can be trained, N , is set
to be 27.

The learning curves of a random set of hyper parameters
choices in MNIST with logistic regression are shown in Fig-
ure 1. We can see that there are huge differences among the
performances of different hyper parameters and the learning

TABLE 1. The hyper parameters choices for logistic regression model

Hyper parameter Range Log-transform
weight constraint [0.1, 20] -

regularization penalty [0, 1] -
batch size [20, 2000] Yes

dropout rate [0, 0.75] -
learning rate [10−6, 10−1] Yes

TABLE 2. The hyper parameters choices for ResNet18

Hyper parameter Range Log-transform
learning rate [10−4, 10−1] Yes
momentum [0, 1] -

weight decay [10−4, 10−1] Yes
dropout rate [0, 1] -
batch size [32, 256] Yes
kernel size [2, 7] -

channel size [32, 256] Yes
pooling size [2, 4] -

curves are hard to be extrapolated with simple functions.
These complexities make it a challenging optimization task.

2) CIFAR-10 with ResNet18

FIGURE 2. Validation accuracy for different hyper parameter choices in
CIFAR-10.

In this experiment, we optimize eight hyper parameters
of ResNet18 [24] trained using stochastic gradient descent
on the popular CIFAR-10 data set, the range of the hyper
parameters are shown in table 2. CIFAR-10 contains 50,000
training and 10,000 test RGB images with 32 × 32 pixels
that were taken from a subset of the 80-million tiny images
database. The images are classified into 10 categories. The
largest number of iterations that a hyper parameter can be
trained, N , is set to be 200.

The learning curves of a random set of hyper parameters
choices in CIFAR-10 with ResNet18 are shown in Figure 2.
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TABLE 3. Prediction error of final result of different predictive models

Model MNIST LR CIFAR-10 ResNet18
Running New Runing New

CF 0.0308 - 0.014 -
RF 0.075 0.062 0.440 0.167

MTRF 0.033 0.050 0.088 0.143

TABLE 4. Time taken of different predictive models

Model MNIST LR CIFAR-10 ResNet18
CF 43.201 358.635
RF 0.008 0.008

MTRF 0.038 0.022

B. PREDICTION COMPARISON
In this part, we validate the predictive efficiency of the
model that we used for action-value function approximation,
Multi-Task Random Forest (MTRF). An accurate and time-
efficient predictive model is fundamental for a model-based
optimization algorithm. Treating the prediction of the final
performance of different hyper parameters as a regression
problem, we compare the prediction accuracy of MTRF with
vanilla Random Forest (RF) used in SMAC [6] and Curve
Fitting (CF) proposed in [9].

We construct the data-set with the training informa-
tion generated during the optimization process of Random
Search. For the MNIST task, the training data contains the
performances of 35 different hyper parameters, where 5 of
them have been trained to the end (27 training epochs) and
30 of them are trained to the halfway (sampled uniformly
from [6, 24]). The regressor needs to predict the performance
of these 30 hyper parameters and 20 new hyper parameters;
For the CIFAR-10 task, the training data contains the perfor-
mances of 12 different hyper parameters, where 4 of them
have been trained to the end (200 training epochs) and 15
of them are trained to the halfway (sampled uniformly from
[20, 180]). The regressor needs to predict the performance of
these 15 hyper parameters and 10 new hyper parameters. The
experiment for predictive performance analysis in this part
was run in a machine with an Intel Core i7-8700 CPU and
16GB RAM.

The comparison of the prediction error of different models
is listed in Table 3. Note that CF models one single learning
curve with the performance of the initial epochs, which
impose a minimum count of observations, it is thus unable
to give the prediction for new configurations. MTRF models
the whole configuration space. Here we list the mean absolute
error (MAE) of the predicted accuracy (accuracy ∈ [0, 1]).
The column ‘Running’ corresponds to the result of the hy-
per parameters that have been trained to the halfway and
the column ‘New’ corresponds to the result of new hyper
parameters.

The result in Table 3 shows that MTRF makes the best
prediction of the final performance for both new and running

configurations in comparison to CF and RF. This illustrates
the effectiveness of leveraging intermediate results. Even
for the ResNet18 model which requires a large number of
iterations of training, MTRF can still improve the prediction
accuracy by a large margin.

Table 4 shows the total time needed of different predictive
models for the prediction task. Obviously, random forest
based approaches consume far less time than CF since fitting
different learning curve models in CF is of high complexity.

The experiments illustrated that MTRF can significantly
improve the prediction accuracy of the performance of con-
figurations and remaining high inference efficiency. Both the
high accuracy and time-efficiency of MTRF make it a solid
model for the action-value function approximation.

C. EMPIRICAL ANALYSIS
In this part, we empirically validate the overall performance
of the proposed method DSMAC by comparing it to the state-
of-the-art optimization algorithms. We also visualize the
optimization procedure of DSMAC to provide more insights.

To compare the optimization efficiency of different al-
gorithms, we see the best validation performance that the
algorithm achieved as a function of the total number of
epochs of training used. We report the comparison results in
Figure 3. Here, ‘TPE’ and ‘SMAC’ are two popular Bayesian
Optimization algorithms; ‘Hyperband’, ‘BOHB’ are two ban-
dit based algorithms; ‘Random’ corresponds to ‘Random
Search’, which is a simple but strong baseline. ‘DMSAC-
Greedy’, ‘DSMAC-TS’ and ‘DSMAC-ES’ correspond to
DSMAC with the three different resource allocation strate-
gies introduced in Section IV-B:greedy, Thompson sampling
and entropy search. Each experiment was run five times and
we report the mean and the standard error of the performance
at a given budget. From the visualization results, we can
see that the DSMAC achieves strong anytime performance
and final performance. Take the left figure in Figure 3 (the
MNIST experiment) as an example, we can see that bandit-
based methods (Hyperband, BOHB) starts fast, while BO-
based methods (TPE, SMAC) achieves better final result than
bandit-based methods. The proposed method, DSMAC, has
the strength of both world. It starts fast and also converges to
the global optimum quickly.

To provide more insights, we visualize the optimization
procedure of DMSAC on the MNIST experiment in Figure
4. Figure (a) shows the number of epochs that different hyper
parameters are trained; Figure (b) is the statistical result of
the number of hyper parameters that have been trained to
different epochs; From (a) and (b) we can conclude that the
distribution of different iterations is nearly uniform, which
corresponds to our previous assumption on the distribution
of k in equation 16. Figure (c) shows the learning curves
for each distinct hyper parameters evaluated. Lighter colors
correspond to later stages of the optimization procedure.
We see that the optimization process is dynamic: in the
beginning, DSMAC explores lots of new configurations with
low budgets, and then only the promising ones are resumed
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FIGURE 3. Empirical comparison on two benchmark machine learning hyper parameter optimization problems.

FIGURE 4. A visualization of the optimization procedure of DSMAC on the MNIST experiment.

to the end. This mechanism makes DSMAC algorithm effi-
cient since very few resources are used for exploring poor-
performing configurations while an ample search space is
explored.

VI. CONCLUSION
Modern machine learning models are sensitive to the setting
of their hyper parameters. Given the hyper parameters, fitting
a machine learning model usually involves an iterative train-
ing procedure. In this paper, we analyze the HPO problem in
the Bayesian contextual bandits setting, leverage the partial
information generated during the training procedure, and de-
rived several scalable algorithms that can largely speed up the
hyper parameter optimization procedure. The methodology

developed in this paper can potentially be applied to other
problems where partial observations reduce uncertainty. In
the future, we plan to investigate the integration of this
method with other AutoML techniques, e.g., automated fea-
ture engineering and neural architecture search.
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