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ABSTRACT This work studies multi-label learning (MLL), where each instance is associated with a
subset of positive labels. For each instance, a good multi-label predictor should encourage the predicted
positive labels to be close to its ground-truth positive ones. In this work, we propose a new loss, named
Groupwise Ranking LosS (GRLS) for multi-label learning. Minimizing GRLS encourages the predicted
relevancy scores of the ground-truth positive labels to be higher than that of the negative ones. More
importantly, its time complexity is linear with respect to the number of candidate labels, rather than square
complexity for some pairwise ranking based methods. We further analyze GRLS in the perspective of label-
wise margin and suggest that multi-label predictor is label-wise effective if and only if GRLS is optimal.
We also analyze the relations between GRLS and some widely used loss functions for MLL. Finally,
we apply GRLS to multi-label learning, and extensive experiments on several benchmark multi-label
databases demonstrate the competitive performance of the proposed method to state-of-the-art methods.

INDEX TERMS Multi-label Learning, Groupwise Ranking, Optimization

I. INTRODUCTION

MUlti-label learning (MLL) is an important task in
machine learning, where each instance is associated

with multiple labels reflecting its multitude of semantic
relevance [1]–[4]. For example, in image classification, an
image may contains multiple objects and be annotated with
several labels, such as park and grass. In topic models,
a document may also relates to sport and entertainment
at the same time. MLL receives more attentions and has
been successfully applied to many areas, including image
annotation [5]–[7], document classification [8], [9] and gene
function prediction [10].

Given an instance with k ground-truth positive labels out
of m total candidate labels, one popular strategy for MLL
algorithms is to learn a parametric predictor f that predicts
relevancy scores of the instance with regards to each of
the m candidate labels, with higher scores corresponding to
more likely positive labels. A natural criterion to evaluate
such an algorithm is to examine if the predicted relevancy
scores of ground-truth positive labels rank at the top-k
positions among m predicted scores for each instance, and

we refer to this as the top-k label principle. There are many
approaches that implement such a criterion. For instance,
one can minimize the intuitive subset 0/1 loss: the loss takes
{0, 1} binary values and is 0 if and only if the predicted
labels are exactly the same as the ground-truth positive labels.
However, directly minimizing subset 0/1 loss is not feasible.
Firstly, it is a discontinuous function and its optimization
is NP-hard. Secondly, it requires a ranking of prediction
scores to pick the subset of top-k predicted labels. These
two difficulties preclude the usage of off-the-shelf continuous
optimization algorithms. Some other metrics or surrogate
losses like Hamming loss and pairwise ranking loss are
also widely adopted [1], [11], [12]. However, Hamming
loss ignores the label dependencies and simply decomposes
multi-label learning into m independent binary classification
problems (one for each label). And it may suffer from class
imbalance problems [1]. Pairwise ranking based methods
usually need to construct (positive, negative) label pairs for
each instance, the number of which could be up to O(m2).
Such computational complexity limits its scalability.

In this work, we propose a new loss, named Groupwise
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Ranking LosS (GRLS) for multi-label learning that imple-
ments the top-k label principle. As illustrated in Fig.1, for
each instance, GRLS is defined as the difference between
average predicted relevancy score of predicted positive labels
(i.e., labels with top-k largest prediction scores) and average
predicted relevancy score of ground-truth positive labels.
Minimizing GRLS encourages the predicted positive labels
to be close to the ground-truth positive ones. To avoid the use
of ranking operators, we further utilize a technique presented
in [13] that provides an equivalent continuous minimization
problem of the ranking operation using the dual form of the
latter. Consequently, GRLS can be conveniently optimized
by sub-gradient descent methods. For each instance, only
negative labels with predicted relevancy scores rank in
the top-k positions contribute to GRLS loss, it helps to
alleviate the imbalance among positive and negative labels.
In addition, GRLS does not require pairwise comparisons
and its computational cost for each training instance is
O(md), rather than O(m2d) that using pairwise comparisons,
where m is the number of all labels and d is the feature
dimension. For MLL problems with a large number of class
labels [14], minimizing GLRS will lead to a significant
reduction in running time. We further discuss the relations
between GRLS and some widely considered loss functions
in MLL. Finally, we apply GRLS loss to several multi-label
benchmark databases and experimental results demonstrate
its correctness and effectiveness.

The main contributions of this work are three folds. (1) We
propose a new type of loss for multi-label learning, named
Groupwise Ranking LosS (GRLS) that naturally encourages
the predicted relevancy scores of ground-truth positive labels
to rank higher than that of negative ones. (2) We show
that GRLS affords an efficient optimization algorithm with a
complexity linear in the number of labels, and has interesting
relations with existing MLL losses. GRLS does not require
pairwise comparisons and obtains better scalability on
large-scale multi-label datasets. (3) Experimental results on
several benchmark multi-label database verify the superior
performance of the proposed GRLS, over many widely used
loss functions in multi-label learning.

II. RELATED WORK
In this section, we review existing evaluation metrics and
learning objectives for multi-label learning, and the related
methods that directly optimize these metrics.

Label-based metrics directly measure the performance of
the predicted discrete labels, examples include Hamming
loss, subset 0/1 loss, instance-F1, macro-F1 and micro-F1,
etc. [1], [11], [15]. Hamming loss measures the proportion of
inconsistencies between the predicted and the ground-truth
labels. Since it is separable for each label, its continuous
surrogate losses [16]–[18] can be easily optimized. However,
the dependencies among labels are not captured in these
losses, while the label dependencies often play important
role in multi-label learning. Consequently, optimizing these
losses may not give best result to multi-label problems.

Subset 0/1 loss compares the predicted label subset and
the ground-truth label subset, if these two subsets are same
at all elements, then the loss is 0, otherwise 1. Subset 0/1
loss is more restricted than the Hamming loss, and their
relationships have been analyzed in [19]. By treating the
minimization of subset 0/1 loss as finding the mode of
the joint probabilities of all possible label configurations
for one instance, several probabilistic multi-label models
have been developed to maximize the subset accuracy,
i.e., 1 - subset 0/1 loss. Since the number of all possible
label configurations is 2m with m being the number of all
labels, the probabilistic classifier chain (PCC) proposed to
decompose the joint probability over a label vector into
the product of m conditional probabilities, following some
fixed label order. A recent work [20] formulated the joint
probability of all positive labels using the recurrent neural
network (RNN). As only positive labels are formulated, the
computational complexity of this RNN based model is lower
than that of PCC. However, a common limitation of the two
methods is that a predefined label order is required, and
it may significantly influence the model performance. F1
based metrics, including instance-F1, macro-F1 and micro-
F1, have also been directly optimized using Bayes classifiers
in a few works. For example, in [21], F1 score is optimized
by the alternating algorithm with an inner and an outer
maximization; in [22], the F1 score is maximized to learn
the thresholding function during optimization. However, these
optimization methods are specially designed for F1 score,
while the consistency with other loss functions has not been
well studied.

Score-based metric measures the performance of the
continuous prediction scores, without requiring the threshold
or the number of positive labels to obtain the discrete label
matrix. Examples of score-based metric include pairwise
ranking loss, AUC and average precision (AP) [1], [11]. The
pairwise ranking loss [12], [16], [23]–[25] counts the number
of label pairs that the ground-truth negative label precedes
the ground-truth positive label according to prediction scores.
Since the label pairs are decomposable, it is easy to optimize
the pairwise ranking loss. However, the number of label pairs
with (positive, negative) for each training instance could be
up to O(m2). Such a computational complexity limits its
scalability. AUC based metrics, including instance-AUC,
macro-AUC and micro-AUC [1], count for the number of
label pairs in which the ground-truth positive label precedes
the ground-truth negative label. Another widely used ranking
metric is average precision (AP) [1]. It only considers the
rankings of the ground-truth labels, avoiding the explicit
comparison between positive and negative labels. Thus, its
computational complexity is much smaller than those of
pairwise ranking and AUC based metric. However, due to
the ranking operation in AP, it is difficult to optimize. To the
best of our knowledge, there is no previous work to directly
optimize AUC or AP for multi-label learning. A recent work
in [11] proposed a unified view for above evaluation metrics,
including discrete and continuous metrics, utilizing label-
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FIGURE 1: Illustration of the computation of GRLS. The left panel shows input image with three ground-truth positive
labels: (zebra, Africa, birds). The middle panel reports the ranking list (in descending order) w.r.t. predicted relevancy scores
of all candidate labels, with ground-truth positive labels highlighted in red. The right panel gives top-3 predicted positive
labels based on the relevancy scores, as well as its GRLS loss.

wise and instance-wise margins. It is claimed that when
maximizing these margins, many metrics will be optimized.
However, this claim just shows the equivalence between the
margin based objectives and the metrics at the optimal case,
it cannot guide the objective to be optimized to improve the
model performance evaluated by these metrics.

III. GROUPWISE RANKING LOSS
In this section, we first provide the definition of the
proposed groupwise ranking loss (GRLS). Then we derive
an equivalent reformulation of GRLS such that a broad class
of continuous optimization algorithms can be easily adopted.
Lastly, we compare GRLS with classical evaluation metrics
as well as their surrogate losses for multi-label learning.

A. GROUPWISE RANKING LOSS
Given a training database D = {(xi,Yi)|i = 1, . . . , n} with
n instances and m labels, where xi ∈ Rd is the feature
vector of the i-th instance. Let T = {1, 2, . . . ,m} be the
set of all candidate labels, Yi ⊂ T denotes the subset of
ground-truth positive labels for the i-th instance, and we
use Ỹi to denote the subset of negative labels for the i-th
instance (i.e., the complementary set of Yi in T ). Multi-
label learning aims to learn a parametric predictor f that
maps each feature vector xi to an m-dimensional continuous
vector yi, as yi = f(xi;w) : Rd → [0, 1]

m with w being
the parameters of predictor f . The j-th element of f(xi;w),
i.e., fj(xi;w) represents the relevancy score between the
j-th label and the i-th instance 1. For a certain label, the
higher the predicted relevancy score, the more likely it is
a positive label. After f is learned, the predicted positive
labels for xi can be determined by the labels that achieve the
top-|Yi| largest relevancy scores in {fτ (xi;w)}mτ=1, where
|Yi| represents the size of elements in Yi.

For multi-label learning, an effective predictor f should
assign higher relevancy scores to labels in Yi and lower

1Here we assume the range of relevancy score fj(xi;w) ∈ [0, 1],
which can be realized via sigmoid or softmax operators conveniently.

relevancy scores to labels in Ỹi. To this end, we propose
a novel loss, named Groupwise Ranking LosS (GRLS), for
multi-label learning. Without loss of generality, hereafter
we describe loss functions with regard to the i-th training
instance (xi,Yi).
Groupwise Ranking LosS (GRLS). Given the multi-label
predictor f , the proposed groupwise ranking loss for the i-th
instance (xi,Yi) is defined as

`GRLS
(
yi,Yi

)
=

1

|Yi|

|Yi|∑
j=1

f[j](xi;w)− 1

|Yi|
∑
j∈Yi

fj(xi;w),

(1)
where [j] denotes the label that achieves the j-th largest
value in the predicted relevancy scores {fτ (xi;w)}mτ=1 and
f[j](xi;w) is the value of the j-th largest relevancy score, i.e.,
f[1](xi;w) ≥ f[2](xi;w) ≥ . . . ≥ f[m](xi;w). Let Si =
{[1], [2], . . . , [|Yi|]} ⊂ T be the subset of labels that achieve
the top-|Yi| largest relevancy scores in {fτ (xi;w)}mτ=1 (i.e.,
the predicted positive label set), the GRLS in eq. (1) can be
reformulated as

`GRLS
(
yi,Yi

)
=

1

|Yi|
∑
j∈Si

fj(xi;w)− 1

|Yi|
∑
j∈Yi

fj(xi;w).

(2)

Seen from eq. (2), the GRLS loss measures the difference
between the average prediction score of labels in predicted
positive label set Si and the average prediction score of
labels in ground-truth positive label set Yi (see Fig. 1
for an illustration). The lower the `GRLS , the higher the
relevancy scores of ground-truth positive labels rank in
{fτ (xi;w)}mτ=1. Therefore, the minimization of `GRLS
encourages the predicted positive label set to be close to
the ground-truth positive label set. Moreover, for instance
xi, though |Ỹi| (the number of negative labels) is usually
much larger than |Yi| (the number of positive labels) [26],
in eq. (2), only negative labels in Si contribute to GRLS
loss. We further have the following results
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Lemma 1. Given an instance (xi,Yi), for a multi-label
predictor f and fj(xi;w) ∈ [0, 1],∀j ∈ {1, 2, · · · ,m}, we
have `GRLS

(
f(xi;w),Yi

)
∈ [0, 1].

Proof. For instance (xi,Yi) and f(xi;w) ∈ [0, 1]m,
we have 0 ≤

∑
j∈Si fj(xi;w) ≤ |Yi| and 0 ≤∑

j∈Yi
fj(xi;w) ≤ |Yi|. According to the definition in

eq. (2), we have
∑
j∈Yi

fj(xi;w) ≤
∑
j∈Si fj(xi;w).

Thus `GRLS
(
f(xi;w),Yi

)
= 1

|Yi|
∑
j∈Si fj(xi;w) −

1
|Yi|

∑
j∈Yi

fj(xi;w) ∈ [0, 1].

Besides, Wu et al. [11] proposed to analyze the effec-
tiveness of multi-label predictor in margin-wise perspective.
Their label-wise margin is defined as

Definition 1. [11] Given a multi-label predictor f(x;w) :
Rd → Rm, and a database D = {(xi,Yi)|i = 1, . . . , n},
the label-wise margin on the instance (xi,Yi) is defined as

γi = min
u,v

{
fu(xi;w)− fv(xi)|(u, v) ∈ Yi × Ỹi

}
, (3)

where Yi×Ỹi is the set of all (positive, negative) label pairs
of instance xi.

Predictor f is further called label-wise effective [11] on
the database D if γi > 0,∀i ∈ {1, 2, · · · , n}. The larger the
label-wise margin, the better the predictor f can distinguish
positive and negative labels. For the proposed GRLS loss,
we have the following results,

Theorem 1. Given a multi-label predictor f(x;w) : Rd →
[0, 1]m, and a database D = {(xi,Yi)|i = 1, . . . , n},
assuming f1(xi;w) 6= f2(xi;w) 6= · · · 6= fm(xi;w),∀i,
then f is label-wise effective on D if and only if∑n
i=1 `GRLS(f(xi;w),Yi) = 0.

Proof. For any instance (xi,Yi), as f(xi;w) ∈ [0, 1]m and
`GRLS(f(xi;w),Yi) ∈ [0, 1],

∑n
i=1 `GRLS (f(xi;w),Yi) =

0 indicates `GRLS(f(xi;w),Yi) = 0,∀i ∈ {1, · · · , n}.
According to eq. (2), we have

∑
j∈Si f[j](xi;w) =∑

j∈Yi
fj(xi;w). As f1(xi;w) 6= f2(xi;w) 6= · · · 6=

fm(xi;w), the predicted relevancy scores of ground-truth
positive labels in Yi must be larger than that of negative labels
in Ỹi, that is, minu∈Yi

fu(xi;w) > maxv∈Ỹi
fv(xi;w).

Hence γi > 0,∀i ∈ {1, · · · , n} and f is label-wise
effective on the database D accordingly. On the other
side, given f that is label-wise effective on the database
D, we have γi > 0,∀i ∈ {1, · · · , n}. Therefore, for
each instance (xi,Yi), its positive labels in Yi obtain
higher predicted relevancy scores than its negative labels
in Ỹi. The relevancy scores of Yi thus rank in the top-|Yi|
positions in {fτ (xi;w)}mτ=1, and `GRLS(f(xi;w),Yi) =
0,∀i ∈ {1, · · · , n},

∑n
i=1 `GRLS(f(xi;w),Yi) = 0

consequentially. These complete the proof.

B. OPTIMIZATION OF GRLS
The ranking of the predicted relevancy scores in eq. (2) makes
GRLS hard to optimize. Fortunately, we can equivalently

transform it to a continuous function via the following
proposition,

Proposition 1. [13] ∀ai ∈ R, a[1] ≥ · · · ≥ a[n],∑k
i=1 a[i] is a convex function of (a1, · · · , an). Furthermore∑k
i=1 a[i] = minλ

{
kλ+

∑n
i=1 [ai − λ]+

}
, of which a[k] is

an optimum solution of λ, and [a]+ = max{0, a}.

Proof. Notice that
∑k
i=1 a[i] is the solution of the following

linear programming problem

max
p∈Rn

p>a, s.t. p>1 = k,0 ≤ p ≤ 1, (4)

where a = (a1, · · · , an). The Lagrangian of this linear
programming problem is

L(p,u,v, λ) = −p>x−v>p+u>(p− 1) + λ(p>1− k),
(5)

where u ≥ 0, v ≥ 0 and t are Lagrangian multipliers.
Taking its derivative w.r.t. p and setting it to be 0, we have
v = u− x+ λ1. Substituting this back into the Lagrangian
to eliminate the primal variable, we obtain the dual problem
of (4) as

min
u,λ

u>1+ kλ, s.t. u ≥ 0,u+ λ1− x ≥ 0. (6)

This further means that
k∑
i=1

x[i] = min
λ

{
kλ+

n∑
i=1

[xi − λ]+
}
. (7)

The convexity of
∑k
i=1 x[i] follows directly from (7) and

the fact that the partial minimum of a jointly convex function
is convex.

Using Proposition 1, the average relevancy score of labels
in predicted positive label set Si can be reformulated as

1

|Yi|
∑
j∈Si

fj(xi;w) =

min
λi

1

|Yi|

λi|Yi|+
m∑
j=1

[fj(xi;w)− λi]+

 .

(8)

Given f and instance (xi,Yi), the optimal λi in eq. (8) is
given by λ∗i = f[|Yi|](xi;w). Substituting eq. (8) back into
eq. (2), we obtain

`GRLS
(
yi,Yi

)
=

1

|Yi|

{
min
λi

(
λi|Yi|+

m∑
j=1

[fj(xi;w)− λi]+
)

−
m∑
j

fj(xi;w)I{j∈Yi}

}

=min
λi

1

|Yi|

{
λi|Yi|+

m∑
j=1

[fj(xi;w)− λi]+

−
m∑
j

fj(xi;w)I{j∈Yi}

}
,

(9)
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where I{a} denotes the indicator function: I{a} = 1 if a is
true, otherwise 0. The ranking operator is eliminated and
GRLS can be conveniently optimized by existing gradient-
descent based algorithms.

C. COMPARISONS OF GRLS WITH OTHER MLL LOSS
FUNCTIONS
In this part, we compare the GRLS loss with two classical
evaluation metrics in multi-label learning, i.e., Hamming
loss and pairwise ranking loss, as well as their surrogate
loss functions.
Hamming Loss. Given a predictor f , the evaluation metric
based on Hamming loss for the i-th instance (xi,Yi) is
defined as

MHM (yi,Yi) =
1

m

m∑
j

[
1−zij ·I{j∈Yi}−(1−zij)·I{j /∈Yi}

]
,

(10)
where zij = 1

2

(
sign(fj(xi;w) − 0.5) + 1

)
∈ {0, 1}, with

sign(a) = 1 if a > 0, otherwise −1. Hamming loss in eq.
(10) treats each label independently and simply counts the
number of misclassified labels. Because of the discontinuity
of the sign function, it is difficult to optimize eq. (10) directly.
Thus, existing works usually use a continuous approximation
to zij , leading to the surrogate loss as [1]

`HM (yi,Yi) =
1

m

m∑
j

[
1− ϕ

(
fj(xi;w)

)
· I{j∈Yi}

− ϕ
(
1− fj(xi;w)

)
· I{j /∈Yi}

]
,

(11)

where ϕ(a) : R → R+ is a non-decreasing function, e.g.,
ϕ(a) = log(a). Eq. (11) treats each label independently,
thus it can be easily optimized. However, minimizing
1
n

∑n
i=1 `HM (yi,Yi) reduces multi-label learning to m in-

dependent binary classification problems (one for each label)
and ignores label dependencies that is helpful to multi-label
learning. Besides, it suffers from class imbalance problems.
For a given label, when the number of positive instances that
have this label is far less than that of negative ones, the multi-
label predictor learned by minimizing 1

n

∑n
i=1 `HM (yi,Yi)

may sacrifice positive instances to pursue a lower loss on the
whole database [26]. In comparison, for instance xi, only
negative labels in Si contribute to the GRLS loss (2), it
helps to alleviate the class imbalance problem. This is also
verified in our experiments.
Pairwise Ranking LosS (PRLS). The pairwise ranking loss
[16] for instance (xi,Yi) is defined as

MPRLS(yi,Yi) =
∑

j1∈Yi,j2∈Ỹi

I{fj2 (xi;w)≥fj1 (xi;w)}.

(12)

PRLS calculates the number of (positive, negative) label
pairs, of which the predicted relevancy score of the negative
label exceeds that of the positive one. It is easy to verify that

0 ≤MPRLS(yi,Yi) ≤ |Yi|× |Ỹi|, and the lower the PRLS,
the better the performance of multi-label predictions. It has
been proved in [16] that eq. (12) is discontinuous. Thus,
many works chose to optimize the following continuous
surrogate loss,

`PRLS(yi,Yi) =
∑

j1∈Yi,j2∈Ỹi

ϕ
(
fj2(xi;w)− fj1(xi;w)

)
,

(13)

where ϕ(a) : R→ R+ is usually defined as a non-increasing
and convex real-valued function, such as exponential function
exp(−a) [9], [27], and hinge function [1− a]+ [10], [28].
By converting the label vector yi to pairwise comparisons,
the number of (positive, negative) label pairs may be up
to O(m2) for each training instance, its computational
complexity O(m2d) is very high, especially for database
with a large number of candidate labels. By constrast, there
is no need to perform pairwise comparisons in GRLS, and
the time complexity of GRLS for each instance is O(md),
which is more scalable and time efficient. We further have
the following results,

Theorem 2. Given a multi-label predictor f(·;w) : Rd →
[0, 1]m, and a database D = {(xi,Yi)|i = 1, . . . , n},
assuming f1(xi;w) 6= f2(xi;w) 6= · · · 6= fm(xi;w),∀i.
We have

∑n
i=1MPRLS(f(xi;w),Yi) = 0 if and only if∑n

i=1 `GRLS(f(xi;w),Yi) = 0.

Proof. From Lemma 1 and
∑n
i=1 `GRLS (f(xi;w),Yi) =

0, we have `GRLS(f(xi;w),Yi) = 0,∀i ∈ {1, · · · , n}.
As f1(xi;w) 6= f2(xi;w) 6= · · · 6= fm(xi;w),
the predicted relevancy scores of ground-truth posi-
tive labels in Yi must rank in the top-|Yi| positions.
Therefore, minu∈Yi fu(xi;w) > maxv∈Ỹi

fv(xi;w), and
MPRLS(f(xi;w),Yi) = 0, ∀i. On the other side,
when

∑n
i=1MPRLS(f(xi;w),Yi) = 0, as 0 ≤

MPRLS(yi,Yi) ≤ |Yi| × |Ỹi|,∀i ∈ {1, · · · , n}, we have
MPRLS(yi,Yi) = 0,∀i. For the i-th instance, its predicted
relevancy scores of positive labels must be larger than that of
negative ones. The relevancy scores of ground-truth positive
labels thus rank in the top-|Yi| positions in {fτ (xi;w)}mτ=1,
and `GRLS(f(xi;w),Yi) = 0 accordingly. These complete
the proof.

IV. GRLS FOR MULIT-LABEL LEARNING
In this section, we implement GRLS loss into multi-label
learning. Given a training database D = {(xi,Yi)|i =
1, . . . , n}, combing the GRLS and `2 regularizer on pa-
rameter w, we obtain the following objective

min
w

1

n

n∑
i=1

`GRLS(f(xi;w),Yi) + ρ||w||22, (14)

where ρ > 0 is a trade-off parameter. To avoid the degenerate
situation that fi(xi;w) = f2(xi;w) = · · · = fm(xi;w),∀i,
in eq. (14), we need an extra constraint on predicted
relevancy score f(x;w). The degenerate situation happens
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as the GRLS cares about the relative difference between
the relevancy scores of the ground-truth positive labels
Yi and that of the predicted positive labels Si. Therefore
a simple reference on each predicted score helps. As
fj(xi;w) ∈ [0, 1],∀i ∈ {1, · · · , n} , j ∈ {1, · · · ,m}, and
the larger the fj(xi;w), the more relevancy between i-th
instance and j-th label, we thus encourage the prediction
score fj(xi;w) to be close to 1 for j ∈ Yi and 0 otherwise.
The learning objective is as follows 2

min
w

1

n

n∑
i=1

`GRLS(f(xi;w),Yi)

− β

n

n∑
i=1

m∑
j=1

{
I{j∈Yi} log(fj(xi;w))

+ I{j∈Ỹi} log(1− fj(xi;w))
}
+ ρ||w||22,

(15)

where β and ρ ≥ 0 are trade-off parameters and are
determined based on the validation set in our experiments.

Substituting eq. (9) into eq. (15), the learning objective
becomes

min
w

min
λ

1

n

n∑
i=1

1

|Yi|
(λi|Yi|+

m∑
j=1

[fj(xi;w)− λi]+

−
m∑
j

fj(xi;w)I{j∈Yi})

− β

n

n∑
i=1

m∑
j=1

`Rij + ρ||w||22,

(16)

where λ = (λ1, · · · , λn) and `Rij = I{j∈Yi} log(fj(xi;w))+
I{j∈Ỹi} log(1−fj(xi;w)). Model (16) can be optimized via
the coordinate descent algorithm. Specifically,

Update w. Given λ, w can be optimized via the gradient-
descent algorithm, and the sub-gradient with respect to w
is

Ow =
1

n

n∑
i=1

m∑
j=1

1

|Yi|
∂fj(xi;w)

∂w

[
I{fj(xi;w)≥λi} − I{j∈Yi}

]

− β

n

n∑
i=1

m∑
j=1

∂`Rij
∂w

+ 2ρw.

(17)

Update λ. Given w, the optimization of each λi is indepen-
dent and relates to the following minimization problem,

λ∗i = argmin
λi

λi|Yi|+
m∑
j=1

[fj(xi;w)− λi]+ , (18)

It is easy to see that λi obtains a closed-form solution as
λi = f[|Yi|](xi;w), where f[|Yi|](xi;w) is the |Yi|-th largest
score in {fj(xi;w)}mj=1. Finding the |Yi|-th largest score
in set {fj(xi;w)}mj=1 can be efficiently computed in O(m)
time. The whole algorithm is summarized in Algorithm 1.

2Here we simply consider the logistic constraint, but many other
constraints such as `2 loss are applicable.

Dataset n d m c̃

Emotions [29] 593 72 6 1.81
Scene [30] 2,407 294 6 1.06
Yeast [10] 2,417 103 14 4.22
Bibtex [31] 7,395 1,836 159 2.40

Delicious [32] 16,105 500 983 19.02
Eurlex [33] 19,348 1,554 3,993 5.31
Wiki10 [34] 20,762 4,502 2,502 13.04

TMC2007 [35] 28,596 500 22 2.16
Mediamill [36] 43,907 120 101 4.36

BookMarks [31] 87,856 2,150 208 2.03
IMDB [37] 120,919 1,001 28 1.99

NUS-WIDE [38] 209,347 128 81 2.40

TABLE 1: Statistical information for each database, in which
(n, d,m) represent the number of instances, features and
labels, respectively. c̃ denotes the average number of positive
labels per instance.

Algorithm 1 Model (16)

Require: multi-label database D = {(xi,Yi)|i = 1, . . . , n},
trade-off parameter (β, ρ), initial learning rate η, maxi-
mum iteration number T .

1: Randomly initialize model parameter wt, t := 0.
2: repeat
3: Fix wt, update λti for xi ∈ D according to its closed-

form solution.
4: Fix λti, compute the gradient of wt on D according

to eq. (17) and update wt.
5: t = t+ 1.
6: until t > T .

The updating of (w, λ) in Algorithm 1 has a linear time
complexity with respect to the number of instance n and the
number of candidate labels m.

V. EXPERIMENTS

Database. We conduct experiments on twelve benchmark
databases with varying number of instances and labels to
verify the effectiveness of the proposed GRLS model. Table 1
tabulates the statistical information of each database. For
comparison, we compare the proposed model with logistic
regression (LR) model (i.e., minimizing loss (11) with
φ(f) = log(f) as well as the `2 regularizer on model
parameters), and two state-of-the-art pairwise ranking based
multi-label methods: LSEP [12] and LIMO [11]. We also
compare with one large-scale multi-label learning method:
PFastreXML [14]. To reduce computational complexities
of some compared algorithms, for database Eurlex and
Wiki10, we use PCA to reduce the data dimension to 1,554
and 4,502 (keeping 95% total variance), respectively. For
database Wiki10, we further omit labels with frequency
lower than 0.1%, reducing the whole label size from 30,938
to 2,502.
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Emotions Scene
AP ↑ F1 ↑ Rec. ↑ PRLS ↓ HM ↓ AP ↑ F1 ↑ Rec. ↑ PRLS ↓ HM ↓

LR 0.7485 0.6025 0.6361 0.2218 0.1927 0.7160 0.5519 0.5865 0.2545 0.1156
PFastreXML 0.8428 0.6853 0.7506 0.1281 0.1950 0.4087 0.1581 0.1547 0.5111 0.2903

LSEP 0.8266 0.6828 0.7585 0.1318 0.1995 0.8543 0.7205 0.7097 0.0750 0.0979
LIMO 0.8104 0.6499 0.7211 0.1487 0.2200 0.8532 0.7171 0.7063 0.0751 0.0990
GRLS 0.8605 0.6868 0.7630 0.1185 0.1973 0.8704 0.7526 0.7413 0.0683 0.0868

Yeast Bibtex
AP ↑ F1 ↑ Rec. ↑ PRLS ↓ HM ↓ AP ↑ F1 ↑ Rec. ↑ PRLS ↓ HM ↓

LR 0.7356 0.6092 0.5780 0.1901 0.1971 0.3575 0.3679 0.3596 0.3098 0.0136
PFastreXML 0.6142 0.5206 0.5166 0.2839 0.2688 0.5775 0.4209 0.4618 0.0781 0.0161

LSEP 0.7426 0.6275 0.6331 0.1751 0.2077 0.1868 0.1395 0.1502 0.3538 0.0236
LIMO 0.7476 0.6286 0.6368 0.1731 0.2081 0.3786 0.2583 0.2898 0.1313 0.0206
GRLS 0.7539 0.6332 0.6403 0.1713 0.2048 0.5836 0.4260 0.4657 0.0632 0.0159

Delicious Eurlex
AP ↑ F1 ↑ Rec. ↑ PRLS ↓ HM ↓ AP ↑ F1 ↑ Rec. ↑ PRLS ↓ HM ↓

LR 0.1724 0.2605 0.2229 0.3960 0.0203 0.1616 0.2232 0.2317 0.4876 0.0027
PFastreXML 0.1027 0.1269 0.1264 0.3444 0.0336 0.3445 0.3220 0.3214 0.1511 0.0017

LSEP 0.3064 0.3106 0.3270 0.1280 0.0266 0.2966 0.3013 0.3189 0.1302 0.0270
LIMO 0.2840 0.2958 0.3058 0.1255 0.0271 0.2158 0.2048 0.2033 0.0912 0.0020
GRLS 0.3698 0.3608 0.3750 0.1030 0.0245 0.4022 0.3755 0.3744 0.0950 0.0016

Wiki10 TMC2007
AP ↑ F1 ↑ Rec. ↑ PRLS ↓ HM ↓ AP ↑ F1 ↑ Rec. ↑ PRLS ↓ HM ↓

LR 0.1442 0.2579 0.2149 0.3798 0.0056 0.6087 0.5850 0.5650 0.2275 0.0684
PFastreXML 0.2856 0.2926 0.3222 0.1875 0.0073 0.8708 0.6997 0.7345 0.0330 0.0578

LSEP 0.2526 0.2634 0.2898 0.1603 0.0076 0.8322 0.6575 0.6908 0.0390 0.0657
LIMO 0.2299 0.2343 0.2528 0.1454 0.0079 0.7748 0.5979 0.6247 0.0567 0.0763
GRLS 0.3088 0.3083 0.3356 0.1397 0.0071 0.8453 0.6701 0.7034 0.0374 0.0633

Mediamill Bookmarks
AP ↑ F1 ↑ Rec. ↑ PRLS ↓ HM ↓ AP ↑ F1 ↑ Rec. ↑ PRLS ↓ HM ↓

LR 0.5301 0.5738 0.5112 0.2233 0.0313 0.3185 0.3143 0.3406 0.3161 0.0118
PFastreXML 0.4831 0.3928 0.4119 0.1284 0.0514 0.4661 0.3221 0.3994 0.1137 0.0135

LSEP 0.7237 0.5711 0.6019 0.0408 0.0361 0.4586 0.3139 0.3860 0.0823 0.0135
LIMO 0.6832 0.5484 0.5834 0.0543 0.0384 0.4543 0.3151 0.3891 0.0963 0.0136
GRLS 0.7397 0.5813 0.6143 0.0385 0.0354 0.4859 0.3404 0.4212 0.0858 0.0130

IMDB NUS-WIDE
AP ↑ F1 ↑ Rec. ↑ PRLS ↓ HM ↓ AP ↑ F1 ↑ Rec. ↑ PRLS ↓ HM ↓

LR 0.3085 0.2489 0.2083 0.4257 0.0813 0.2958 0.2741 0.2463 0.3372 0.0259
PFastreXML 0.4896 0.3413 0.3865 0.1719 0.0940 0.3127 0.1948 0.2054 0.1870 0.0435

LSEP 0.4607 0.3223 0.3610 0.1933 0.0963 0.5642 0.4046 0.4312 0.0709 0.0319
LIMO 0.4741 0.3333 0.3737 0.1725 0.0948 0.5634 0.4069 0.4417 0.0721 0.0321
GRLS 0.4963 0.3498 0.3948 0.1624 0.0927 0.5729 0.4112 0.4407 0.0703 0.0316

TABLE 2: Numerical results on twelve benchmark databases, the best performance is shown in bold. ↑ means that the higher
value of the metric is the better performance, while ↓ means the lower the better.
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Experimental settings. In our experiments, we use linear
prediction function and sigmoid operator as fj(x;w) =
1/(1 + exp(−w>j x)). For each database, we randomly
partition the whole database to training/validation/testing sets,
including 50%/25%/25% instances, respectively. This random
partition is conducted 10 times, and the average performance
on testing sets is reported. Trade-off parameters of each
method are tuned based on the performance on the con-
structed validation set. Specifically, for LR and LSEP meth-
ods, the trade-off parameter ρ of the `2 regularization term
on w is tuned within [10−5, 10−4, 10−3, 10−2, 10−1, 100].
For LIMO model, parameters λ1 (which controls the
label-wise margin) and λ2 (which controls the instance-
wise margin) are tuned within [100, 101, 102, 103, 104, 105],
respectively3. For GRLS model, ρ is tuned within
[10−5, 10−4, 10−3, 10−2, 10−1, 100], and β is tuned within
[10−2, 10−1, 100, 101, 102]. Besides, for LSEP, we follow
the settings in [12] to randomly choose at most t (positive,
negative) pairs for each instance (t is set to 5000 on database
Delicious, Eurlex and Wiki10 that with a larger
number of labels, and is set to 1000 on other databases)
to decrease its computation cost. The initial learning rate is
set to 0.01. The maximum iteration number is set to 2000.
The learning rate decays by 0.1 when the variance of the
F1 score on the validation set in the recent 20 iterations is
lower than 10−8.

Evaluation metrics. We adopt five widely used multi-
label learning metrics for performance evaluation, including:
average precision (AP), F1 score, Recall, pairwise ranking
loss (PRLS) and Hamming loss (HM). For instance (xi,Yi)
with Yi ∈ {0, 1}m be its ground-truth annotation, and Yi and
Ỹi denote its ground-truth positive and negative label sets,
respectively. Let f(xi) ∈ [0, 1]

m be its predicted continuous
relevancy scores and Zi ∈ {0, 1}m be the corresponding
binary predictions. Then, the evaluation metrics are calculated
as [39]

HM = 1
nm

∑n
i=1 ‖Yi − Zi‖2F . (19)

PRLS = 1
n

∑n
i=1

1
|Yi||Ỹi|

∑
j1∈Yi,j2∈Ỹi

I{fj2 (xi)≥fj1 (xi)}.
(20)

Recall = 1
n

∑n
i=1Ri =

1
n

∑n
i=1

(Yi)
>Zi

|Yi|1 . (21)

F1 = 1
n

∑n
i=1

2Ri×Pi

Ri+Pi
, Pi =

(Yi)
>Zi

|Zi|1 . (22)

AP = 1
n

∑n
i=1

1
|Yi|

∑
j∈Yi

|{τ∈Yi|rankf (xi,τ)<rankf (xi,j)}|
rankf (xi,j)

,
(23)

where rankf (xi, j) returns the rank of fj(x) in descending
order based on {fa(x)}ma=1. For AP, F1 and Recall, the
higher is the value, the better the multi-label learning
performance is. While for PRLS and HM, the lower is the
value, the better the performance is. Besides, the Recall, F1
and HM are computed based on discrete predicted positive
labels, rather the continuous relevancy scores predicted by f .
Following the common strategy, given continuous relevancy

3λ1 and λ2 refer to the trade-off parameters in Eq. (3) of [11].

scores for all candidate labels, we choose the labels with the
k largest predicted relevancy scores as positive labels, and k
is set to the number of average positive labels per instance
on each database (i.e., the rounding number of c̃ for each
database shown in Table 1). The HM loss in eq. (19) treats
the positive and negative instances for each label equally
and simply counts the number of misclassified instance for
each label.

Results. Numerical results on the twelve databases are
given in Table 2. From the table, we have the following
observations. Comparing to all methods, (1) our GRLS model
obtains the best performance on 11 databases out of 12 in
terms of AP and F1; (2) our GRLS model obtains the highest
value of Recall on 10 databases; (3) in terms of PRLS, our
GRLS model achieves the lowest PRLS loss on 9 databases.
More specifically, comparing to the LR, our GRLS model
obtains significantly better performance on all databases in
terms of AP, F1, Recall and PRLS. Our GRLS model also
outperforms PFastreXML model on 10 databases under all
five evaluation metric (i.e., AP, F1, Recall, PRLS and HM).
Comparing to the pairwise ranking based method LSEP, our
model significantly improves the performance in terms of all
evaluation metrics on 11 databases. Our GRLS model is also
superior to the pairwise ranking based method LIMO on 10
databases under all evaluation metrics. These demonstrate
the effectiveness of the proposed GRLS model.

Besides, we notice that the LR model obtains the lowest
HM loss on 9 databases. However, its performance in terms
of other metrics (AP, F1, Recall and PRLS) is very poor. For
example, on database Delicious, the F1 and Recall of
GRLS model is 10.03% and 15.21% higher than that of LR
model, respectively. One Reason for this is that the LR model
simply decomposes multi-label learning into m independent
binary classification problems (one for each label). And for
each label, it treats each instance in an equal manner. When
the number of positive instances is far less than that of
negative instances (i.e., the class imbalance problem), its
learned predictor is likely to misclassify positive instances
into negative ones to pursue a lower loss on all instances
(this could be verified through the poor Recall of LR model
in Table 2). Meanwhile, the HM loss counts the number of
misclassified instances of each label and doesn’t distinguish
positive and negative instances. Thus, the LR model could
lead to a lower HM loss by sacrificing the minority positive
instances of each label, but its performance in terms of AP,
F1, Recall and PRLS is very poor. In comparison, for GRLS
model, only negative labels that rank in the top-k positions
contribute to the learning objective, it can better adapt the
class imbalance problem. Comparing the performance of
GRLS and LR, we also observe that the GRLS achieves
better performance than LR in terms of AP, F1, Recall and
PRLS on all databases.

Runtime and computational complexities. The computa-
tional complexities of both LR and GRLS methods are
O(mnd), which is linear with respect to n (the number of
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FIGURE 2: Tendency curves of GRLS objective of model (16) with respect to the number of iteration on different databases.
The y-axis of some plots is clipped for better visualization.
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FIGURE 3: Running time of different methods. The bars in
(black, yellow, green, blue, red) refer to the running time of
LR, PFastreXML, LSEP, LIMO and GRLS, respectively.

instances), m (the number of labels) and d (the number
of features), respectively. Due to the (positive, negative)
label pairs for each training instance, the computational
complexity of LSEP is O(m2nd). As LIMO considers both
the label-wise margin and the instance-wise margin, it needs
to construct all (positive, negative) pairs for each instance
and each label. The computational complexity of LIMO is
O(m2nd + mn2d). It is very costly to apply LIMO to a
large-scale multi-label database. Fig. 3 reports the runtime of
each method on all databases. From the figure, the proposed
GRLS method is much more time efficient than the pairwise
ranking based methods LSEP and LIMO, especially on
database Delicious, Eurlex, Wiki10, Mediamill
and NUS-WIDE. The LR model is more time efficient than
the proposed GRLS model. However, as analyzed above, it
decomposes multi-label learning into m independent binary
classification problems and performs very poor in terms
of AP, F1, Recall and PRLS. To analyze the convergence
performance of the proposed GRLS model, we further report
tendency curves of GRLS objective with respect to the
number of iterations on different databases in Fig. 2. It
is observed that the GRLS objective decreases very fast as

the number of iteration increases.

VI. CONCLUSIONS
This work has proposed a novel loss for multi-label learn-
ing, called Groupwise Ranking LosS (GRLS). GRLS loss
calculates the difference between the average predicted
relevancy score of ground-truth positive labels and that
of the top-k predicted positive labels. The minimization
of GRLS will encourage the ground-truth positive labels
to be ranked higher than that of negative labels in terms
of predicted relevancy scores. Moreover, we equivalently
replaced the ranking operation in the original definition of
GRLS by a minimization problem with respect to an extra
variable. Consequently, GRLS becomes continuous, and the
computational complexity is linear with respect to the number
of labels m. Then off-the-shelf continuous optimization
algorithms (e.g., (sub) gradient based algorithms) can be
adopted to minimize GRLS. The experiments on several
benchmark databases have been conducted to verify the
superiority of GRLS over other widely used loss functions
in multi-label learning.
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